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Abstract

This paper examines how mergers and acquisitions (M&As) affect the direction
of corporate innovation. Using data on U.S. M&A transactions from 1988–2015
matched with detailed patent data, we construct novel measures of changes in the
technological orientation of acquirers based on patent text embeddings. We estimate
dynamic treatment effects in a staggered difference-in-differences framework that
compares merging firms to matched controls over a 17-year period, centered on
the deal announcement year. We find a large and statistically significant shift in
the acquirer’s innovation direction toward the target’s knowledge base post-deal.
This positive effect is driven by deals between acquirers and targets that operate in
technologically distinct domains. Using a subsample of deals involving targets that
hold clean patents, we find that “dirty” acquirers—firms whose patent portfolios
are concentrated in dirty technologies—show particularly strong post-deal shifts
toward their target’s clean technologies, accompanied by increased citations to the
target’s clean patents and increased clean patent filings by the acquirer. Overall,
our results point to the potential for M&A to reshape innovation trajectories and
mitigate against path dependencies.
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1 Introduction

Firms often innovate along established technological trajectories and may be slow
to change the direction of their innovation due to path dependencies and technological
constraints that evolve over time and relate, for example, to the firm’s core capabilities,
switching costs and network effects (Aghion et al. 2019) as well as economies of scale,
technological lock-in (Unruh 2000), and learning effects (Arrow 1962). In addition, in-
tellectual property (IP) rights held by other firms can place constraints on the nature
of a firm’s innovation (Emery and Woeppel 2024). Mergers and acquisitions (M&A) are
one channel for firms to gain access to new knowledge, technological assets and IP. This
raises a crucial question: can M&As help firms forge new innovation trajectories? Under-
standing when and how M&As change innovation direction is central for both policy and
practice, not least because policy questions about technological transitions (for example,
toward cleaner technologies) depend not only on the volume of innovation but also on its
orientation.

In this paper, we study whether and when M&As cause acquirers to pivot their in-
novation activities toward the technologies of their targets. We focus on technological
relatedness as a key driver of heterogeneous effects: Do acquisitions of technologically
distant targets (those with different knowledge) induce larger changes in innovation di-
rection than acquisitions of technologically similar targets? To answer this question, we
analyze 1269 completed M&A transactions between U.S. firms announced between 1988
and 2015, matched to firm-level patent data, and trace the evolution of innovation trajec-
tories and patenting outcomes for different types of deals over a 17-year period, centered
on the deal announcement year

While the effects of M&A transactions on the volume of innovation output (typically
measured by patent counts) have been widely studied (e.g., Haucap, Rasch, and Stiebale
2019; Bena and Li 2014; Ornaghi 2009), comparatively little is known about how M&As
affect the direction of innovation. A key contribution of our research is to apply semantic
data contained in patent documents to measure firms’ technological orientation and the
technological distance between acquiring and target firms. This allows us to move beyond
simple patent counts and examine whether and how deals shape the trajectory of firms’
innovation activity.1

To characterize firms’ technology profiles and measure technological relatedness be-
tween acquirers and targets, we build on recent advances in natural language processing
(NLP) for patent analysis (see e.g., Arts, Hou, and Gomez 2021; Hain et al. 2022; Abi
Younes and de Rassenfosse 2024) and employ Google Patent Embeddings (i.e., dense
vector representations of patents’ textual content). Our approach offers substantial ad-
vantages over traditional measures of technological similarity based on overlapping IPC
and/or CPC codes (as used in, e.g., Jaffe 1989; Bloom, Schankerman, and Van Reenen
2013), avoiding the sparsity problem inherent in vectors based on patent classification
codes (Feng 2020; Yan and Luo 2017). To our knowledge, we are the first to apply
patent-text embeddings to quantify post-deal shifts in the innovation direction. The most
related study in terms of methods, Arts, Cassiman, and Hou (2025), uses patent text to

1Our focus is on whether or not acquirers (as opposed to targets) change the direction of their R&D
focus because most targets are fully integrated into the acquirer and cease to exist as independent entities
post-deal.
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measure technological differentiation and its impact on M&A target selection, whereas
our focus is on post-deal innovation outcomes and the evolution of innovation trajectories
over time.

We benchmark changes in our key outcome variables for firms involved in M&As
against counterfactual pseudo-deals, constructed by pairing firms that resemble the target
and acquirer in observable characteristics but for which no actual transaction occurred.2

Using the sample of ‘treated’ and ‘control’ deals, we estimate effects within a staggered
difference-in-differences framework that compares innovation outcomes between actual
and counterfactual deals over a 17-year window spanning 8 years before to 8 years after
deal announcement. We estimate per-period average treatment effects on the treated
(ATTs) using the estimator proposed by Sun and Abraham (2021), allowing us to trace
the evolution of firm-level innovation outcomes over time.

Our analysis provides new evidence on how M&As drive innovation trajectories. On
average, we find a large and statistically significant pivot in the acquirer’s innovation
trajectory toward the technological profile of the target. Dynamic treatment effects show
that this reorientation begins at the time of the transaction is announced and increases
over the 8-year post-deal observation window. The absence of significant pre-trends in
comparison to the control group supports the identifying assumptions of the empirical
design and bolsters a causal interpretation of the results.

We find that changes in the technological trajectories of acquiring firms depend strongly
on the pre-deal technological relatedness between the acquirer and target. For acquisi-
tions where the acquirer and target are ex ante technologically distant, we observe the
largest and most immediate change in the direction of the acquirers innovation towards
the target’s technology profile. This pattern is consistent with the merger being used
to initiate a change in innovation strategy and/or bridge a technological gap. For these
deals, the target brings distinct knowledge, the acquirer redirects R&D toward the target’s
knowledge base, and the post-merger period is one of integration and learning.

By contrast, we observe that after deals between firms that are technologically close
there is no further shift towards the targets technology. Thus, when acquirers and targets
already possess similar patent portfolios, the transaction appears to be less driven by
capability expansion and technological reorientation and more by the consolidation of
overlapping R&D efforts. Consistent with this interpretation, find evidence of larger
declines in post-deal patenting volumes (in particular, citation-weighted patent counts)
among deals where technological similarity between the acquirer and the target is high.

Next, we examine whether these patterns extend to clean innovation, a setting of
clear policy relevance characterized by well-documented path dependence in innovation
(Aghion et al. 2019; Aghion et al. 2016). While, on the one hand, clean tech acquisitions
may serve as a mechanism for firms to break with established innovation trajectories,
on the other hand, there is also the risk that M&A transactions involving targets with
clean technologies serve as a form of “greenwashing” in which firms with a history of
environmentally harmful business activities acquire clean technologies to improve their
environmental image without further developing the acquired technology.3 From a fi-

2The construction of pseudo deals to serve as a control group in M&A analysis has been widely
applied in prior studies (e.g., Bena and Li 2014; Cunningham, Ederer, and Ma 2021; Arts, Cassiman,
and Hou 2025).

3For example, in 2019, the oil and gas firm Shell acquired Sonnen, a battery storage company (Shell
2019). Shell used the deal to brand itself as a leader in renewable energy. However, the company’s
investment in green energy is only a fraction of that in fossil fuels, and the firm has been accused of
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nancial markets perspective, Bolton and Kacperczyk (2021) suggest that investors price
carbon risk into equity valuations. This creates an incentive for high-emitting firms to
diversify into cleaner technologies. This market-based pressure may be another driver of
acquisitions of clean technology targets by dirty acquirers.

Focusing on a sample subset of acquisitions in which targets hold clean technology
patents, we find similar heterogeneity by pre-deal technological proximity: acquirers that
are initially technologically distant from their targets exhibit the largest post-acquisition
shift toward their target’s clean technologies. We further investigate whether acquiring
a clean target facilitates reorientation by “dirty” acquirers, that is, firms whose pre-
acquisition patent portfolios are concentrated in dirty technologies. We find substantial
positive effects: dirty acquirers experience a statistically significant pivot toward their
target’s clean technologies that is approximately three times as large as that observed for
non-dirty acquirers. This reorientation is reflected not only in our directional measure of
innovation, but also in increased citations to clean patents of the target by the acquirer and
an increase in clean patent filings by the acquirer after the acquisition. Taken together,
these findings suggest that acquisitions of clean technology firms can serve as an effective
mechanism to redirect R&D efforts toward cleaner technological trajectories.

Finally, we estimate alternative specifications to assess the robustness of our main
results. We split the sample based on whether the target continues to patent (under its
own name) after the acquisition, isolating deals where targets are fully integrated into
the acquirer early on. The shift in the acquirer’s innovation direction toward the tar-
get’s technologies appears in both subsamples and is initially stronger in cases where the
target stops patenting under its own name post-deal. This result reinforces the interpre-
tation that the observed directional shift reflects the integration of the target’s knowledge
base into the acquirer’s innovation activities. We also show that technological related-
ness within industries drives heterogeneous effects as opposed to industry overlap. The
results are robust to including additional financial controls, an alternative measure of
technological similarity based on CPC classes, and alternative matching methods.

The remainder of the paper is structured as follows: Section 2 reviews related liter-
ature. Section 3 describes the data and methodology. Section 4 describes the results.
Section 5 provides robustness checks. Section 6 outlines policy implications and Section
7 concludes.

2 Related literature

This research contributes to empirical research on the impact of M&A transactions on
innovation.4 Empirical evidence from the pharmaceutical industry generally finds that
merged firms display lower patent output (as measured by patent counts) post-deal rela-
tive to a non-merging peers (see Haucap, Rasch, and Stiebale 2019; Ornaghi 2009). Cun-
ningham, Ederer, and Ma (2021) find evidence of “killer acquisitions” in pharmaceutical

greenwashing (Li, Trencher, and Asuka 2022; Speare-Cole 2023).
4There is a large body of theoretical literature on the topic of mergers and innovation (e.g., Letina,

Schmutzler, and Seibel 2024; Fumagalli, Motta, and Tarantino 2022; Denicolò and Polo 2018; Jullien
and Lefouili 2018; Federico, Langus, and Valletti 2018). In theory, the impact of a merger on the level
of innovation undertaken by the merged firms can be positive or negative, depending on the interplay
between different factors such as R&D spillovers, technological overlap, and market concentration. Thus,
the effect of M&A transactions on innovation in a specific setting is an empirical question.
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markets whereby incumbent firms acquire innovative targets, with overlapping research
projects, solely to terminate their research and stifle future competition. An emerging
literature on M&A transactions and clean innovation activity finds mixed results on in-
novation outcomes (Liang et al. 2022; Bose, Gregori, and Martinez Cillero 2023). In
contrast to existing research, we draw on semantic data contained in patent texts com-
bined with classification-based identification of clean and dirty patents to capture the
extent to which acquirers further develop and build on acquired (clean) technologies. Our
study analyzes a large sample of deals between U.S. firms over a long time horizon en-
abling us to model dynamic effects in a time window spanning 8 years before to 8 years
after deal announcement.

Within the literature that connects mergers and innovation, our paper contributes
to the empirical research that emphasizes the role of technological relatedness between
merging parties as a determinant of post-deal innovation outcomes (e.g., Ahuja and Katila
2001; Cassiman et al. 2005; Cloodt, Hagedoorn, and Van Kranenburg 2006; Bena and Li
2014). While existing studies yield mixed results on the effects of technological related-
ness on overall post-deal patent output, there is limited evidence on how technological
distance between acquirers and targets shapes the nature of innovation activities. Prior
work has largely focused on overall R&D or patenting activity of the combined firm. For
example, Ornaghi (2009) and Haucap, Rasch, and Stiebale (2019) find that greater tech-
nological relatedness between acquirer and target is associated with lower post-merger
innovation activity, by contrast Bena and Li (2014) find that acquirers with prior tech-
nological linkage to targets produce more patents post-merger. Cloodt, Hagedoorn, and
Van Kranenburg (2006) document a curvilinear effect, suggesting that moderate relat-
edness may be optimal. Using data on acquisitions in digital industries, Gugler, Szücs,
and Wohak (2025) find that when both acquirer and target have patented in the same
technological field before the deal, those acquisitions are less likely to have negative ef-
fects on patenting activity in the concerned technological field overall (i.e., looking at all
patents filed in that field, not just by the merging firms). Extending the current literature,
our analysis examines how technological similarity between acquirers and targets affects
directional shifts in innovation post-deal.

In order to measure technological relatedness in the context of M&A transactions,
prior research typically uses patent classification codes and citation flows. Recently, re-
search has begun to leverage the rich information contained in the abstract and technical
content of patent documents to construct more granular measures of technological sim-
ilarity and differentiation between patents and firms’ patent portfolios (Arts, Cassiman,
and Hou 2023; Kelly et al. 2021; Abi Younes and de Rassenfosse 2024). Patent text-based
approaches for measuring technological overlap overcome several limitations of patent
classification-based measures5 and have been shown to provide a denser and more accu-
rate measure of technological similarity than overlaps in classification codes.6 Likewise,
citation-based similarity measures, while informative about knowledge flows, cannot fully
capture complex technological relationships.

5First, classification systems may group or separate similar patents across different classes. Second,
the classifications are based on examiner discretion and can be influenced by applicant strategies. Third,
similar innovation may draw from patents in different hierarchical categories, making classification-based
proximity increasingly problematic over time.

6Hain et al. (2022) shows that text-based embeddings of patents better capture technological similarity
than patent classification systems. Similarly, Feng (2020) shows that embedding-based cosine similarity
provides a denser and more accurate measure of technological distance than classification overlap.
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Our research builds on recent work using text-based approaches employing Google
Patent Embeddings, a 64-dimensional vector representation of patent texts. Using the
cosine similarity between the acquirer’s and target’s patent embedding vectors, we develop
novel measures of technological similarity and technological pivot by the acquirer towards
(or away from) the target’s technology profile. To our knowledge, we are the first to apply
this approach to measure changes in R&D direction in the context of M&As. The most
related study in terms of methodology, Arts, Cassiman, and Hou (2025), uses patent text
to measure technological differentiation and its impact on M&A target selection, while
our research focus is on changes in innovation trajectories of acquirers post-deal.

3 Data and methodology

We construct our dataset by combining information from multiple sources: SDC Plat-
inum provides the core M&A transaction data, PatentsView provides patent information,
and Compustat provides financial data. Our final dataset comprises 1269 M&A com-
pleted transactions involving U.S. public and private firms announced between 1988 and
2015. Each firm is observed over a 17-year window that spans 8 years before to 8 years
after the deal (where k = 0 denotes the year the deal is announced7). Each target and
acquirer is matched with a set of similar “pseudo” targets and acquirers, forming a sample
of pseudo-control deals that are tracked over the same 17-year window.

This section describes the data construction process in more detail. A list of all
variables used in the analysis, including definitions and data sources can be found in
Appendix A Table A.1.

3.1 Data sources and sample construction

3.1.1 M&A transactions

We construct our M&A sample from the SDC Platinum database. We include com-
pleted mergers and asset acquisitions between U.S. firms announced between 1988 and
2015, where we require that the percentage of shares acquired is over 50%. The time pe-
riod, 1988-2015, captures the longest possible observation period given data availability
constraints,8 with 2015 serving as the endpoint to allow for at least 8 years post-deal in
which we can reliably observe innovation outcomes. We exclude deals involving acquirers
from the financial sector and hostile takeovers. Unlike prior studies which focus on M&A
transactions between public firms (e.g., Bena and Li 2014; Arts, Cassiman, and Hou 2025)
our sample includes private companies as both targets and acquirers.

778.5% of the deals in our sample are completed in the year they are announced. 21% are completed
one year after announcement. The remaining fraction is completed within 2-4 years after announcement.

8SDC Platinum provides reliable data on M&A transactions from 1985 onward.
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3.1.2 Patent data

For each firm in our sample, we obtain the complete patenting history using granted
utility patents from the United States Patent and Trademark Office (USPTO) accessed
through PatentsView.9 We use a three-stage matching process to link patents to compa-
nies using information on the name of the patent assignee at the time of issuance.10 We
allocate patents to firms based on the filing date rather than the publication date, as the
publication process can extend up to five years and filing dates better capture the timing
of innovative activity (Hall, Jaffe, and Trajtenberg 2001). Our aim is to assign each patent
to the originator firm. We do not reassign patents which were originally developed by the
target pre-deal to the acquirer’s portfolio.

In the first stage, we utilize the FoundingPatents dataset (Ewens and Marx 2024) which
provides patent-to-firm linkages from 1976 to 2021. This dataset enables the identification
of patents held by both public and private U.S. firms by connecting the patent assignees
to the OpenCorporates dataset. We match firms to patents using the assignee ids for the
original patent filer and a string matching approach.11 This step results in the assignment
of 1,732,793 patents to firms.

For all the unmatched patents that remain after the first step, we use the DISCERN
dataset (Arora et al. 2024) which covers granted utility patents patents from 1980 to 2021
for public U.S. firms. We link patents to initial assignees using GVKEYS as identifiers
available in both DISCERN and Compustat. This step results in the assignment of 200,818
patents to firms.

For remaining unmatched patents, that are not matched to firms based on the firm-
to-patent links in the FoundingPatents and DISCERN datasets, we implement the same
string matching algorithm as in the first stage between the original PatentsView assignee
names and firm names in SDC and Compustat. This step results in the assignment of
another 54,345 patents to firms.

For all the granted patents in our observation period, we collect bibliographic data
from PatentsView, including filing dates, citations, and classification codes from IPC
and CPC systems. Patents are classified as “clean” or “dirty” using the classification
framework proposed by Jee and Srivastav (2024).12

3.1.3 Financial data

9Only successful patent applications (i.e., granted patents) are included in the dataset.
10Patent assignees represent the entities that hold the legal right to the patent.
11Our matching procedure requires exact name matches after removing punctuation, spaces, and

converting all letters to lower case. This conservative approach may lower recall, but it strengthens the
accuracy of firm-to-patent assignments.

12Jee and Srivastav (2024) collect all the relevant CPC and IPC technology classes from the litera-
ture. Their classification includes technology classes defined as clean/dirty by Haščič and Migotto (2015),
Aghion et al. (2016), Dechezleprêtre, Muckley, and Neelakantan (2021), IEA (2021), and Popp (2002).
We provide the classification in Table C.1. Clean patents are defined those that contain IPC and CPC
technology codes associated with the reduction of greenhouse gas emissions, the generation of renewable
energy, improvements in energy efficiency, or environmental remediation. Dirty patents include tech-
nologies that directly contribute to the extraction, processing, and combustion of fossil fuels or other
carbon-intensive industrial processes. Patents that contain both dirty and clean IPC and CPC codes are
counted as both clean and dirty (this affects 14.20% of clean patents and 18.61% of dirty patents).
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We obtain firm-level financial information from Compustat for public firms which we
use to construct six key variables: total assets, book leverage, return on assets (ROA),
R&D intensity, book-to-market ratio, and cash holdings. We match the data based on
the CUSIP identifier provided by SDC. The CUSIP identifier is then extended using the
CRSP/Compustat mapping with other identifiers such as the PERMNOs and GVKEYs.
We adjust the fiscal year from Compustat to represent the year with the largest overlap
of financial data.

3.2 Variable construction

3.2.1 Patent counts

We construct measures of patent counts at the firm-year level. We create three main
types of patent count variables. The first captures newly filed patents by the firm in
each year t. The second captures patent counts in year t as all patents filed in the period
spanning t−5 to t. The third measures a firm’s discounted patent stock in a given year. A
firm’s patent stock represents the accumulated knowledge or innovation capital embodied
in its past patents adjusted for the obsolescence or depreciation of knowledge over time.
Discounted patent stocks are calculated using a perpetual inventory method. We follow
the literature and apply a depreciation rate of 15% (Aghion et al. 2016; Haucap, Rasch,
and Stiebale 2019). In addition, we assign each patent a maximum lifespan of 20 years
starting in the year of the patent application. Patent counts start in 1980 at the earliest.

3.2.2 Firm technology profiles and technological similarity

To characterize firms’ technology profiles, we use Google Patent Embeddings.13 Patent
embeddings are dense vector representations of the semantic content of patent documents,
positioning individual patents within an abstract, high-dimensional ‘technology space’.
The literature proposes various embedding approaches to represent technological knowl-
edge (Jaffe 1989; Arts, Cassiman, and Hou 2021; Abi Younes and de Rassenfosse 2024).
Earlier methods, such as bag-of-words or TF–IDF–based representations, rely on word
frequency statistics and therefore fail to capture the contextual and relational semantics
inherent in patent texts. In contrast, Google Patent Embeddings encode each patent as
a 64-dimensional dense vector derived from a machine learning model trained to predict
CPC codes from patent texts. The model employs the WSABIE embedding algorithm
(Weston, Bengio, and Usunier 2011), which jointly learns vector representations and la-
bel associations, offering improved scalability and semantic precision over unsupervised
approaches such as Word2Vec (Weston, Bengio, and Usunier 2011; Abi Younes and de
Rassenfosse 2024).

To measure the technological distance between acquirer and target firms, we compute
the cosine similarity between firm-level patent embedding vectors (see Jaffe 1986; Jaffe
1989). Cosine similarity measures how aligned two vectors are, ranging from 1 when

13Patent embeddings are available through the Google Cloud Public Dataset.
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they point in the same direction to -1 when they point in completely opposite directions.
Our approach treats acquirers and targets as separate entities even after the acquisition
which allows us to analyze their respective innovation trajectories. To construct firm-
level embedding vectors, we begin with individual patent-based embeddings and aggregate
them at the firm–year level.

The set of patents included in a firm’s embedding vector and the weighting of each indi-
vidual patent vector depends on the specific similarity measure. The measure tech similarity
in year t is defined as the cosine similarity between the acquirer’s patent stock embedding
vector in year t and the target’s patent stock embedding vector in year t.14

The measure tech direction is defined as the cosine similarity between the acquirer’s
patent stock embedding vector in relative year k and the target’s patent stock embedding
vector in the year in which the deal is announced (k = 0). As such, this measure captures
the extent to which the acquirer’s overall technology profile is more or less aligned with
the target’s technology profile.

Our main outcome variable tech direction change captures the cumulative percent-
age change in the acquirer j’s technological similarity with target i relative to a baseline
period (k = −8).

tech direction changeij,k =
tech directionij,k−tech directionij,k=−8

tech directionij,k=−8

This variable thus captures the relative extent to which the acquirer moves the direc-
tion of it’s innovation towards (or away) from the target over time. By construction, the
outcome is normalized to zero at k = −8.

A variant of this measure captures the directional shift of the acquirer’s patent port-
folio toward (or away from) the target’s clean patent portfolio.

cleantech direction changeij,k =
cleantech directionij,k−cleantech directionij,k=−8

cleantech directionij,k=−8

where the measure cleantech direction is the cosine similarity between the acquirer’s
patent stock embedding in year k and the target’s clean patent stock embedding at k = 0.
This measure is only defined for deals involving target’s that hold clean patents.

Notably, our similarity measures are scale-invariant i.e. they describe the similarity
of the patent portfolios, independent of the number of patents in the portfolios. This
property ensures that similarity captures technological orientation rather than patenting
intensity. Moreover, our measures capture within-class technological heterogeneity that
classification based approaches miss as embeddings encode semantic differences between
patents that share CPC codes (Abi Younes and de Rassenfosse 2024).

14We construct a ‘patent stock embedding vector’ Sf,t for firm f in year t by summing over all
embedding vectors for patents filed by firm f , where patents have a 20-year lifespan. Each patent vector
is depreciated according to its age: Sf,t =

∑t
τ=max(t0,t−20) δ

t−τ
∑

i∈Pf,τ
vi,τ , where vi,τ is the embedding

vector of patent i filed in year τ ; Pf,τ denotes the set of patents filed by firm f in year τ ; δ = 0.85 is the
annual depreciation factor (corresponding to a 15% depreciation rate); t0 is the earliest year of available
patent data for firm f ; and the summation ranges from max(t0, t−20) to t, ensuring that only patents filed
within the last 20 years are included in the sum. This formulation allows the firm’s technological position
to accumulate over time while giving recent patents more weight in determining the firm’s technological
orientation. As a robustness check, we also compute tech similarity count which aggregates unweighted
patent embeddings based on the set of patents filed by firm f in the last five years. tech similarity and
tech similarity count are highly correlated (ρ = 0.96) (see Table B.2 in the Appendix).
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As a robustness check, we also compute cosine similarity using 164 dimensional CPC
class vectors following Jaffe (1989).15 While computationally simpler, these classification-
based vectors are sparse (typically < 1% non-zero entries) and provide a more polarized
measure of similarity than embeddings.

Table B.1 and Table B.2 in the Appendix compare our embedding-based similarity
with alternative measures including CPC-based cosine similarity, Doc2Vec and TF-IDF
text similarity (Arts, Hou, and Gomez 2021) and product market similarity (Hoberg and
Phillips 2010) for all firm pairs in the year before the deal is announced. The correla-
tion between embedding-based and CPC-based measures (ρ = 0.60) indicates that both
measures capture technological proximity. However, a comparison of the distributions of
shows that the embedding approach provides a more continuous and denser measure of
technological distance (Figure B.1).

3.2.3 Citation-based measures

We construct patent citation-based measures using data from PatentsView. We track
both backward citations (citations made by a patent to a previous patent) and forward
citations (citations received by a patent from a subsequent patent). We consider only
forward citations where the citing patent was filed no more than five years after the filing
date of the cited patent. This ensures that the patents in the sample have a comparable
time window in which to receive citations regardless of their filing year. On the firm-
year level, we create measures of citations-weighted patent counts and stocks. Finally, we
construct indicator variables that capture whether the patents filed by an acquirer cite
the patents of the target.

3.2.4 Construction of matched pseudo deals

Each target and acquirer is matched with a set of similar “pseudo” control targets and
acquirers. To create an initial set of candidate control firms for each target and acquirer,
we require that candidate controls operate in the same two-digit SIC code as the focal
firm and have not participated in any M&A activity—as either acquirer or target—within
the relevant time frame. Using information on firms’ patent count over the last five years
and total patent stock in the year k = −1, we compute the Mahalanobis distance between
each focal acquirer (target) and each candidate pseudo acquirer (target).16 Based on the
Mahalanobis distance, we obtain a ranking of the closeness between firm pairs in terms of
“innovation size”. To ensure that pseudo controls are also technologically similar to the
focal firm, we calculate the cosine similarity between the firm and each candidate control
using patent embeddings associated with the stock of firms’ patents in the year before the

15We use the term CPC class to refer to the three-character codes (e.g., A61, H04) in the CPC
hierarchy. These correspond to what Jaffe (1989) refers to as subclasses in the context of the United
States Patent Classification system. Early CPC symbols that have since been abolished or are no longer
actively maintained remain in our dataset, as they were valid at the time of grant. We treat such
symbols analogously to current CPC classes when constructing class-level vectors, while recognizing that
subsequent reclassification may limit their interpretability in the present-day CPC scheme.

16The Mahalanobis distance is a multivariate distance metric which accounts for the variance and
covariance structure of our matching variables (Mahalanobis 2018). It rescales each dimension by its
variance and corrects for correlations between variables. This ensures no single covariate dominates the
distance calculation due to its scale.
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deal is announced. Based on this measure, we obtain a ranking of the closeness between
firm pairs in terms of “technological orientation”. In the next step, we average the two
rankings using equal weights. The average rank is then re-ranked, with ties resolved
through random sampling, such that we get the three best matches per firm.

Our matching approach accounts for both patent portfolio size and technological orien-
tation, as each captures a distinct dimension of a firm’s innovation profile. We transform
both measures into a common rank scale to avoid assigning arbitrary weights to inherently
incomparable units. Ranking also reduces sensitivity to outliers and nonlinearities in the
underlying distributions. We assign equal weight to both ranks, as we assume that both
dimensions are equally important for selecting a valid control.

We select three pseudo firms to balance the trade-off between reducing idiosyncratic
pseudo-firm effects and maintaining match quality, which declines as the number of
matches increases.17 To verify that our matching routine results in an appropriate control,
we manually reviewed multiple deals. Our matching approach aims to establish a compa-
rable peer group against which to benchmark trajectories in the direction of innovation
both before and after the deal, while recognizing that the uniqueness of patent portfolios
precludes finding exact technological twins.

Pseudo deals are constructed by matching each actual target with the three best
pseudo acquirers, and each actual acquirer with the three best pseudo targets. Given
the focus on our study, we restrict the sample to deals where both the acquirer and
the target possess patents at the time of the deal. To construct the final sample, we
maintain deals in which our key outcome variable tech direction change is populated
in each time period, thereby ensuring that we have a balanced panel. We drop outlier
deals where tech direction change exceeds 2 (∼ 99.5 percentile) or falls below -2 (∼ 0.05
percentile) in any given period.18 Finally, we maintain actual deals matched with at least
two pseudo deals (at least one pseudo target and at least one pseudo acquirer). Our final
dataset comprises 1269 completed M&A transactions involving U.S. public and private
firms announced between 1988 and 2015. The actual sample size varies across different
analyses in accordance with the specific research questions and the availability of relevant
information.

Table D.1 in Appendix D shows the distribution of the number of pseudo acquirers
per actual acquirer. Table D.2 in Appendix D shows the distribution of the number of
pseudo targets per actual target.

A balancing table is used to assess how well the matching procedure aligns the dis-
tribution of key covariates between the actual deals and the pseudo deals over the entire
pre-deal period (see Appendix D Table D.3) and in the period k = −1 (see Appendix D
Table D.4). The tables show that both firm-level financial characteristics (where avail-
able) and patent counts are relatively well aligned between real and pseudo M&A deals,
with standardized biases generally below conventional thresholds.19

17Our results are qualitatively similar if we select the five best controls, as shown later in a robustness
check.

18This results in 11 actual deals and 54 pseudo deals being dropped from the sample.
19Rubin (2001) suggests that after matching, the standardized bias of covariates—calculated as

X̄1−X̄2
1
2 (σ1+σ0)

, which represents the difference in means between the treated and control groups divided by

the average of their standard deviations—should be less than 0.25.
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3.3 Descriptive statistics

Table 1 reports summary statistics for acquirer ( ac), target ( ta) and deal characteris-
tics in the year the deal is announced (k = 0). Counts vary due to data availability, mainly
due to missing financial data for unlisted companies. On average, acquirers are substan-
tially larger than targets in terms of total assets and patent holdings. They also display a
broader innovation scope, as indicated by the higher count of distinct CPC classes in their
patent portfolio (cpc2 codes ac). In contrast, targets are typically smaller, more narrowly
focused on certain technological domains, and exhibit higher R&D intensity.

The average value of tech similarity in the year of the deal is 0.72, with a minimum
of 0.20 and a maximum of 0.98. Citation flows are asymmetric: on average, 28% of ac-
quirers cite the target’s patents in k = 0 (acquirer t cites ta), versus 14% in the opposite
direction (target t cites ac). Thus, acquirers are generally more reliant on the target’s
knowledge base than the other way round. On average, 56% of acquisitions occur within
the same two-digit SIC industry, and 25% occur between companies located in the same
U.S. state. The average deal value is approximately USD 1.7 billion.

Figure E.1 and Figure E.2 in the Appendix shows the the distribution of the number
of deals in our sample by announcement year and the distribution of the number of deals
in our sample over industry respectively.
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Table 1: Mean characteristics for actual deals in k=0

Mean Std. Dev. Min Max Obs.
log at ac 7.70 2.12 0.74 12.99 1022
log at ta 5.78 2.27 -0.40 10.75 143
book market ac 1.02 0.33 0.44 9.53 1023
book market ta 0.90 0.31 0.27 2.86 148
book leverage ac 0.20 0.17 0.00 1.25 1018
book leverage ta 0.20 0.37 0.00 3.54 139
rd intensity ac 0.09 0.10 0.00 1.37 969
rd intensity ta 0.12 0.16 0.00 1.27 126
cash ac 0.20 0.18 0.00 0.97 1022
cash ta 0.23 0.21 0.00 0.99 140
roa ac 0.02 0.20 -2.15 0.40 1022
roa ta -0.07 0.37 -2.39 0.85 143
log pat stock ac 4.61 2.31 0.08 10.63 1269
log pat stock ta 1.88 1.48 0.04 8.39 1269
log citing pat stock ac 6.24 2.71 0.00 12.84 1269
log citing pat stock ta 3.22 2.04 0.00 10.41 1269
log pat count t ac 3.12 2.23 0.00 9.17 1269
log pat count t ta 0.66 1.07 0.00 7.00 1269
log citing pat count t ac 4.29 2.93 0.00 11.61 1269
log citing pat count t ta 1.06 1.73 0.00 8.91 1269
cpc2 codes ac 30.05 28.73 1.00 135.00 1197
cpc2 codes ta 6.64 8.60 1.00 74.00 998
tech similarity 0.72 0.16 0.20 0.98 1269
tech similarity cpc 0.63 0.31 0.00 1.00 1269
tech direction 0.72 0.16 0.20 0.98 1269
tech direction cpc 0.63 0.31 0.00 1.00 1269
tech direction change 0.09 0.20 -0.37 1.74 1269
cleantech direction 0.63 0.15 0.20 0.92 284
cleantech direction change 0.09 0.27 -0.22 2.10 284
acquiror cites ta 0.40 0.49 0.00 1.00 1269
target cites ac 0.28 0.45 0.00 1.00 1269
acquiror t cites ta 0.28 0.45 0.00 1.00 1269
target t cites ac 0.14 0.35 0.00 1.00 1269
same sic2 0.56 0.50 0.00 1.00 1269
same state deal 0.25 0.43 0.00 1.00 1269
year ann 2003.52 6.76 1988.00 2015.00 1269
year eff 2003.75 6.76 1988.00 2016.00 1269
deal value 1726.95 6585.72 0.18 89555.35 1161
relative deal value 0.20 0.34 0.00 4.07 789
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3.4 Empirical specification

To analyze differences in innovation outcomes for merging firms as compared to similar
non-merging firms, we apply a difference-in-differences framework using an event-study
specification. Specifically, we estimate period-specific average treatment effects on the
treated (ATTs) relative to a baseline period. The model we estimate takes the following
form:

Yij,k,t =
8∑

k=−7

[δk1{k}+ βk (MAij × 1{k})]

+X′
i,tθ +X′

j,tα + τt + µij + εij,t, (1)

where Yij,k,t is the outcome of the deal between target i and acquirer j in relative
year k and calendar year t. The outcome variables included in the analysis are our
measure of changes in the direction of innovation (tech direction change), an indica-
tor variable for whether patents filed by the acquirer in year t cite the target’s patents
(acquirer t cites target), logged patent counts for the acquirer (log pat count t ac) and
the target (log pat count t ta) in year t, and logged citation-weighted patent counts for
the acquirer (log citing pat count t ac) and the target (log citing pat count t ta) in year
t.

The indicator 1{k} equals one if year t corresponds to event time k relative to the
acquisition year and zero otherwise, with k = −8 omitted and serving as the reference
period. We select k = −8 as the baseline period as it allows us to easily visualize the
evolution of outcomes over time as well as account for potential early responses that may
occur before the deal is publicly announced. MAij is a treatment indicator that equals
one for actual deals and zero otherwise.

All specifications include a vector of innovation controls for the targetXi,t and acquirer
Xj,t, calendar year fixed effects τt, and deal-level fixed effects µij.

20 The calendar year
fixed effects capture the time-specific variation in the dependent variable, including any
systematic changes or trends over time that affect all deals within the same calendar
year. The deal-level fixed effects address unobserved heterogeneity at the deal level, thus
controlling for time-invariant deal-specific factors. Standard errors εij,t are robust to
heteroskedasticity and allowed to cluster at the deal level.

The coefficients of interest arise from the interaction of the relative-time indicators
with the MA indicator. The coefficients βk estimate the average difference in the outcome
variable between actual and pseudo deals in event time k, relative to the baseline (k = −8).
The event-study method employed here has the advantage that the effects are estimated
separately for each time period, thereby acknowledging the possibility that effects may
take time to unfold. Further, examining the coefficients for the pre-deal periods enables
us to evaluate the assumption of parallel trends between pairs where a merger took place
versus those where it did not.

As the M&A transactions in our dataset occur at different points in time, our setting
involves staggered treatment adoption. This structure complicates causal inference in
standard difference-in-differences frameworks. Recent advances in the literature (Sun and
Abraham, 2021; de Chaisemartin and d’Haultfoeuille, 2020) have shown that when the

20Given the panel structure of the data, we can include fixed effects at the level of each individual
deal.
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timing of treatment varies across units and treatment effects are heterogeneous across
cohorts, the coefficients on a given lead or lag from a two-way fixed effects estimator with
dynamic indicators for time relative to the treatment can be contaminated by effects from
other periods. To address these concerns, we employ the estimator proposed by Sun and
Abraham (2021) and implemented in Sun (2022).

We also estimate a simpler version of model (1) using an indicator variable post which
is set to 1 for all time periods after deal announcement (i.e. k >= 0).

Yij,t = β (MAij × postij,t) + γpostij,t +X′
i,tθ +X′

j,tα + τt + µij + εij,t, (2)

The coefficient β is the difference-in-differences estimate and allows us to assess whether
there has been a significant change in the outcome variable between before and after the
deal was announced.

4 Results

4.1 Main results

Figure 1 gives an overview of the evolution of the raw data for tech direction change
for actual acquirers versus pseudo acquirers in each time period k relative to the deal
announcement date which occurs at k = 0. As the year k = −8 is used as the baseline for
computing the change in tech direction, tech direction change is equal to zero for both
groups in this period by construction. The figure thus allows us to see whether and when
trends in the outcome variable diverge between actual and pseudo acquirers.

Our measure tech direction change captures innovation choices made by the acquirer,
thus we use the set of pseudo acquirers paired with the actual target as the relevant control
group. The use of matched pseudo acquirers allows us to control for any common industry
or technological trends that would drive the innovation trajectory of similar firms towards
(or away from) the actual target.

We can see that, on average, the content of the patent portfolios of both actual and
pseudo acquirers is trending towards the target’s technology in the pre-deal period; how-
ever, trends appear to strongly diverge around the time of deal or shortly before. Com-
pared with their technological similarity to the target 8 years before the deal, actual
acquirers’ innovation output is on average 10% more similar to that of the actual target 8
years after the deal, whereas pseudo acquirers show an increase of around 5% in similarity
over the same time window.
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Figure 1: Evolution of average tech direction change

Figure 2: Coefficient plot - tech direction change

Notes: The figure reports period-specific ATTs (relative to the k=-1 period) obtained via
the Sun and Abraham (2021) estimator, along with their 95% confidence intervals. The
model includes the following innovation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac.

Figure 2 reports period-specific ATTs (relative to the k=-8 period) obtained via the
Sun and Abraham (2021) estimator, along with their 95% confidence intervals for our key
outcome variable tech direction change. The coefficients for the pre-deal period, from
k = −7 to k = −1 are small and not significantly different from zero, which supports the
parallel trends assumption. In contrast, the post-announcement coefficients turn positive
and increase steadily over time. Beginning with k = 1, the ATTs become economically
and statistically significant, and their magnitude grows (at a decreasing rate) over time.
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The absence of pre-trends in comparison to the control group combined with the
post-deal divergence is consistent with a causal effect of the acquisition on the acquirer’s
innovation direction. In terms of magnitude, tech direction change is 4 percentage points
higher for actual acquirers versus pseudo acquirers 8 years after the deal.

Next, we analyze changes in patent citations between acquirers and targets. Patent
citations are widely used as proxies for knowledge flows and are often interpreted as
evidence that one firm builds on or integrates another firm’s technological innovations.
While citations are an imperfect measure, as some citations are added by patent examiners
rather than inventors and some citations are added for strategic reasons, they nonetheless
indicate technological relatedness and, at a minimum, that the cited invention is relevant
to the citing firm’s inventive activity.

Our main outcome variable acquirer t cites ta, equals one if the acquirer files a patent
that cites any of the target’s patents in year t, and takes the value zero otherwise. The
coefficients are reported in Figure 3. The estimates indicate that actual acquirers are
significantly more likely than pseudo acquirers to cite the target’s patents throughout the
pre-deal period. The positive and statistically significant coefficients from k = −7 onward,
together with their upward trajectory imply systematic pre-existing technological linkages
between acquirers and their eventual targets. This pattern is consistent with non-random
matching of merging firms, whereby firms select targets with whom they already exhibit
technological links.

Following the announcement, the effect size increases further and peaks at around k =
3. Although the coefficients decline gradually in later event years, they remain positive,
large and statistically significant relative to the baseline period. Overall, the dynamics are
consistent with both selection on technological relatedness and a post-acquisition increase
in the acquirer’s use of the target’s knowledge base.

Figure 3: Coefficient plot - acquirer t cites ta

Notes: The figure reports period-specific ATTs (relative to the k=-8 period) obtained via
the Sun and Abraham (2021) estimator, along with their 95% confidence intervals. The
model includes the following innovation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac.
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Finally, we examine howM&A transactions affect the quantity of patents produced. To
capture effects on the level of patent output we focus on the following outcome variables:
log citing pat count t ac captures the natural logarithm of acquirer’s citation-weighted
patent counts in year t where each patent is weighted by the number of forward citations
it receives within five years of the patent filing year. The measure places emphasis on
impactful patents as measured by the number of forward citations received. We also
measure raw patent counts for acquirers; log pat count t ac. Equivalent measures are
used for targets: log citing pat count t ta and log pat count t ta. The patent output of
actual acquirers is benchmarked against pseudo acquirers, while the patent output of
actual targets is benchmarked against pseudo targets.

Figure 4 presents the coefficient plots for the period-specific ATTs for each outcome.
Given the log specification, the coefficients approximately capture the percentage change
in patent output relative to the baseline. The dynamic treatment effects reveal a hump-
shaped pattern for acquirers’ patenting activity. For log pat count t ac effects become
positive and significant in k = 0. Following the transaction, patent output increases,
peaking at around k = 1, before gradually reverting toward baseline levels and then
declining in later periods. A similar pattern emerges for citation-weighted patent counts.
While the short-run increase suggests a temporary expansion in innovative activity, the
effects dissipate over time and become negative in the longer run.

In contrast, the results for targets show a sharp and sustained decline in patenting
activity which appears to begin as early as k = −5, potentially due to organizational
disruption and uncertainty during the merger negotiation and completion process. Both
raw and citation-weighted patent counts for targets drop substantially and remain well
below the baseline level in subsequent years.

Overall, these patterns are consistent with a reallocation of innovative activity follow-
ing the transaction. Acquirers exhibit a temporary increase in patent output, which may
in part reflect a transfer of inventions that were already under development at the target
prior to the acquisition but are subsequently filed under the acquirer’s name following
the integration of R&D activities. In contrast, targets experience a persistent decline in
patenting, consistent with post-acquisition integration and the consolidation of innovation
activities within the acquiring firm.
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Figure 4: Coefficient plot - Patent volumes

Notes: The figure reports period-specific ATTs (relative to the k=-8 period) obtained via
the Sun and Abraham (2021) estimator, along with their 95% confidence intervals. The
model for acquirers (targets) includes the following innovation controls: log pat stock ac tm1
(log pat stock ta tm1).

Table 2 summarizes the average treatment effects over the full 8-year post-deal period
for the acquirer-specific outcome variables. Table 3 presents the average treatment effects
for the target-specific outcome variables. On average, the increase in tech direction change
is 0.0247 in the post-deal period, and this change is statistically significant at the 0.01
level. The likelihood that the acquirer cites the target’s patents also increases signif-
icantly post-deal. On average, patent volumes by the acquirer, both raw counts and
citation-weighted counts, decline significantly in the post-deal period. Targets experience
a significant and steep decline in patenting post-deal reflecting the fact that most targets
are integrated into the acquirer post-deal and cease to exist as independent entities. For
this reason, we focus on acquirer-specific outcome variables in all subsequent analyses.
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Table 2: Average treatment effects for acquirers

β
Outcome variable Full Sample

tech direction change 0.0247***
(0.00416)

[R2 = 0.768]

acquiror t cites ta 0.105***
(0.00694)

[R2 = 0.579]

log pat count t ac -0.0402*
(0.0205)

[R2 = 0.895]

log citing pat count t ac -0.155***
(0.0340)

[R2 = 0.845]

Observations 73831
Actual deals 1269
Pseudo deals 3074

Notes: ATTs obtained via the Sun and Abraham (2021)
estimator. Standard errors in parentheses are clustered
at the deal level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p <
0.01. Only the coefficient on the interaction between
MA and the post period is reported. All regres-
sions include year and deal fixed effects. The mod-
els in row 1 and row 2 include the following innova-
tion controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac. The models in row
3 and row 4 include the following innovation controls:
log pat stock ac tm1. The sample includes deals with ac-
tual and pseudo acquirers. Variable definitions can be
found in Appendix A.
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Table 3: Average treatment effects for targets

β
Outcome variable Full Sample

log pat count t ta -0.437***
(0.0193)

[R2 = 0.750]

log citing pat count t ta -0.757***
(0.0330)

[R2 = 0.637]

Observations 85357
Actual deals 1269
Pseudo deals 3752

Notes: ATTs obtained via the Sun and Abraham (2021)
estimator. Standard errors in parentheses are clustered at
the deal level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p < 0.01. Only the
coefficient on the interaction between MA and the post pe-
riod is reported. All regressions include year and deal fixed
effects. The models in row 1 and row 2 include the follow-
ing innovation controls: log pat stock ta tm1. The sample
includes deals with actual and pseudo targets. Variable
definitions can be found in Appendix A.

4.2 Heterogenous effects

In order to understand how effects may vary depending on the technological relatedness
between targets and acquirers, we divide the sample into three groups based on the
terciles based on the empirical distribution of tech similarity for actual deals in k = -1.21

Observations with values above the top tercile are classified as highly similar, those with
values between the lower and upper terciles are classified as moderately similar, and those
with values below the bottom tercile are classified as low similarity deals.

Table 4 presents the results for our main outcome variables for each subsample. A key
insight from this table is that acquirers that are technologically distant from their targets
display the largest post-deal pivot towards the target’s technological field. In contrast,
when the parties to the deal are very similar in terms of their technological profile, the
effect on tech direction change is close to zero and insignificant.

The results for the outcome variable acquirer t cites ta further highlight differences
between the groups. For technologically similar acquirers, the probability that the ac-
quirer’s newly filed patents cite at least one of the target’s patents increases by 12 per-
centage points, which is a 41% increase relative to the pre-deal mean of 0.29 for this
group. For technologically dissimilar acquirers, the probability that the acquirer’s newly
filed patents cite at least one of the target’s clean patents increases by 8.5 percentage
points, which is a 170% increase relative to the pre-deal mean of 0.05 for this group.
Thus, dissimilar acquirers experience a much larger relative increase in citations to the
target’s patents post-deal, suggesting that acquisitions play an important role in facilitat-

21Six targets file their first patents in k = 0. For these six deals we use the value of tech similarity in
k = 0.
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ing knowledge flows across more distant technological domains, even though the absolute
increase remains slightly larger for technologically similar acquirers.

While changes in raw patent counts are similar, and non-significant, across the three
groups, the largest declines in acquirers’ citation-weighted patent counts occur for deals
between technologically close firms. This result may reflect several mechanisms and under-
lying motivations for deals between firms that are technologically close including efficiency
gains from the elimination of duplicative R&D efforts or reduced incentives to patent once
a close technological rival has been internalized.

Figure 5 presents the coefficient plot for our main outcome variable tech direction change
separately for deals with high, moderate, and low pre-deal patent portfolio similarity. It is
immediately clear that low similarity acquirers exhibit the largest post-acquisition pivot
towards the target’s technological profile. While pre-deal coefficients are close to zero,
post-deal coefficients are positive and grow over time. The growing post-deal increase
among low-similarity pairs suggests that the patent portfolios of acquirers steadily be-
come more aligned with the target’s technological profile as new patents are filed by
the acquirer that display higher technological similarity with the target. For this group,
the technological similarity between the acquirer and the target increases by roughly 8
percentage points more in k = 8 compared to the control group.

Overall, the dynamics indicate substantial post-deal technological convergence fol-
lowing acquisitions involving technologically distant targets. One interpretation of this
finding is that acquisitions with low ex ante similarity are motivated by the desire to ac-
cess new technologies, leading to a deliberate post-merger reorientation of the acquirer’s
R&D toward the target’s knowledge base. In such cases, the observed convergence likely
reflects active integration and recombination of previously distinct technological domains.
Another channel through which acquisitions may facilitate shifts towards the target’s dis-
tinct technological domains is by relaxing intellectual property constraints. By acquiring
the target’s patent rights, the merged firm can build more freely on the inventions of
the target or integrate them with its own technologies without facing licensing costs or
litigation risks, unlocking previously “blocked” technological trajectories.

By contrast, when pre-deal similarity is already high, there is less scope for additional
convergence, either because the firms’ knowledge bases are already aligned or because the
acquisition primarily consolidates overlapping activities rather than inducing directional
change. More broadly, the observed heterogeneity is consistent with a view of mergers as
vehicles for capability and scope expansion when technological distance is large, and as
instruments of consolidation or scale economies when technological overlap is high.
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Table 4: Outcomes split across pre-deal similarity

β β β
Outcome variable High Similarity Moderate Similarity Low Similarity

tech direction change 0.00351 0.0211*** 0.0491***
(0.00528) (0.00583) (0.00937)

[R2 =0.807] [R2 =0.790] [R2 =0.730]

acquiror t cites ta 0.118*** 0.111*** 0.0852***
(0.0132) (0.0117) (0.01000)

[R2 =0.612] [R2 =0.550] [R2 =0.455]

log pat count t ac -0.0409 -0.0434 -0.0426
(0.0360) (0.0356) (0.0330)

[R2 =0.884] [R2 =0.897] [R2 =0.904]

log citing pat count t ac -0.213*** -0.147** -0.114**
(0.0598) (0.0578) (0.0562)

[R2 =0.829] [R2 =0.851] [R2 =0.854]

Observations 24650 24905 24276
Actual deals 424 423 422
Pseudo deals 1026 1042 1006

Notes: ATTs obtained via the Sun and Abraham (2021) estimator. Standard
errors in parentheses are clustered at the deal level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p <
0.01. Only the coefficient on the interaction between MA and the post period
is reported. All regressions include year and deal fixed effects. The models in
row 1 and row 2 include the following innovation controls: log pat stock ta tm1,
log pat stock ac tm1, log pat count t ta, log pat count t ac. The models in row 3
and row 4 include the following innovation controls: log pat stock ac tm1. The
sample includes deals with actual and pseudo acquirers. Variable definitions can
be found in Appendix A.
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Figure 5: Coefficient plot - tech direction change split by similarity

Notes: The figure reports period-specific ATTs (relative to the k=-8 period) obtained via
the Sun and Abraham (2021) estimator, along with their 95% confidence intervals. The
model includes the following innovation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac.

4.3 Clean tech deals

Next, we restrict the sample to transactions in which the target holds patents in clean
technologies. This yields a sample of 284 “clean tech” deals. Focusing on this subset
allows us to examine whether acquisitions facilitate the reallocation of innovative effort
toward environmentally friendly technologies.

This setting is of particular policy relevance. A central challenge in the transition
to a greener economy is that innovation is subject to strong path dependence: firms’
past technological choices shape their future innovation trajectories through knowledge
spillovers, complementarities, network effects, and switching costs (Aghion et al. 2019).
For example, in the automotive industry, Aghion et al. (2016) show that firms with a
history of clean innovation activities, as well as firms that have had more exposure to
clean innovations from other firms, are more likely to direct their research efforts to
cleaner technologies in the future. As a result, firms specialized in “dirty” technologies
may face substantial barriers to redirecting R&D toward cleaner alternatives.

Against this backdrop, acquisitions of clean technology firms may serve as a mech-
anism to overcome path dependence by granting incumbents access to new capabilities
and knowledge bases. Examining clean tech deals therefore provides insight into whether
M&As can facilitate a green technological transition, particularly among firms with his-
torically dirty innovation profiles.

We consider four outcome variables tailored to this setting. First, cleantech direction
change captures changes in the direction of the acquirer’s innovation activity toward the
target’s clean technologies. Second, acquirer t cites ta clean is an indicator equal to one
if the acquirer cites any of the target’s clean patents in year t. Third, log clean t ac
is the natural logarithm of the number of clean patents filed by the acquirer in year t.
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Finally, log citing t clean ac captures the natural logarithm of citation-weighted clean
patent counts in year t.

In this context, we study heterogeneous effects by pre-deal technological similarity
as well as by environmental orientation. Specifically, we distinguish between “dirty”
and “non-dirty” acquirers of clean tech firms. We classify acquirers as “dirty” if, in
period k = −1, more than half of their combined clean and dirty patent stock consists
of dirty patents. This distinction allows us to assess whether acquisitions of targets with
clean patents lead to meaningful technological reorientation among firms that are initially
specialized in dirty technologies.

In line with our findings from the full sample of deals, we see a significant and positive
effect of M&As on the outcome variable cleantech direction change (Figure 6). Thus, on
average, acquirers increasingly shift their innovation direction towards their target’s clean
technologies after the deal. Given the smaller sample size, the estimates are associated
with wider confidence intervals, but the observed patterns and the size of the effects are
very similar to that found for the full sample.

Figure 6: Coefficient plot - cleantech direction change

Notes: The figure reports period-specific ATTs (relative to the k=-8 period) obtained via
the Sun and Abraham (2021) estimator, along with their 95% confidence intervals. The
model includes the following innovation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac.

Table 5 summarizes the average treatment effects for acquirer-specific outcome vari-
ables. On average, the increase in cleantech direction change is 0.0293 in the post-deal
period. The likelihood that the acquirer cites a target’s clean patent increases by 6 per-
centage points post-deal. Citation-weighted clean patent volumes by the acquirer decline
significantly post-deal when comparing the 8 years after the deal to the 8 years before.
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Table 5: Outcomes for clean tech deals

β
Outcome variable Full Sample

cleantech direction change 0.0293***
(0.0103)

[R2 = 0.804]

acquiror t cites ta clean 0.0620***
(0.0119)

[R2 = 0.410]

log clean t ac 0.00366
(0.0329)

[R2 = 0.851]

log citing t clean ac -0.113**
(0.0540)

[R2 = 0.788]

Observations 17323
Actual deals 284
Pseudo deals 735

Notes: ATTs obtained via the Sun and Abraham (2021) es-
timator. Standard errors in parentheses are clustered at the
deal level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p < 0.01. Only the coeffi-
cient on the interaction between MA and the post period is
reported. All regressions include year and deal fixed effects.
The models in row 1 and row 2 include the following inno-
vation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac. The models in row
3 and row 4 include the following innovation controls:
log pat stock ac tm1. The sample includes deals with ac-
tual and pseudo acquirers. Variable definitions can be found
in Appendix A.

Table 6 reports the results for the sample of clean tech deals, split by across the
same three categories of pre-deal technological relatedness that we applied for the full
sample. The patterns that we observe are consistent with our previous results: the largest
post-deal pivot towards the target’s clean technologies is by acquirers that are initially
technologically distant to the target. In this setting, we also find that the volume of clean
patents filed by dissimilar acquirers increases significantly post-deal. However, although
the coefficient for citation-weighted patent counts is positive, the effect is not significant.
The largest post-deal declines in acquirer’s citation-weighted clean patent counts occur
for deals between technologically similar firms.
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Table 6: Outcomes for clean tech deals split across pre-deal similarity

β β β
Outcome variable High Similarity Moderate Similarity Low Similarity

cleantech direction change 0.00538 0.0385*** 0.0715**
(0.0105) (0.0135) (0.0309)

[R2 =0.833] [R2 =0.851] [R2 =0.741]

acquiror t cites ta clean 0.0587*** 0.0643*** 0.0677***
(0.0161) (0.0203) (0.0215)

[R2 =0.401] [R2 =0.473] [R2 =0.483]

log clean t ac -0.0596 0.0481 0.103*
(0.0473) (0.0539) (0.0578)

[R2 =0.842] [R2 =0.838] [R2 =0.895]

log citing t clean ac -0.194** -0.0753 0.0477
(0.0758) (0.0981) (0.0864)

[R2 =0.777] [R2 =0.772] [R2 =0.845]

Observations 8976 4658 3689
Actual deals 145 76 63
Pseudo deals 383 198 154

Notes: ATTs obtained via the Sun and Abraham (2021) estimator. Standard errors
in parentheses are clustered at the deal level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p < 0.01. Only
the coefficient on the interaction between MA and the post period is reported. All
regressions include year and deal fixed effects. The models in row 1 and row 2 in-
clude the following innovation controls: log pat stock ta tm1, log pat stock ac tm1,
log pat count t ta, log pat count t ac. The models in row 3 and row 4 include the
following innovation controls: log pat stock ac tm1. The sample includes deals with
actual and pseudo acquirers. Variable definitions can be found in Appendix A.

Next, we split the sample of clean tech targets in those that were acquired by dirty
firms and those that were acquired by non-dirty firms. It is worth noting that the majority
of clean tech firms (83%) are acquired by non-dirty firms. This leaves us with a sample of
only 49 deals where a clean tech target was acquired by a firm with a predominantly dirty
patent portfolio. Our results reveal sharp differences in outcomes across the two acquirer
types. The coefficient on cleantech direction change is more than triple the size for
dirty acquirers in comparison to non-dirty acquirers (0.0730 vs. 0.0205). Dirty acquirers
are much more likely to cite a target’s clean patents post-deal in comparison non-dirty
acquirers (0.135 vs. 0.0468). Moreover, dirty acquirers display a positive and significant
increase in clean patent filings post-deal while the effect is small and insignificant for
non-dirty acquirers. Dirty acquirers also show a large, positive and significant increase
in citation-weighted clean patent counts post-deal, whereas the effect here is negative for
non-dirty acquirers.
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Table 7: Outcomes for clean tech deals for dirty vs. non-dirty acquirers

β β
Outcome variable Non-dirty acquirer Dirty acquirer

cleantech direction change 0.0205* 0.0730***
(0.0105) (0.0237)

[R2 =0.817] [R2 =0.803]

acquiror t cites ta clean 0.0468*** 0.135***
(0.0121) (0.0312)

[R2 = 0.418] [R2 =0.428]

log clean t ac -0.0399 0.219***
(0.0359) (0.0678)

[R2 = 0.855] [R2 = 0.838]

log citing t clean ac -0.188*** 0.249**
(0.0579) (0.118)

[R2 =0.793] [R2 =0.769]

Observations 14314 3009
Actual deals 235 49
Pseudo deals 607 128

Notes: ATTs obtained via the Sun and Abraham (2021) esti-
mator. Standard errors in parentheses are clustered at the deal
level, ∗p < 0.1, ∗∗p < 0.05, ∗∗∗p < 0.01. Only the coefficient
on the interaction between MA and the post period is reported.
All regressions include year and deal fixed effects. The models
in row 1 and row 2 include the following innovation controls:
log pat stock ta tm1, log pat stock ac tm1, log pat count t ta,
log pat count t ac. The models in row 3 and row 4 include the
following innovation controls: log pat stock ac tm1. The sample
includes deals with actual and pseudo acquirers. Variable defi-
nitions can be found in Appendix A.

5 Robustness checks

In this section we preform several robustness checks on our main findings. First, we
split our sample into deals where the target stops patenting post-deal and deals where
the target continues to file patents post-deal, and re-estimate period-specific treatment
effects for each subsample. Second, we examine whether our results differ depending on
whether the acquirer and target operate in the same or in different industries, based on
2-digit SIC classifications. Third, we include financial variables as controls. Next, we
expand the sample of pseudo controls from three to five. Finally, we re-estimate our
main specification using a traditional measure of technological similarity based on patent
classification codes rather than Google patent embeddings.

Targets that continue patenting. In constructing our main outcome measure,
tech direction change, we focus on the direction of the acquirer’s innovation and attribute
patents based on the name of the initial patent assignee. We do not reassign patents filed
after the transaction under the name of the target to the acquirer. However, after an
acquisition, some targets may continue to operate as relatively independent subsidiaries
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and may keep filing patents under their own name.22 In such cases, changes in the
acquirer’s patent portfolio can understate the extent of technological reorientation, as
part of the innovative activity remains attributed to the target.

To address this concern, we split the sample into deals where we observe that the target
continues to file new patents post-deal (444 actual deals) and those where the target does
not file any new patents in the post-deal period (825 actual deals).23 This analysis allows
us to more cleanly assess whether the acquirer’s innovation trajectory shifts toward the
target’s technology in cases where the target’s innovative activity has been integrated into
the acquirer.

The results of this robustness check are presented in Figure F.1 in the Appendix,
which compares the dynamic treatment effects for transactions where the target ceases
patenting activity after the acquisition to those where the target continues to file patents.
In both subsamples, we observe a similar qualitative pattern: the acquirer’s innovation
direction shifts toward the target’s technological profile beginning around the time of the
transaction and increases over the post-deal period.

The magnitude of the effect is initially larger in deals where the target stops patenting
after the acquisition. In these transactions, the post-deal coefficients rise more steeply
in the first three years after the deal. In contrast, when targets continue to patent after
the acquisition, the shift in the acquirer’s innovation direction is more gradual in the
initial years after the deal but picks up speed later (at which point the target is likely
integrated into the acquirer). These findings reinforce the interpretation that observed di-
rectional shifts arise from the integration of the target’s knowledge base into the acquirer’s
innovation activities.

Industry overlap. Next, we consider whether effects differ depending on whether the
target and acquirer operate within the same industry, as defined by 2-digit Standard Indus-
trial Classification (SIC2) codes. Table 8 presents summary statistics for tech similarity
for actual deals in k = 0 depending on industry overlap. While merging firms in the
same industry show a higher technological similarity on average, there is a wide range of
technological similarity within both groups. This indicates that firms can operate in the
same industry while possessing highly distinct technologies. Likewise, they can operate
in different industries while nevertheless possessing highly similar technologies.

Table 8: Tech similarity in k = 0 by Industry Overlap

Group Obs Mean Std. Dev. Min Max

Same SIC2 Industry 705 0.75 0.15 0.20 0.98
Different SIC2 Industry 564 0.68 0.16 0.21 0.98

Figure F.2 in the Appendix plots the coefficients for deals where firms are in the same
SIC2 (705 actual deals) separately to those that involve firms in different SIC2 industries
(564 actual deals). For both groups the patterns are quite similar, although the coefficients
for the subsample of deals with different SIC2 codes is somewhat larger in later periods.

22Full integration of the target into the acquirer may also take time, in which case we may also observe
the target filing patents under its own name pots-deal.

23Specifically, the sample of targets that stop patenting includes those deals where the target files no
new patents for k > 1, allowing for the possibility that inventions in the target’s R&D pipeline are filed
around the time of deal completion.
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Thus, it is technological overlap within industries that drives our results as opposed to
industry overlap.

Acquirer financial controls. Our baseline excludes financial covariates, along
which actual and control firms appear to be well balanced (where the data is available)
(see Table D.4 and Table D.3). Including financial covariates for acquirers, log at ac,
book market ac, book leverage ac, roa ac and cash ac, as controls does not alter the es-
timates (see Figure F.3 in the Appendix).

Different matching methodology. Instead of selecting the top three best pseudo
controls for each target and acquirer, we select the top 5. We reproduce all tables and
figures in the paper with this adjustment and find qualitatively similar results. Figure F.4
in the Appendix presents the coefficient plot for tech direction change using the sample
with the top 5 best controls.

Alternative measure of technological similarity. Finally, we estimate our main
specification using a traditional measure of technological similarity based on patent clas-
sification codes rather than Google patent embeddings. Following the methodology of
Jaffe (1989), we construct firm-level technology vectors based on CPC class codes. For
each patent, we create a binary vector in which each element corresponds to a specific
CPC class, taking the value of 1 if the patent is assigned to that class and 0 otherwise.
We then aggregate these patent-level vectors to the firm-level, using a similar deprecia-
tion method as applied for the Google embedding-based patent stock vectors, to create
firm-level CPC-based vectors. The technological similarity measure between acquirer and
target is measured as the the cosine similarity between the firm-level CPC-based vectors.

Figure F.5 in the Appendix presents the coefficient plot for this measure. The overall
pattern is broadly consistent with our main finding though the magnitude of the effect
differs due to the different properties of the underlying similarity measures. Compared to
8 years prior to the deal, the technological similarity between the acquirer and the target
grows by 2.5 percentage points in the 8 years after the deal compared to the control group.
Period-specific treatment effects are significantly different from zero starting from k = 0.

This finding supports our main results that acquirers’ patent portfolios become more
aligned with the target’s technologies following the acquisition. Overall, the results sug-
gest that our main findings are robust to the choice of similarity measure. The consistency
of the results across both the embedding-based and the classification-based approach
strengthens our conclusion that M&A transactions lead to measurable shifts in the ac-
quirer’s innovation activity toward the target’s technologies.

6 Policy implications

Our findings carry notable policy implications especially when considered in the con-
text of, e.g., the Inflation Reduction Act (IRA) in the U.S.24, which incentivizes clean
energy projects, and the EU Green Deal25 which aims to achieve climate neutrality by
2050. Transitioning toward low-carbon technologies is influenced not only by regulatory
incentives, carbon prices, or sustainability mandates, but also by firms’ long-standing

24https://www.irs.gov/inflation-reduction-act-of-2022
25https://commission.europa.eu/strategy-and-policy/priorities-2019-2024/

european-green-deal_en
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routines and the technological paths they have already committed to. These inherited
structures often tie organizations to familiar competencies and specific ways of conducting
research, which makes it particularly challenging for companies rooted in carbon-intensive,
“dirty” fields to redirect their R&D efforts toward cleaner alternatives. In this context,
acquiring firms that specialize in clean technologies provides incumbents with a practical,
“fast-track” route to reshaping their capabilities. By absorbing outside knowledge and
complementary IP assets, established players can strengthen their ability to recognize and
develop new technological opportunities, helping them escape the inertia associated with
entrenched “dirty” innovation paths and thus move towards complying with (upcoming)
regulations.

This aligns well with recent developments in competition policy, where progress has
been made in integrating climate goals and sustainability into competition policy and
enforcement (OECD 2020; Holmes 2024). Investments in or the founding of clean-tech
firms can broaden the M&A landscape, expanding incumbents’ strategic options for the
green transition while also spreading green technologies across a broader spectrum of
firms and even sectors. For policymakers, this highlights, on the one hand, the value
of proactively supporting green start-ups as well as investments in clean-tech firms, for
example, via the DOE Loan Programs Office26 and the IRA’s direct-pay provisions or the
EU Innovation Fund27, and on the other hand, the need to ensure that merger review
takes into account the contribution of targeted clean-tech deals to de-carbonization aims,
without overlooking the risks of excessive market concentration or the danger of “killer
acquisitions”. A more nuanced framework that distinguishes between acquisitions that
genuinely enhance green capabilities and those that could harm competition would allow
regulators to encourage innovation-led de-carbonization while maintaining competitive
markets.

7 Conclusion

Drawing on data for U.S. M&A transactions between 1988 and 2015 linked to detailed
patent information, we develop novel measures of changes in the direction of acquirers’
innovation toward their target’s technologies. For this, we use vectorized text data from
patent documents to compare the textual similarity between target and acquirer patents.
Using a staggered difference-in-differences framework that compares actual transactions
to matched pseudo deals, we identify how M&A transactions affect firms’ innovation
trajectories rather than just the level of their patent output.

Our analysis provides new evidence on how M&As shape innovation trajectories. We
document a large and significant shift in the acquirer’s innovation trajectory toward the
target’s technological profile. Dynamic treatment effects show that this reorientation
begins at the time of the transaction is announced and increases over the 8-year post-deal
horizon. This shift is accompanied by a higher probability that the acquirer cites the
target’s patents, consistent with increased reliance on the target’s knowledge base. While
the patent output of acquirers increases in the short-term, immediately before and after

26https://www.energy.gov/loan-program-office
27https://commission.europa.eu/funding-tenders/find-funding/eu-funding-programmes/

innovation-fund_en
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the deal announcement, on average, patent volumes decline in the longer term (6-8 years
after the deal).

Split-sample regressions indicate that the magnitude of effects strongly depends on the
technological relatedness between the merging firms. Acquisitions involving technologi-
cally dissimilar firms generate substantially larger shifts in innovation direction— around
twice the average effect. This pattern suggests that acquisitions can serve as a mechanism
for redirecting innovation when firms obtain new knowledge from distinct technological
domains. In contrast, acquisitions between technologically similar firms generate little
change in innovation direction and show some evidence of declining patent output. This
pattern is more consistent with consolidation motives, where M&As between technolog-
ically similar firms serve to rationalize overlapping innovation activities rather than to
forge new innovation trajectories.

Findings based on a subsample of deals involving targets with clean technologies re-
inforce the patterns identified in the broader dataset. That is, when the target’s clean
research portfolio is technologically distinct from that of the acquirer, we observe the
largest post-deal pivot by the acquirer toward the target’s clean technologies. Notably,
acquisitions by technologically “dirty” firms generate particularly large shifts in innova-
tion direction toward the target’s clean technologies. For these acquirers, the number of
clean patent applications increases significantly following the transaction. This evidence
speaks to the role of mergers and acquisitions in overcoming technological path depen-
dence: access to externally developed capabilities through acquisitions can enable dirty
firms to redirect their innovation toward cleaner technological domains.

We see several promising directions for future research. Our analysis focuses on U.S.
firms and patent-based indicators of innovation, which, while highly informative, cap-
ture only part of firms’ innovative activity. Extending the sample beyond U.S. firms and
incorporating alternative measures of innovation, such as R&D expenditures or new prod-
uct introductions, would deepen our findings. Moreover, although we provide evidence
that M&As can shift patenting activity towards clean technologies, this does not simul-
taneously imply that these technologies are effectively adopted or that they contribute
to a reduction in greenhouse gas emissions. Accordingly, linking M&A-driven shifts in
innovation to real-world environmental outcomes would be a valuable next step toward
understanding how the acquisition of targets with clean technologies affects the acquirer’s
overall environmental footprint.
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A Variable definitions

Table A.1: Variable Definitions and Data Sources

Variable Description

Technological similarity

tech similarity Cosine similarity between acquirer’s patent stock em-
beddings in year k and target’s patent stock embed-
dings in year k (Google Patents).

tech similarity count Cosine similarity between acquirer’s and target’s un-
weighted patent embedding vectors in year k, ag-
gregated over patents filed in the preceding 5 years
(Google Patents).

tech direction Cosine similarity between acquirer’s patent stock em-
bedding in year k and target’s patent stock embed-
ding at k = 0 (Google Patents).

cleantech direction Cosine similarity between acquirer’s patent stock em-
bedding in year k and target’s clean patent stock
embedding at k = 0 (Google Patents).

tech similarity cpc Cosine similarity of CPC class vectors between ac-
quirer and target patent stocks in year k, where firm-
level vectors are constructed from CPC class codes
(three-character codes such as Y02, B63 and H04.
Vectors have a dimension of 164 (PatentsView).

tech direction cpc Cosine similarity of CPC class vectors (three-
character codes) between the acquirer’s patent stocks
in year k and target’s patent stocks at k = 0
(PatentsView).

tech similarity cpc4 Cosine similarity of 4-digit CPC subclass vectors be-
tween acquirer and target patent stocks in year k,
where firm-level vectors are constructed from CPC
subclass codes (four-character codes such as Y02C,
Y02E and G01M). (PatentsView).

Doc2Vec Cosine similarity between acquirer’s and target’s
patent portfolios in year k, computed using Doc2Vec
patent embeddings from Arts, Hou, and Gomez
(2021).

TF-IDF Cosine similarity between acquirer’s and target’s
patent portfolios in year k, computed using TF-IDF
representations of patent texts from Arts, Hou, and
Gomez (2021).

Product Product market similarity between acquirer and tar-
get in year k, based on text-based analysis of 10-
K product descriptions from Hoberg and Phillips
(2010).

Patents

log pat stock ac Logarithm of acquirer’s patent stock (PatentsView).
log pat stock ta Logarithm of target’s patent stock (PatentsView).
log citing pat stock ac Logarithm of acquirer’s citation-weighted patent

stock (PatentsView).

Continued on next page
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Table A.1 – continued from previous page

Variable Description (Source)

log citing pat stock ta Logarithm of target’s citation-weighted patent stock
(PatentsView).

log pat count t ta Logarithm of target’s total patent count filed in year
t (PatentsView).

log clean t ta Logarithm of target’s clean patents filed in year t
(PatentsView).

log pat count t ac Logarithm of acquirer’s total patent count filed in
year t (PatentsView).

log clean t ac Logarithm of acquirer’s clean patents filed in year t
(PatentsView).

log citing pat count t ta Logarithm of citations-weighted patents filed by the
target in year t. Citations are counted within a 5
year window starting from the patent application
date (PatentsView).

log citing pat count t clean ta Logarithm of citations-weighted clean patents filed
by the target in year t. Citations are counted within
a 5 year window starting from the patent application
date (PatentsView).

log citing pat count t ac Logarithm of citations-weighted patents filed by the
acquirere in year t. Citations are counted within a
5 year window starting from the patent application
date (PatentsView).

log citing pat count t clean ac Logarithm of citations-weighted clean patents filed
by the acquirer in year t. Citations are counted
within a 5 year window starting from the patent ap-
plication date (PatentsView).

log pat stock ta tm1 Logarithm of target’s patent stock in year t − 1
(PatentsView).

log pat stock ac tm1 Logarithm of acquirer’s patent stock in year t − 1
(PatentsView).

cpc2 codes ta Number of distinct CPC classes (2-digit class level,
such as Y02, B63 and H04) in target’s patent port-
folio in the preceding 5 years (PatentsView).

cpc2 codes ac Number of distinct CPC classes (2-digit class level,
such as Y02, B63 and H04) in acquirer’s patent port-
folio in the preceding 5 years (PatentsView).

Citations

log clean cit made stock ta Logarithm of target’s stock of citations made to clean
patents (PatentsView).

log clean cit rec stock ta Logarithm of target’s stock of citations received by
clean patents within a 5-year window after patent
filing (PatentsView).

log dirty cit made stock ta Logarithm of target’s stock of citations made to dirty
patents (PatentsView).

log dirty cit rec stock ta Logarithm of target’s stock of citations received by
dirty patents within a 5-year window after patent
filing (PatentsView).

log self cit made ta Logarithm of target’s self-citations made in the pre-
ceding 5 years (PatentsView).

log clean cit made stock ac Logarithm of acquirer’s stock of citations made to
clean patents (PatentsView).

Continued on next page
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Table A.1 – continued from previous page

Variable Description (Source)

log clean cit rec stock ac Logarithm of acquirer’s stock of citations received by
clean patents within a 5-year window after patent
filing (PatentsView).

log dirty cit made stock ac Logarithm of acquirer’s stock of citations made to
dirty patents (PatentsView).

log dirty cit rec stock ac Logarithm of acquirer’s stock of citations received by
dirty patents in the preceding 5 years (PatentsView).

log self cit made ac Logarithm of acquirer’s self-citations made in the
preceding 5 years (PatentsView).

acquirer t cites ta Binary indicator if acquirer’s patents in year t cite
target’s patents (PatentsView).

acquirer t cites ta clean Binary indicator if acquirer’s patents in year t cite
target’s clean patents (PatentsView).

target t cites ac Binary indicator if target’s patents in year t cite ac-
quirer’s patents (PatentsView).

target t cites ac clean Binary indicator if target’s patents in year t cite ac-
quirer’s clean patents.

acquirer cites ta Binary indicator if acquirer cites target in the pre-
ceding 5 years (PatentsView).

target cites ac Binary indicator if target cites acquirer in the pre-
ceding 5 years (PatentsView).

Deal

same sic2 Binary indicator equal to 1 if acquirer and target
share the same 2-digit SIC code (SDC Platinum).

same state deal Binary indicator equal to 1 if acquirer and target are
located in the same U.S. state (SDC Platinum).

year eff Calendar year in which the deal becomes effective/is
completed (SDC Platinum).

year ann Calendar year in which the deal is announced (SDC
Platinum).

year Calendar year associated with period t (SDC Plat-
inum).

deal value Transaction value in USD millions (SDC Platinum).
relative deal value Deal value divided by acquirer’s total assets (SDC

Platinum, Compustat).
MA Binary indicator equal to 1 for actual M&A transac-

tions (vs. 0 for matched pseudo-deals).
post Binary indicator equal to 1 for the post-merger pe-

riod (t ≥ 0).
MA X post Interaction term between MA and post indicator.

Accounting

log at ta Logarithm of target’s total assets (Compustat).
book market ta Target’s book-to-market ratio (book value of equity

divided by market value) (Compustat).
book leverage ta Target’s book leverage ratio (total debt divided by

total assets) (Compustat).
rd intensity ta Target’s R&D intensity (R&D expenditures divided

by total assets) (Compustat).
cash ta Target’s cash holdings divided by total assets (Com-

pustat).

Continued on next page
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Table A.1 – continued from previous page

Variable Description (Source)

roa ta Target’s return on assets (net income divided by total
assets) (Compustat).

log at ac Logarithm of acquirer’s total assets (Compustat).
book market ac Acquirer’s book-to-market ratio (Compustat).
book leverage ac Acquirer’s book leverage ratio (Compustat).
rd intensity ac Acquirer’s R&D intensity (Compustat).
cash ac Acquirer’s cash holdings divided by total assets

(Compustat).
roa ac Acquirer’s return on assets (Compustat).

Notes: This table provides definitions of all variables used in the empirical analysis. Patent-
related variables are constructed using data from PatentsView, with clean and dirty patent
classifications based on Jee and Srivastav (2024). Firm financial data is obtained from Com-
pustat, while deal characteristics and firm identifiers come from SDC Platinum. Patent stock
calculations use a depreciation rate of 0.15 following (Haucap, Rasch, and Stiebale 2019).
Logarithms for each variable x follow the rule ln(x+1). All patent counts and stocks refer to
granted patents.
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B Similarity measures

Table B.1: Similarity Measures Summary Statistics

Count Mean Std. Min 25% 50% 75% Max

tech sim 11822 0.67 0.15 0.04 0.57 0.68 0.78 1.00
tech sim count 11822 0.64 0.16 -0.01 0.54 0.66 0.76 1.00
tech sim cpc 11822 0.53 0.35 0.00 0.21 0.54 0.90 1.00
tech sim cpc4 11822 0.43 0.34 0.00 0.11 0.38 0.75 1.00
Doc2Vec 7024 0.51 0.17 0.13 0.38 0.50 0.63 0.96
TF-IDF 7024 0.20 0.16 0.00 0.08 0.15 0.27 0.82
Product 6187 0.09 0.07 0.00 0.04 0.08 0.14 0.32

Notes: Summary statistics of the similarity measures in the year prior to
the deal announcement year for the real and the pseudo deals. The variable
names are abbreviated; full definitions in Table A.1.

Table B.2: Similarity Correlation

tech sim tech sim count tech sim cpc tech sim cpc4 Doc2Vec TF-IDF Product

tech sim 1.00 0.96 0.60 0.57 0.56 0.61 0.47
tech sim count 0.96 1.00 0.58 0.56 0.58 0.62 0.46
tech sim cpc 0.60 0.58 1.00 0.54 0.20 0.22 0.48
tech sim cpc4 0.57 0.56 0.54 1.00 0.31 0.29 0.47
Doc2Vec 0.56 0.58 0.20 0.31 1.00 0.85 0.24
TF-IDF 0.61 0.62 0.22 0.29 0.85 1.00 0.21
Product 0.47 0.46 0.48 0.47 0.24 0.21 1.00

Notes: Correlation table between similarity measures. The variable names are abbreviated; full definitions
in Table A.1. The reported correlation is the Pearson correlation.
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Figure B.1: Similarity distribution of the different similarity metrics to describe the tech-
nological distance between the acquirer and the target of the real deals and the pseudo
deals. The variable names are abbreviated; full definitions in Table A.1.

42



C Patent classes

Table C.1: Technology Classification Codes

Clean Technologies

Technology CPC codes

Energy
Efficient electrical power generation,
transmission or distribution

Y02E40

Enabling technologies Y02E60
Geothermal Y02E10/10
Hydro Y02E10/20
Nuclear Y02E30
Other energy conversion or management
systems

Y02E70

Photovoltaic Y02E10/50
Production of fuel of non-fossil origin Y02E50
Sea Y02E10/30
Solar thermal Y02E10/40
Thermal-PV hybrid Y02E10/60
Wind Y02E10/70

Manufacturing
Agriculture Y02P60
Chemical Y02P20, Y02P30, Y02P40
Consumer products Y02P70, Y02P80
Enabling technologies Y02P90
Metal Y02P10

Transport
Air Y02T50
Electric and hybrid vehicles Y02T10
Enabling technologies Y02T90
Maritime Y02T70
Railways Y02T30

Other
Building Y02B
Carbon capture, storage and sequestra-
tion

Y02C

ICT Y02D
Smart grid Y04S
Waste management Y02W

Technology IPC codes

Transport
Electric B60L11, B60L50, B60L53, B60L55, B60L58, B60L3,

B60L15, B60K1, B60W10/08, B60W10/24, B60W10/26
Hybrid B60K6, B60W20, B60L7/1, B60L7/20
Hydrogen fuel cell B60W10/28, H01M8

Gray Technologies

Technology CPC codes

Energy
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Combustion technologies with mitigation
potential

Y02E20

Manufacturing
Metal processing Y02P10/20, Y02P10/25
Chemical industry Y02P20/129, Y02P20/143, Y02P20/15, Y02P20/20,

Y02P20/30, Y02P20/40, Y02P20/50
Oil refining and petrochemical industry Y02P30/40
Processing of minerals Y02P40/121, Y02P40/50, Y02P40/57, Y02P40/60
Production process for final industrial or
consumer products

Y02P70/50, Y02P70/62

Reducing waste and minimizing material
use

Y02P80/30, Y02P80/40

Transport
Fuel efficiency of internal combustion
engine-based vehicles

Y02T10/10, Y02T10/12, Y02T10/30, Y02T10/40

Technology IPC codes

Transport
Fuel efficiency of internal combustion
engine-based vehicles

F02M39, F02M41, F02M43, F02M45, F02M47,
F02M49, F02M51, F02M53, F02M55, F02M57, F02M59,
F02M61, F02M63, F02M65, F02M67, F02M69, F02M71,
F02M3/02, F02M3/04, F02M3/05, F02M23, F02M25,
F02D41, F02B47/06

Dirty Technologies

Technology CPC codes

Energy
Upstream B03B9/02, B03D2203/006, B63B35/4413,

B63B2035/442, B63B2035/448, B63B75/00, C09K8,
C10L5/04, E02B17, E02B2017, E21B, B03B9/005,
B03B1, B03D2203/08, B61D11, E21C

Processing and downstream C10G, C10L1, C10K, C10L3/06, C10L3/08, C10L3/10,
F25J3/0209, F25J3/0214, F25J3/061, C10F, C10L5/06,
C10L5/08, C10L5/1, C10L5/2, C10L5/34, C10L5/36,
C10L5/38, C10B, C10J1, C10J3, C01B3/2, C01B3/30,
C01B3/32

Transmission and distribution B63B27/34, B63B27/24, B63B27/25, F17D, B63B25/08,
B63B2025/08, B63B25/10, B63B25/12, B63B25/14,
B63B25/16, B67D9, F25J1/0022, F25J1/0025,
B63B2025/087, B63B25/04, B60P3/22, B60P3/24,
B61D5, B61D3, B61D15, B61D49, B61D7, B61D9,
B65G5, F17C2270/014, F17C2270/015, F17C2270/016,
F17C2270/0163, E02D27/38, F17B1/26, F17C1, F17C3,
F17C5, F17C7, F17C9, F17C2221/032, F17C2221/033,
F17C2221/035, F17C2221/036, B65G3, G01M3/2892,
G01M3/32, G01M3/34, F17C2265/06

Technology IPC codes

Manufacturing
Production of producer gas C10J
Steam engine plants F01K
Gas turbine plants F02C
Hot gas plants F02G
Steam generation F22
Combustion apparatus F23
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Furnaces, kilns, ovens F27
Internal combustion engine F02B

Transport
Internal combustion engine F02B, F02D, F02F, F02M, F02N, F02P

Notes: The table provides an overview of the classification of clean, grey, and dirty technologies based
on CPC and IPC codes. The classification is grounded in a systematic literature review and integrates
patent search strategies from various sources. The table is divided into three main sections: clean
technologies, gray technologies, and dirty technologies, with specific CPC and IPC codes listed for
each technology category. The classification is taken from Jee and Srivastav (2024).
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D Matching methodology

Table D.1: Distribution of number of pseudo acquirers per actual acquirer

Count Percent
1 200 15.76
2 333 26.24
3 736 58.00
Total 1269 100.00

Table D.2: Distribution of number of pseudo targets per actual target

Count Percent
1 14 1.10
2 27 2.13
3 1228 96.77
Total 1269 100.00

Table D.3: Balancing table for key covariates in the pre-period

variable mean real mean pseudo sbias

log at ac 7.003 6.711 –0.127
book market ac 1.007 1.009 0.007
book leverage ac 0.176 0.185 0.045
rd intensity ac 0.1 0.108 0.057
cash ac 0.223 0.228 0.023
roa ac 0.016 –0.003 –0.068
log pat count t ac 2.804 2.487 –0.155
log citing pat count t ac 4.102 3.715 –0.14
log pat stock ac 4.131 3.82 –0.142
log citing pat stock ac 5.781 5.432 –0.134
log at ta 4.996 4.893 –0.052
book market ta 1.025 1.033 0.024
book leverage ta 0.194 0.205 0.018
rd intensity ta 0.158 0.155 –0.009
cash ta 0.286 0.28 –0.021
roa ta –0.116 –0.11 0.008
log pat count t ta 0.741 0.736 –0.005
log citing pat count t ta 1.298 1.255 –0.024
log pat stock ta 1.59 1.583 –0.005
log citing pat stock ta 2.686 2.647 –0.018
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Table D.4: Balancing table for key covariates in the period k=-1

variable mean real mean pseudo sbias

log at ac 7.414 7.072 –0.155
book market ac 0.988 1.001 0.066
book leverage ac 0.178 0.188 0.051
rd intensity ac 0.095 0.105 0.069
cash ac 0.229 0.234 0.023
roa ac 0.034 0.002 –0.122
log pat count t ac 3.1 2.755 –0.164
log citing pat count t ac 4.338 3.942 –0.14
log pat stock ac 4.527 4.2 –0.148
log citing pat stock ac 6.18 5.823 –0.136
log at ta 5.301 5.084 –0.11
book market ta 1.02 1.028 0.03
book leverage ta 0.188 0.208 0.025
rd intensity ta 0.156 0.159 0.01
cash ta 0.285 0.291 0.021
roa ta –0.109 –0.125 –0.029
log pat count t ta 0.738 0.829 0.084
log citing pat count t ta 1.281 1.403 0.067
log pat stock ta 1.875 1.905 0.02
log citing pat stock ta 3.235 3.215 –0.01
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E M&A sample descriptives

Figure E.1: Distribution of deals over time

Notes: The figure shows the distribution of the number of deals in our sample by announcement
year, for the period 1988 to 2015.
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Figure E.2: Distribution of deals across industries

Notes: The figure shows the distribution of the number of deals in our sample over industry
using SDC’s mid-industry description.
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F Robustness check: Figures

Figure F.1: Robustness check - Targets that continue patenting

Notes: Outcome variable: tech direction change. The figure reports period-specific ATTs
(relative to the k=-8 period) obtained via the Sun and Abraham (2021) estimator, along
with their 95% confidence intervals. The model includes the following innovation controls:
log pat stock ta tm1, log pat stock ac tm1, log pat count t ta, log pat count t ac.

Figure F.2: Robustness check - Industry overlap

Notes: Outcome variable: tech direction change. The figure reports period-specific ATTs
(relative to the k=-8 period) obtained via the Sun and Abraham (2021) estimator, along
with their 95% confidence intervals. The model includes the following innovation controls:
log pat stock ta tm1, log pat stock ac tm1, log pat count t ta, log pat count t ac.
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Figure F.3: Robustness check - Including financial controls

Notes: Outcome variable: tech direction change. The figure reports period-specific ATTs
(relative to the k=-8 period) obtained via the Sun and Abraham (2021) estimator, along
with their 95% confidence intervals. The model includes the following innovation controls:
log pat stock ta tm1, log pat stock ac tm1, log pat count t ta, log pat count t ac, log at ac,
book market ac, book leverage ac, roa ac cash ac.

Figure F.4: Robustness check - Top 5 controls

Notes: Outcome variable: tech direction change. The figure reports period-specific ATTs
(relative to the k=-8 period) obtained via the Sun and Abraham (2021) estimator, along
with their 95% confidence intervals. The model includes the following innovation controls:
log pat stock ta tm1, log pat stock ac tm1, log pat count t ta, log pat count t ac.
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Figure F.5: Robustness check - tech direction cpc

Notes: Outcome variable: tech direction cpc. The figure reports period-specific ATTs (relative
to the k=-8 period) obtained via the Sun and Abraham (2021) estimator, along with their 95%
confidence intervals. The model includes the following innovation controls: log pat stock ta tm1,
log pat stock ac tm1, log pat count t ta, log pat count t ac.
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