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1 Introduction

A common collusive mechanism is a market share allocation, which may involve home market
preferences, geographic allocations, customer allocations, or other ways of dividing the mar-
ket. Many cartels that use a market share allocation choose to set collusive market shares
in a way that relates to the market shares firms were able to earn prior to the negotia-
tion or renegotiation of a collusive agreement. Prominent examples include the lysine cartel
(de Roos, 2006; Harrington and Skrzypacz, 2011) and vitamins cartels (Marshall and Marx,
2012).1 There are many reasons to think this might be a good way to proceed—for example,
“fairness” aspects of such an agreement might be attractive, or cartel members may regard
noncooperative market shares as an indication of outside opportunities. In this paper, we
take the desiderata that collusive market shares should match noncooperative market shares
as given and consider how a cartel operating in such a setting might deal with disruptions
due to changes in a cartel member’s costs that would, if the firms were competing, result
in a larger noncooperative market share for that firm. Of course, if a cartel member could
merely report that its costs are lower and thereby be allocated a larger collusive share, then
it would have an incentive to do so, regardless of whether that was actually true. As we show,
a period of price war can provide a mechanism for firms to credibly communicate significant
cost changes. In addition, the ability to accommodate the renegotiation of the terms of a
collusive agreement may play an important role in sustaining collusion.

We consider repeated interaction between two firms producing imperfectly substitutable
products. Each firm’s costs are their own private information and evolve over time according
to independent shocks. Their collusive agreement stipulates a market share allocation to-
gether with a voting protocol for renegotiation of market shares. In particular, each period,
each firm votes to either maintain the existing market share allocation or push for an increase
in their own allocation. A vote for an increased market share triggers a price war, which
must be endured before market shares are adjusted. A price war is more costly to endure for
a firm with higher costs, and therefore firms may be reluctant to trigger price wars without
first enjoying a favourable cost shock.

Indeed, we identify equilibria in which voting for and enduring a price war provides a
costly credible signal of technological advancement, facilitating realignment of cartel market
shares. The price war represents one phase of collusive conduct and allows continued collusion
even in the face of changes in the relative positions of the colluding suppliers. The price war
in our setup plays a similar role to the “delay” in the incomplete information bargaining
model of Cramton (1992).

1Further, Levenstein and Suslow (2006) provide 41 examples in which European cartels bargained over
collusive agreements and renegotiated details.
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We develop these ideas within the dynamic oligopoly framework of Fershtman and Pakes
(2012) that allows for asymmetric information between firms. In this framework, firms must
make decisions that are constrained by asymmetric information. The equilibrium actions
chosen by firms generate an empirical distribution of states conditional on a firm’s information
set. In turn, firms choose optimal actions given beliefs that are based on this empirical
distribution.

In our setting, every period, firms learn the outcome of an innovation shock and vote to
either continue collusion under the current market share allocation, or to propose a higher
market share by initiating a price war. Firms are privately informed about their own inno-
vation state and publicly informed about all aspects of their cartel agreement, including the
current agreed market share vector and, if a price war is currently underway, the proposed
market share allocations of the initiator of the price war. When formulating a voting decision,
a firm can condition on their own innovation level and publicly available information about
the cartel agreement. Their beliefs about the innovation level of their rival are based on the
empirical distribution of rival innovation given the firm’s information set.

We offer two broad contributions to the literature. First, we introduce a novel mechanism
for conflict resolution in cartels. We show that price wars can act as a credible signal of
successful innovation. We identify conditions on demand parameters, cartel contract design,
and cartel patience that are conducive to informative signaling through costly price wars.

Our second contribution is methodological. A key aspect of collusive conduct is that
cooperative behaviour is supported by promises of future reciprocal cooperation and threats
of punishment for non-compliant behaviour. That is, cartel policies must deter deviations.
To evaluate this aspect of a cartel agreement requires cartel members to form expectations
of the continuation value of deviation. The concepts of experience based equilibrium (EBE)
and restricted EBE introduced in the dynamic oligopoly framework of Fershtman and Pakes
(2012) place no discipline on the evaluation of such off-path behaviour. The concept of
a boundary-consistent restricted EBE is introduced by Asker et al. (2020) to address this
concern. A further concern is that approximation methods for continuation values, in our
experience, including the reinforcement learning algorithm suggested by Fershtman and Pakes
(2012), can be sensitive to starting values.

To combat both of these issues, we introduce trembles into the policy functions of players
(Selten, 1975; Kreps and Wilson, 1982). If both players play totally mixed strategies, this
ensures that all states are reached with positive probability. As a result, we can construct the
empirical distribution of states, conditional on information sets for all states, including those
we would ordinarily consider to be off the equilibrium path. This enables us to calculate
continuation values for all information sets based on empirically-based model-disciplined
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beliefs. Further, we provide an analytic solution for continuation values based on model
parameters, removing the need for simulation-based approximations. The principal drawback
of the trembling hand perfect restricted EBE (THREBE) that we introduce is that it relies
on matrix inversion, which limits the size of the state space that can be accommodated.

The remainder of the paper develops as follows. We introduce the model in Section 2.
In Section 3, we describe the THREBE solution concept and relate it to existing experience
based equilibrium concepts. In Section 4, we detail the analytic solution to the THREBE. In
Section 5, we identify conditions conducive to equilibria in which price wars act as a credible
signal of innovation. In Section 6, we consider an extension with endogenous innovation
in which firms can choose investment spending to influence the probability of innovation.
Finally, Section 7 concludes.

2 Model

Over an infinite horizon, a cartel of n = 2 firms navigates an evolving environment in which
technological innovations perturb the competitive environment. The cartel is governed by an
agreement which stipulates the market shares allocated to each firm. Each firm is endowed
with a private innovation level which evolves stochastically. In each period, both players have
an opportunity to claim that they have achieved a successful technological innovation and
request a higher market share, reflecting their improved competitive position. To facilitate
the credibility of market share requests, each request triggers a price war which must be
endured before a proposed market share reallocation is accepted.

States and information sets

At the beginning of each period t, each player i has the information set

Jit = (ωit, ξt), ξt = (σt, rt),

where ωit ∈ Ω indexes the innovation state of firm i, which is privately known to firm i. The
vector ξt contains public information about the current status of the cartel. σt = (σ1t, σ2t)
specifies a market share agreement, where σit ∈ Ω indexes the agreed collusive market share
of firm i. rt ∈ {0, 1, 2} describes the cooperative regime, where rt = 0 indicates collusion and
rt = i > 0 indicates a price war in which there is a current proposal to increase the market
share index of firm i, σit, in the latest round of voting which instigated the current price war.
The information set of player i is thus Jit = (ωit, σt, rt). A state or location describes the
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informationally relevant states of all the firms:

st = (J1t, J2t) = (ωt, ξt) = (ωt, σt, rt) ∈ S.

In period t, firm i earns flow profits given by πi(st, et), where et is a vector of idiosyncratic
shocks. Given their current information set Jit, expected profits for firm i are πe(Jit). Implicit
in this specification is a stage game of competition in which the cartel sets prices or quantities
as a function of the current cartel status ξt. We will detail an example such game below,
and provide alternative models of competition in Appendix A. In the collusive regime, profits
for firm i are increasing in firm i’s innovation level, ωit, and market share index, σit, and
decreasing in the innovation level and share index of her rival. Profits are lower in the price
war regime, with profits increasing in a firm’s own innovation level and decreasing in the
firm’s rival’s innovation level.

Timing

We first provide an overview of the sequence of events each period, and then describe each
stage in more detail.

1. Each firm i receives profits πi(st, et) as a function of innovation levels, the market share
agreement and idiosyncratic shocks.

2. If the current regime is collusion (rt = 0), each firm votes to influence the transition of
the cooperative regime.

3. Innovation shocks are realised.

4. If the current regime is a price war (rt > 0), a price war shock is drawn. If the peace flag
is revealed, the price war ends, market share indices are incremented, and the collusion
regime restarts next period.

In the voting stage, each firm i simultaneously votes to either maintain their current
market share (vit = 0 or “no”) or increase their share (vit = 1 or “yes”). The cooperative
regime is updated to r′ based on votes as follows. If both firms vote no, then r′ = 0; if only
firm i votes yes, then r′ = i; and if both firms vote yes, then a coin flip determines which of
the firms’ requests for an increase in market share prevails: r′ = i with probability one half,
i = 1, 2.

The innovation stage comprises two events. First, each firm i simultaneously and privately
draws an innovation shock, eω,i ∈ {0, 1}. If the shock is realised and firm i’s innovation level
is not at the maximum feasible level, then ωi increases: ω′i = ωi + eω,i1ωi<ω. Second, a
common public industry-wide shock is drawn, eψ ∈ {0, 1}. If the shock is realised and all
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firms are above the minimum feasible innovation level, then the innovation level of all firms
decreases, ω′i = ωi − eψ1min(ω)>ω. Further, in the event of an industry-wide shock, if the
market share index of all firms is above the minimum feasible level, then market shares
are renormalised by decreasing the share index of all firms, σ′i = σi − eψ1min(ω)>ω ∩ min(σ)>ω.
The private innovation shock reflects technological developments at the firm level arising
from investment and research and development activities. The industry-wide shock reflects
advancements outside the industry, such as the introduction of related competing products,
technological advancement in competing products, obsolescence or deterioration in demand
for the product.

In the price war stage, firms earn lower profits until the price war is resolved. Each
period of the price war, a price war shock is realised and if the peace flag is drawn, then play
transitions to the collusive regime. If the price war concludes in period t′, firm rt′ obtains an
increment in their market share index, where feasible. Changes in market shares beyond the
feasible set are not permitted. Thus, after a price war,

σ′i =

σi if r 6= i or σi = ω,

σi + 1 if r = i and σi < ω.

Strategies

In principal, firms could condition on the entire history of play, giving rise to a rich space
of strategies. Following Fershtman and Pakes (2012), we restrict the information on which
players condition their strategies. In our model, each firm i conditions on the information set
Jit = (ωit, σt, rt). The privately observed innovation level ωit is payoff-relevant in the sense
of Maskin and Tirole (1988) and Ericson and Pakes (1995) because it directly enters firm i’s
profit function. The public profile of market share indices, σt, affects firm i’s current profits
through the cartel agreement. The public cooperative regime rt is also part of the cartel
agreement and stipulates both the current profit function and the evolution of the profit
function throughout a price war. The variables (σt, rt) together allow the cartel to place
structure on member payoffs to induce compliance with intended cartel policies, reminiscent of
Fershtman and Pakes (2000) and de Roos (2004). In some specifications, following Fershtman
and Pakes (2012) and Asker et al. (2020), we also incorporate additional informationally-
relevant variables that could be used by firms to improve expected future payoffs.

A strategy mi(Jit) for firm i is a mapping from firm i’s information set to a binary voting
decision: mi : Ω3 × {0, 1, 2} → {0, 1}, where a vote vit = mi(Jit) = 1 indicates a request for
a higher market share, triggering the onset of a price war.
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The value function

Let V (Ji) be the expected value of the game for firm i, given their information set Ji:

V (Ji) = πe(Ji) + 1r=0 max
m∈M

W (m|Ji) + 1r 6=0W (∅|Ji), (1)

where W (m|Ji) is the continuation value for firm i in the collusion regime if she votes m ∈M ,
and W (∅|Ji) is the continuation value for i if she is currently in a price war. Given discount
factor β, continuation values are defined as follows.

W (m|Ji) = β
∑
ω′i,r

′

V (ω′i, σ, r′)p(ω′i, r′|Ji,m), (2)

W (∅|Ji) = β
∑

ω′i,σ
′,r′

V (ω′i, σ′, r′)p(ω′i, σ′, r′|Ji), (3)

where ω′i, σ′, and r′ indicate the updated innovation level of firm i, the updated market share
indices, and updated competitive regime that result from the voting decisions and market
shocks in the current period. When in the collusive regime, p(ω′i, r′|Ji,m) indicates firm i’s
perceived probability distribution over these updated variables, conditional on i’s current
information set and her vote in the current period. Transition in the innovation level ωi
depends on an innovation shock and industry-wide shock. Regime transitions depend on the
votes of both players, and firm i’s perceptions depend the current regime, her vote, and her
beliefs about the vote of her rival, conditional on her information set. Agreed market shares
do not evolve inside the collusive regime. In a price war, her perceived distribution is given by
p(ω′i, σ′, r′|Ji). Innovation evolves in the same manner as the collusion regime. However, in a
price war, transitions in market shares and the competitive regime are tied to the resolution
of the price war.

Profits

Two firms produce differentiated products in a logit demand system as in Anderson and
de Palma (1992). Consumer indirect utility for product i is given by

Ui = δi − αρi + εi,

where δi is the mean utility of product i, exclusive of price ρi, α measures demand sensitivity
or the extent of product differentiation, and εi is an identically, independently Gumbel dis-
tributed shock. In period t, the marginal cost of supplier i, ci, depends on their innovation
level ωi, ci = C(ωi). Innovation leads to a decrease in marginal costs.
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We first consider a noncooperative game. Given a current cost vector c = (ci, c−i) =
(C(ωi), C(ω−i)), equilibrium prices and market shares are implicitly defined by the system:

µi = eδi−αρi

1 +∑
j e

δj−αρj
, (4)

ρi = ci + 1
α(1− µi)

, (5)

where the market share of the outside good is µ0 = 1−∑j µj. Let µi(ω) and ρi(ω) indicate
the equilibrium market share and price of firm i given innovation vector ω. Profits for firm i

are given by
πi(ω) = µi(ω)(ρi(ω)− C(ωi)),

and expected profits are given by

πe(Ji) =
∑
ω−i

πi(ωi, ω−i)p(ω−i|Ji).

Next, consider the collusive regime. Let the current state vector be s = (ω, σ, r) with
r = 0. Market shares are allocated based on the agreed share vector σ. For example, a
possible market share rule is based on the competitive market shares that would arise were
innovation levels to match the claimed innovation levels corresponding to σ, µ(σ). The cartel
chooses the uniform price ρ that maximises joint profits subject to the constraint that market
shares are allocated according to µ(σ). That is, ρ solves

ρ = c+ 1
α(1−∑j µj(ρ)) ,

where c = ∑
j µjcj is the share-weighted marginal cost of the cartel, ∑j µj(ρ) is the total inside

share of the cartel given uniform price ρ, as specified in (4), and we omit the dependence of
ρ and µ on σ for convenience.

Profits for firm i are given by

πi(ω, σ, 0) = µi(σ)(ρ(σ)− C(ωi)).

Because profits do not depend on a firm’s rival innovation level, expected profits are also

πe(Ji) = πi(ω, σ, 0).

Next, consider the price war regime. Firms set price equal to the lowest claimed
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marginal cost, ρ = minj C(σj). Profits for firm i are given by

πi(ω, σ, r) = µi(ρ)(ρ− C(ωi)),

where market shares µi are given by (4). Again, profits do not depend on rival innovation,
and expected profits are also

πe(Ji) = πi(ω, σ, r).

In order for a price war to act as a credible signal of innovation, it must be the case
that a firm has an incentive to claim an innovation if and only if an innovation has actually
taken place. This requires a payoff complementarity in the profit function between actual
and claimed innovation levels. Notice that the non-cooperative profit function does not allow
such a complementarity because there is no role for claimed innovation levels. Therefore,
were we to use static non-cooperative profits for punishment, as is often done in the theory
of repeated games following Friedman (1971), then this payoff complementarity would have
to come entirely from the collusive profit function. Instead, the price war profit function
we specify embeds such a payoff complementarity by tying the market price to the lowest
claimed innovation level.

3 Solution concepts

In an experience-based equilibrium (Fershtman and Pakes, 2012), equilibrium strategies gen-
erate an empirical distribution of state transitions, leading to a recurrent class of states that
are visited repeatedly. A consistency condition requires that, inside the recurrent class, the
continuation values perceived by players following play of equilibrium strategies are consis-
tent with this empirical distribution of state transitions. A limitation of this consistency
condition is that it imposes no restrictions on the continuation values perceived by players
were they to depart from equilibrium strategies. A restricted experience-based equilibrium
(REBE) (Fershtman and Pakes, 2012; Asker et al., 2020) extends the consistency condition
by imposing that continuation values following all strategies, not just equilibrium strategies,
must be consistent with the empirical distribution of state transitions induced by equilibrium
play.

The repeated game that we study requires a notion of credibility that goes beyond these
consistency conditions. A REBE imposes consistency on continuation values following all
strategies, provided that play remains within the recurrent class. For candidate strategies
that move play beyond the recurrent class, the consistency condition places no discipline
on continuation values. Asker et al. (2020) introduce the notion of boundary consistency to
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strengthen the consistency condition. According to boundary consistency, continuation values
following any strategy that induces play outside the recurrent class of states are evaluated
by simulating until play returns to the recurrent class.

Below, we introduce a trembling hand restricted experience-based equilibrium (THREBE)
to impose consistency on off-path play. The THREBE employs a policy function with trem-
bles. Given policy function m∗, state transition probabilities are based on the totally mixed
alternative policy function m̃ which places weight 1−ε on m∗ and weight ε on alternative fea-
sible policies, for small positive ε. As in a sequential equilibrium (Kreps and Wilson, 1982) or
trembling hand perfect equilibrium (Selten, 1975), trembles ensure all states are reached with
positive probability. This ensures all feasible states are evaluated with policies that converge
to m∗. This allows direct comparison of continuation values based on m∗ with alternative
feasible policies that lead to continuation states both inside and outside the recurrent class
generated by m∗.

Below, we summarise the conditions required for a REBE, and develop the conditions
required for a THREBE. We then discuss alternative construction methods for continuation
values for a THREBE, including analytic construction.

3.1 Restricted experience-based equilibrium

Following Fershtman and Pakes (2012) and Asker et al. (2020), we define a restricted experience-
based equilibrium (REBE) as follows. A REBE consists of:

1. a subset of the state space, R ⊂ S;

2. voting strategies m∗(Ji) for every information set Ji which is a component of any s ∈ S;

3. expected discounted continuation values W (mi|Ji) for any voting strategy mi given any
information set Ji which is a component of any s ∈ S;

and the following set of conditions.

C1. R is a recurrent class of the Markov process generated by any initial condition s0 ∈ R
and the transition kernel generated by {m∗}.

C2. Given the continuation values W , the strategies m∗(Ji) are optimal for every Ji ⊂ s ∈ R.
That is, m∗(Ji) solves

max
mi∈M

W (mi|Ji).

C3. For every Ji ⊂ s ∈ R and mi ∈ M, the continuation values are consistent with the
choice mi and continuation policies m∗ specified in C2. For states in the collusive regime,
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this means
W (mi|Ji) = β

∑
J ′i

V (J ′i)pe(J ′i |Ji,mi),

where pe(J ′i |Ji,mi) is the probability of transitioning to information set J ′i if firm i votes
mi,

pe(J ′i |Ji,mi) =
∑
J−i

pe(J ′i |mi, Ji, J−i)pe(J−i|Ji),

where pe(J−i|Ji) is the probability of rival information set J−i given firm i’s information
set Ji. An analogous condition holds for states in the price war regime.

3.2 Trembling hand restricted experience-based equilibrium

Tests for an EBE place restrictions only on policies chosen at states in the recurrent class.
Tests for a REBE place restrictions on all feasible policies reached from the recurrent class,
but not on states outside the recurrent class. The THREBE employs a policy function with
trembles that ensures that all states are reached with positive probability and therefore that
the consistency condition applies to all feasible policies reached from all states.

A THREBE imposes the following conditions.

C2’. Given the continuation values W , the strategies m∗(Ji) are optimal for every Ji ⊂ s ∈ S.
That is, m∗(Ji) solves

max
mi∈M

W (mi|Ji).

C3’. For every Ji ⊂ s ∈ S and mi ∈ M, the continuation values are consistent with the
choice mi and continuation policies m∗ specified in C2’. For states in the collusive regime,
this means

W (mi|Ji) = β
∑
J ′i

V (J ′i)pe(J ′i |Ji,mi, ε),

where pe(J ′i |Ji,mi, ε) is the probability of transitioning to information set J ′i if firm i votes
mi and trembles with probability ε,

pe(J ′i |Ji,mi, ε) = (1− ε)
∑
J−i

pe(J ′i |mi, Ji, J−i)pe(J−i|Ji)

+ ε

#m′i

∑
J−i,m′i 6=mi

pe(J ′i |m′i, Ji, J−i)pe(J−i|Ji),

where pe(J−i|Ji) is the probability of rival information set J−i given firm i’s information
set Ji and #m′i are the number of policies available other than mi. An analogous condition
holds for states in the price war regime.

10



4 Computation

Fershtman and Pakes (2012) and Asker et al. (2020) provide a reinforcement learning al-
gorithm to construct the continuation values and policy functions that represent a REBE.
This algorithm has the merit that it could be used by firms to learn the values associated
with alternative strategies. However, the algorithm also presents challenges to the applied
researcher. In particular, the slow convergence properties of the algorithm hamper accurate
approximation of the continuation value function W (mi|Ji). Further, in applications with
substantial variance in outcomes, the algorithm is sensitive to the specification of initial
values and early draws of random processes. In this section, we offer an analytic algorithm.

Recall that the timing of play involves the following sequence of events in each period.
First, given the current state, profits are realised. Second, in the collusive regime, firms vote
whether to request an increase in their market share. Third, innovation shocks are realised.
Fourth, in the price war regime, a price war shock is realised, potentially ending the price
war.

Define a candidate equilibrium voting policy function m∗(Ji), a parameter vector θ, and
a tremble ε. The algorithm involves constructing the transition matrix that results from this
policy function and a set of parameter values and using the transition matrix to solve for the
ergodic distribution of states, and using this distribution to directly evaluate the continuation
values W . The algorithm involves the following steps.

1. Given the policy function m∗, parameters θ and tremble ε, construct the transition prob-
ability matrix Tv(m∗) between states that arises from the voting stage.

2. Given θ, construct the transition probability matrix Tω between states that arises from
the innovation stage.

3. Given θ, construct the transition probability matrix Tp between states arising from the
price war stage.

4. Construct the state transition probability matrix Ts(m∗) = Tv(m∗)TωTp to combine the
above three stages of play.

5. Given the transition matrix Ts, the ergodic distribution of states, f , can be constructed
by observing that

f = T ′sf,

and finding the right eigenvector of T ′s corresponding to an eigenvalue of 1. The conditional
probabilities fs|J and the information set transition probabilities TJ can then be calculated
given f and Ts.
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6. Let πei indicate the vector of expected profits for firm i for every information set Ji, πe(Ji).
Calculate the vector of expected continuation values for firm i for every information set
Ji as

Wi = (I − βTJ)−1πei ,

where I is the identity matrix and TJ is the information set transition probability matrix.

By including policy trembles, all states are reached with positive probability and this
method will calculate expected continuation values for information sets both inside and out-
side of the tremble-free recurrent class. For any tremble, ε, the method gives an analytic and
unique solution for the continuation values W (Ji).

4.1 Testing

Given the continuation values W and information set transition probabilities TJ , both of
which are constructed based on the policies m∗, continuation values of alternative policies,
U(mi), can be calculated as follows.

Ui(m) = πei + TJ(m)Wi.

This calculation presumes that the policies m will be used in the current period, leading to
the transition matrix TJ(m), and m∗ will be used thereafter yielding continuation payoffs
determined by Wi. If Ui(m) ≤ Ui(m∗) for all feasible m at all information sets Ji, then m∗

represents a THREBE.

5 Analysis

In this section, we describe equilibria in which price wars act as a costly signal of innovation.
In Section 5.1, we describe cartel strategies to support equilibria with informative price
wars. We then discuss parameters of the model in Section 5.2. In Section 5.3, we present
comparative statics over the expected length of the price war. By varying the severity of the
price war, we influence the cost of the price war signal.

5.1 Cartel strategies

We take as given that, when colluding, cartel members use a market share allocation that
seeks to set the collusive shares equal to the members’ noncooperative market shares. We
seek equilibria in which firms vote for an increase in their market share if and only if they
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Table 1: Baseline model parameters

Description Parameter Value

Mean value δ 6
Price sensitivity α 20
Discount factor β 0.95
Peace probability 0.2
Innovation probability 0.01
Market shock probability 0.01
Innovation levels Ω {0, 1}
Marginal costs C(ωi), ωi ∈ Ω {0.2, 0.1}

observe a successful innovation:

m∗(Ji) =

1 if ωi > σi,

0 otherwise.
(6)

Cartel market shares are then given by the competitive shares that would arise if the claimed
innovation profile σ matched actual innovation levels ω. Thus, the cartel market share for
firm i is given by µi(σ) as in (4).

5.2 Parameters

Baseline parameter values for the model are listed in Table 1. The demand parameters ensure
that products are quite highly substitutable. The severity of the price war is determined by
the peace probability parameter and the discount factor of cartel members. A probability of
peace of 0.2 is consistent with an average price war length of 5 periods. The low innovation
and market shock probabilities ensure that innovation is a rare event. An innovation reduces
a firm’s marginal costs from 0.2 to 0.1, providing a sizeable competitive boost. To give a sense
of the magnitude of this difference, if the two firms were to have costs of (0.1, 0.2), static
non-cooperative equilibrium prices, profits and market shares are given by (0.225, 0.268),
(0.076, 0.018) and (0.603, 0.261), respectively.

5.3 Comparative statics

Based on the voting policies in (6), Figures 1 and 2 illustrate continuation values in the
collusion regime as a function of voting policies, information sets and the severity of the
price war. Figure 1 illustrates information sets in which firm i has not yet innovated, and
Figure 2 illustrates information sets after innovation. In each panel of both figures, the
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Figure 1: Voting by price war length, before innovation
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(d) (ωi, σ) = (0, (1, 1))
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vertical axis measures the expected continuation value for a given information set, and the
horizontal axis indexes the probability of resolution of the price war each period. In each
panel, the blue line shows continuation values were firm i to choose to vote for continued
collusion at current market shares and the orange line shows the continuation value if firm
i votes for an increase in market share. For reference, the green line shows the continuation
value of the corresponding non-cooperative game in which both firms engage in static Nash
price competition in each period. Thus, we could think of the green line as the outside value
of abandoning the cartel and behaving non-cooperatively.

Consider first the situation before firm i innovates, as depicted in Figure 1. Panel (a) illus-
trates continuation values when both firms have market shares indexed by 0, corresponding
to the case in which neither firm has claimed an innovation. Under the cartel agreement, both
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Figure 2: Voting by price war length, after innovation

(a) (ωi, σ) = (1, (0, 0))
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(d) (ωi, σ) = (1, (1, 1))
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firms will obtain a market share of one half. For all parameter values shown, firm i prefers to
vote for continued collusion at current market shares. In panel (b), firms have market shares
indexed by σ = (0, 1), corresponding to market shares of µ(σ) = (0.3, 0.7). In this case, if
the probability of peaceful resolution of the price war is sufficiently high (approximately 0.3),
then firm i prefers to vote for a price war. Thus, if the price war is not expected to be too
severe, firm i prefers to initiate a price war even though they have not yet innovated. Notice
also that if the price war is expected to be very severe, then firm i would prefer to abandon
the cartel rather than continue collusion. Panels (c) and (d) illustrate continuation values
for market shares indexed by σ = (1, 0) and σ = (1, 1), respectively. In both cases, firm i

prefers to vote for continued collusion at current market shares for all severities of the price
war.
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Figure 2 illustrates equivalent information for firm i after innovation. Panel (a) shows
continuation values for firm i based on baseline cartel market shares. If price wars are not
too severe (i.e. with resolution probability greater than about 0.2), firm i prefers to vote for a
price war to initiate an increase in their market share. In panel (b), firms have market shares
indexed by σ = (0, 1), and firm i elects to vote for a price war if the probability of price
war resolution is at least 0.11. In panels (c) and (d), firm i already has attained a maximal
market share index of 1 and cannot hope to elevate their market share further. Accordingly,
firm i prefers to continue colluding at current market shares for all price war severities.

Together, Figures 1 and 2 paint the following picture. If firm i expects the price war to
be relatively quick to resolve, then she will not only elect to initiate a price war following
innovation, but she will also be willing to endure a price war to secure a higher market share
even if she has not yet innovated. If instead she expects the price war to be very severe,
then she will not be willing to initiate a price war even after an innovation. It is only for
intermediate values of the expected severity of the price war (with resolution probability
between about 0.2 and 0.3), that she prefers to initiate a price war in order to boost her
market share if and only if she has innovated. Thus, only for these intermediate values of
price war severity is there an equilibrium in which firms vote according to the policies in (6).
Thus, a cartel that is cognisant of this trade off would design price wars of an intermediate
expected length in order to ensure incentives for truthful innovation revelation.

6 Investment

In the model specified above, innovation was an exogenous process. In this section, we allow
innovation to evolve stochastically as a function of firm-specific investment. Let xi indicate
the vector of investments for each information set for player i. If firm i invests according to
xi, they receive expected period payoffs of πei − x2

i and obtain a successful innovation with
probability pI(xi) = axi

1+axi
. In a symmetric equilibrium in which all players adopt voting

policies m∗ and investment policies x∗, equilibrium continuation values are defined by

Wi(m∗, x∗) = (I − βTJ(m∗, x∗))−1 (πei − (x∗)2),

where πei describes the vector of expected investment-exclusive profits in each information
set, and T ∗J = TJ(m∗, x∗) is the information set transition matrix, given the policy vector
(m∗, x∗). For convenience, below we suppress the role of the voting policy vector m∗.
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Firm i chooses investment policies to solve

max
xi

Ui(xi, x∗−i) = πei − x2
i + TJ(xi, x∗−i)Wi(x∗).

In this optimisation problem, firm i chooses optimal investment at each information set,
taking as given that her rival invests according to x∗ and continuation play by both players
is according to x∗.

Let p̂ = pI(x) indicate the vector of success probabilities for each information set given
investment policies x. Let T+

J and T−J indicate the resulting information set transitions when
investment for firm i is successful and unsuccessful, respectively, given that firm i’s rival
invests according to x. Then, we can decompose the information set transition matrix into

TJ(x) = p̂T+
J + (1− p̂)T−J .

This allows us to express the first order conditions for player i for each information set as:

a

(1 + ax)2

(
T+
J − T−J

)
Wi(x∗) = 2x, (7)

where the first term on the left is the slope of the investment success function. Given the
concave investment success function pI(x) and convex investment costs, (7) yields unique
symmetric investment policies x∗.

7 Conclusion

In this paper, we develop a model of collusion under technological change and incomplete
information in which price wars are built into the cartel agreement as a costly mechanism to
signal innovation. We identify equilibria in which firms vote for an increase in market share,
triggering a price war, if and only if they have innovated. We find such equilibria exist only
when the severity of cartel price wars is intermediate. Price wars must be sufficiently severe
to deter untruthful claims of innovation and not too severe to deter truthful claims. We
argue that the price wars we identify are an integral component of collusive conduct, being
necessary for credibly conveying private information.

The THREBE solution concept that we propose to solve our problem provides an ex-
tension to the framework of dynamic oligopoly under incomplete information developed by
Fershtman and Pakes (2012) and Asker et al. (2020). Our solution concept allows analytic
calculation of continuation values and facilitates credible evaluation of states both on and
off the equilibrium path. We also contribute a method for solving for optimal investment
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policies within our framework.
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A Alternative profit functions

A.1 Auction model

There are 2 suppliers and 1 buyer who purchases one unit in each period over an infinite
horizon via a second-price auction with reserve D ≥ 1. In period t, each supplier i with
innovation level ωi has cost ci drawn independently. In our baseline specification, ci = 0 with
probability pωi

and ci = 1 with probability 1− pωi
, where py > px iff y > x.

We first consider a non-cooperative game. Given optimal (truthful) bidding and the
cost realisation c = (ci, c−i), profits for firm i are given by

πnci (c) = 1ci=01c−i=1,

the probability distribution of profits is given by

πnci =

0 with probability 1− pωi
(1− pω−i

),

1 with probability pωi
(1− pω−i

),

and expected profits are

πe(Ji) = Ecπnci (c) =
∑
ω−i

pωi
(1− pω−i

)p(ω−i|Ji).

Firm i’s market share under noncooperative bidding is

µi(ω) ≡ pωi
(1− pω−i

) + 1
2pωi

pω−i
+ 1

2(1− pωi
)(1− pω−i

) = 1 + pωi
− pω−i

2 .

Next, consider the collusive regime. Let the current state vector be s = (ω, σ, r) with
r = 0. Market shares are allocated based on the agreed share vector σ. For example, a
possible market share rule is based on the competitive market shares that would arise were
innovation levels to match the claimed innovation levels corresponding to σ,

µi(σ) = 1 + pσi
− pσ−i

2 .

Under collusive bidding, let z indicate the firm selected to win the current bidding round.
Their rival bids D. Profits for firm i are given by

πci (c, z) = 1z=i(D − ci),
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and expected profits are

πe(Ji) = Ec,zπci (c, z) = µi(σ)(D − 1 + pωi
).

Next, consider the price war regime. If firm i initiates the price war (i.e. if r = i), then
firm i bids zero (minus epsilon) and firm −i bids truthfully. This leads to profits of zero for
the non-initiating firm and profits for the initiating firm given by

πpi (c, σ, ν) = 1ci=0∩c−i=1 − 1ci=1∩c−i=0.

Expected profits for initiating firm i are

πe(Ji) = Ecπpi (c, σ, ν) = pωi
−
∑
ω−i

pω−i
p(ω−i|Ji).

A.2 Cournot model

Two firms produce an identical product with market inverse demand P = 1−Q. In period t,
the marginal cost of supplier i, ci, depends on their innovation level ωi, ci = C(ωi). Innovation
leads to a decrease in marginal costs.

We first consider a noncooperative game. Given a current cost vector c = (ci, c−i) =
(C(ωi), C(ω−i)), output, profits, and market shares are given by:

qi(ω) = 1− 2ci + c−i
3 , πi(ω) = q2

i , µi(ω) = qi
Q

= 1− 2ci + c−i
2− ci − c−i

.

Expected profits are given by

πe(Ji) =
∑
ω−i

qi(ωi, ω−i)2p(ω−i|Ji).

Next, consider the collusive regime. Suppose the cartel has agreed on the claimed cost
vector c̃ = (c̃i, c̃−i) and shares σ = (σi, σ−i), where C(σi) = c̃i. The cartel chooses output Q
to solve:

max
Q

Π =
2∑
i=1

σiQ(P (Q)− c̃i).

This leads to cartel output of
Q∗ = 1−∑i σic̃i

2 ,

2



and expected profits for firm i of

πe(Ji) = πi(ωi, σ) = σiQ
∗(1−Q∗ − ci).

This market share allocation scheme uses the non-cooperative market shares that would arise
were innovation levels to be as claimed in the agreed vector σ. That is, to use σi = µi(σ).

Next, consider the price war regime. Each firm i receives the share µi(σ) of the cartel
output Qp = 1−minj cj and earns profit

µi(σ)Qp(min
j
cj − ci).

With this profit function, the cartel output is chosen to equate price to the lowest marginal
cost of the firms, and output is divided among the firms according to the noncooperative
market shares µ(ω). Expected profits are given by

πe(Ji) = µi(σ)
∑
ω−i

Qp(min
j
C(ωj)− ci)p(ω−i|Ji).

(Use minimum claimed marginal cost here, minj C(σj)?)
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