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We identify a novel mechanism explaining why a revenue-maximizing platform tolerates
low-quality sellers it can costlessly exclude. We model monopolistic sellers in independent
markets: normal sellers differ in intrinsic quality and can raise it via costly, unobservable,
effort; bad sellers supply zero quality or harmful product (negative quality), and exert no
effort. The platform operates a binary certification and chooses whether to host bad sell-
ers. Admitting some bad sellers thickens the left tail of the quality distribution, increasing
pooling risk and thereby raising normal sellers’ effort (under some conditions), but lowers
average quality and trade value. We show that hosting bad sellers is optimal if they are
harmless or not too harmful. Relative to a planner, the platform always over-tolerates bad
sellers. Platform liability reduces the misalignment between the private and social incen-

tives, whereas other liability and compensation schemes for consumers may be ineffective.
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1 Introduction

Online marketplaces—eBay, Amazon, Alibaba, and the app stores of Apple and Google—
now intermediate a large share of trade. Yet fundamental quality problems persist
(Tadelis, 2016): buyers often cannot verify product quality ex ante, and asymmetric
information can unravel markets (Akerlof, 1970). Platforms monetize by taxing transac-
tions (mostly via ad valorem commissions) and therefore have strong stakes in the quality

of third-party supply.

To mitigate quality concerns, platforms deploy curation mechanisms—including review
and reputation systems, certification and labeling, and eligibility and conduct rules for
sellers. Illustrative programs include eBay’s Top Rated Seller, Airbnb’s Superhost, and
Amazon’s invitation-only Vine for trusted reviewers. Nevertheless, low-quality, counter-
feit, and potentially harmful goods remain pervasive.? In some instances, even platforms’

own private-label products have been implicated (see e.g., Peters, 2020, The Verge).

Policymalkers, in turn, are tightening platform obligations and liability.® This paper asks
a simple question with first-order regulatory relevance: when, and why, would a revenue-
mazimizing platform tolerate—even deliberately host—uvery low-quality sellers despite be-

ing able to identify them at zero cost?

We identify a novel incentive mechanism that can make platforms less stringent at entry,
thereby tolerating low-quality sellers. By admitting some low-quality sellers, the platform
widens the quality distribution; under an imperfect rating/certification system (as the one
typically employed by most platforms), this raises the cost to sellers of being pooled with
bad types and thus can induce higher effort provision from them. The mechanism parallels
classic results on career concerns and team incentives, where common uncertainty and
interdependence of performance stimulate effort (Holmstrom, 1982; Lazear and Rosen,
1981).* Unlike that literature, however, adding bad sellers here also lowers the average

quality and trade value, generating a novel trade-off for platform design and regulation.®

1See, e.g., Wang and Wright (2018).

2For journalistic evidence on the persistence of low-quality, counterfeit, and unsafe goods on large
marketplaces, see e.g., Berzon et al. 2019, Wall Street Journal; Metsakis, 2019, Wired; Kelly, 2021,
Washington Post; Sularia, 2020, Forbes).

3This persistent problem has prompted calls to revisit intermediary-liability shields, such as Section 230
of the U.S. Communications Decency Act and the EU’s 2000 e-Commerce Directive. In response, the
European Union’s Digital Services Act imposes enhanced due-diligence and transparency obligations
on “very large online platforms,” aimed at monitoring and mitigating systemic risks from harmful con-
tent and products. As of 2025, there are ongoing proceedings against large marketplaces like AliEx-
press and Temu. See e.g., https://ec.europa.eu/commission/presscorner/detail /en/ip 25 1913.

1Relatedly, Holmstrém (1999) shows that aggregated performance measures (analogous to expected
quality conditional on a rating) can be efficient; our binary certificate plays a similar role.

SWith perfect separation of bad from normal sellers (i.e., a certification system with a sufficiently large
number of tiers), the platform would never find it optimal to host bad sellers.


https://www.theverge.com/2020/9/10/21431085/amazon-basics-amazonbasics-dangerous-flammable-products
https://www.wsj.com/articles/amazon-has-ceded-control-of-its-site-the-result-thousands-of-banned-unsafe-or-mislabeled-products-11566564990
https://www.wired.com/story/amazon-fake-products-project-zero/
https://www.washingtonpost.com/technology/2021/10/04/online-shopping/
https://www.washingtonpost.com/technology/2021/10/04/online-shopping/
https://www.forbes.com/sites/forbestechcouncil/2020/03/17/the-counterfeit-problem-and-how-retailers-can-fight-back-in-2020/?sh=4d9ad5211f32
https://ec.europa.eu/commission/presscorner/detail/en/ip_25_1913

We develop a model with one platform and monopolistic sellers operating in independent
product markets. There are two seller groups. A continuum of “normal” sellers choose
an effort level that increases the chance of their product being of high quality. They do
not know their actual quality before their effort provision decision, so all normal sellers
exert the same level of effort which shifts their quality distribution in the sense of first-
order stochastic dominance. Examples of such effort include truthful disclosure, reliable
fulfillment, post-sale support, voluntary refunds and fast shipping; see Hui, Liu and Zhang
(2023). A mass of “bad” sellers provide products of zero quality, like benign knockoffs,
or negative quality, like harmful or defective goods, and they never exert effort. The
platform operates a binary certification that truthfully verifies realized quality against a
threshold: normal sellers earn the certificate if the realized quality is above the threshold.
Effort provision therefore increases the likelihood of obtaining the certificate for normal
sellers. Bad sellers never get the certificate as their quality is always below the cutoff.®
The timing is as follows. The platform first decides whether to host bad sellers and in
what number. Sellers and buyers observe the amount of bad sellers. Second, normal
sellers choose how much effort to invest in product quality (knowing only the distribution
of quality, but not actual quality draw). Third, quality certificates are awarded based on
quality realizations of normal sellers. Fourth, sellers see their certificate and set prices.
Finally, in each market buyers observe the price and the certification, and decide whether

to purchase. The platform collects an exogenous share of the resulting seller revenues.

In this setting, two information frictions interact: moral hazard in sellers’ effort and ad-
verse selection due to consumers’ inability to observe the true quality of products. Our
first result shows that the platform may optimally host a strictly positive number of bad
sellers, even when it can perfectly screen and exclude them at zero cost, if and only if
bad sellers’ product is of zero quality or is not too harmful. The mechanism is incentive-
based: more bad sellers raise normal sellers’ effort to avoid being pooled with low types.
However, bad sellers also depress the average quality on the platform and increase uncer-
tainty. Within the class of distributions satisfying the monotone likelihood ratio property
(MLRP)—a condition satisfied by many commonly used families, including the normal,
exponential, and logistic distributions, we identify conditions under which equilibrium
effort provision increases when a strictly positive mass of bad sellers is introduced on the

platform.

When the presence of bad sellers induces higher effort provision, a key sufficient statistic
for the platform’s decision is the quality of bad sellers. If bad sellers are harmless—for
example, benign knockoffs that do not harm buyers—the platform finds it optimal to host

a strictly positive mass of them. Admitting zero-quality sellers increases the effort exerted

6See Johnen and Ng (2023). We abstract from user ratings due to well-known biases; cf. Belleflamme
and Peitz (2020).



by normal sellers, and this effect dominates the resulting decline in average quality. In
this case, the platform continues to admit bad sellers until full separation between bad
and normal sellers is achieved, namely bad sellers and normal sellers do not share the
same quality certificate. By contrast, if bad sellers are harmful, the platform admits
them only when the quality gains induced by higher effort outweigh the loss in overall
quality caused by their presence. That is, the platform tolerates bad sellers only when

their quality is not too negative.

We then compare private and social objectives. A planner who can only control the mass
of bad sellers may also choose to host some bad sellers to induce higher effort by normal
sellers. On the other hand, the platform does not account for sellers’ effort costs and
sellers do not account for externalities on other sellers (created by their effort choices).
These together imply that the platform over-tolerates bad sellers relative to the social
optimum. Nevertheless, we show that tolerating a certain amount of bad sellers may be

socially desirable, namely when the change in quality due to effort is larger than its cost.

We also study the implications of different liability regimes and assess their performance
in closing the gap between the platform’s optimal amount of bad sellers and the socially
optimal one. We first show that introducing liability that compensates harmed consumers
weakens the effort response of normal sellers to bad sellers (as the cost of being pooled
with bad sellers decreases). Second, we show that liability affects welfare only through
correcting the effort provision distortion: it improves welfare when effort is excessive
(without liability) but reduces welfare when effort is already too low. Third, the incentive

of the platform to host bad sellers depends on who bears the liability cost.

Under platform liability—where the platform compensates harmed consumers—the plat-
form directly bears the cost of damages. This, combined with the fact that normal sellers’
effort no longer strongly respond to bad sellers, unequivocally reduces its incentive to tol-
erate bad sellers. Under seller liability (where individual bad sellers are responsible for
compensation) the platform does not pay directly and therefore responds only to changes
in trade quality and sellers’ effort incentives. When effort responses are weak, seller
liability can unintentionally strengthen the platform’s incentive to host bad sellers, as
the perceived harm to consumers is mitigated but incentives remain largely unchanged.
However, when effort responses are strong, seller liability reduces the strategic benefit of
hosting bad sellers and, like platform liability, it reduces the platform’s incentives to host
them. We also show that similar effects arise in the context of return and refund policies,

depending on who bears the compensation to consumers.

Finally, we show that in the absence of moral hazard and asymmetric information, plat-
form liability is not required. In this case, normal sellers are never pooled with bad sellers,

and their optimal effort level is therefore independent of the presence of bad sellers. Since



bad sellers do not affect sellers’ effort incentives, the platform never finds it optimal to
host them. Therefore, it is precisely the asymmetric information problem—when not
addressed by the platform (for example, because it is infeasible to provide a continuum
of certificates)—that induces the platform to host bad sellers in order to trigger an effort

response from normal sellers.

Section 2 reviews the related work, Section 3 presents the model. Section 4 analyzes the
equilibrium of the platform. Section 5 considers the problem of the social planner and
the social desirability of bad sellers. Section 6 discuss different policies that can align or
misalign private and social incentives. Section 7 presents several extensions. Section 8

concludes. All formal proofs are in the Appendix.

2 Related Literature

This paper contributes to multiple strands of research—on intermediation in the presence

of adverse selection and moral hazard, and on the governance of digital platforms.

Intermediaries with adverse selection and moral hazard: We relate to work where
both frictions arise in the presence of an intermediary (Biglaiser and Li, 2018; Nocke and
Strausz, 2023). Our contribution is to shift the focus from a reselling intermediary to a
marketplace intermediary that does not take title to goods and has imperfect control over
prices and quality (Hagiu and Wright, 2015, 2019). In this environment, the platform
governs quality with non-price instruments—a certification system—and, crucially, we
show how tolerating a limited mass of low-quality (“bad”) sellers can be part of an optimal

governance strategy that disciplines effort by independent sellers.

Platform rules and seller effort: Our question fits the broader literature on designing
e-commerce rules to induce quality (Klein and Leffler, 1981; Shapiro, 1983; MacLeod,
2007; Bar-Isaac, Tadelis et al., 2008). Prior work emphasizes reputation premia and ex
post monitoring. We add that, even when sellers operate in independent monopolistic
markets, a marketplace may rationally adopt lax entry controls to amplify effort incentives
via pooling, which is a distinct curation mechanism to manage on-platform competition

(Casner, 2020; Teh, 2022).

Certification and information disclosure: We contribute to the literature on ratings
and quality disclosure (see Dranove and Jin, 2010). In contrast to models of optimal
disclosure by intermediaries (Lizzeri, 1999; Vatter, 2022; Hopenhayn and Saeedi, 2023;
Shi, Srinivasan and Zhang, 2023; Saeedi and Shourideh, 2020; Hopenhayn and Saeedi,
2023, 2026), our baseline takes a binary rating system as given and asks how its imperfect
separation reshapes the platform’s entry policy: imperfect pooling can make hosting some

bad sellers incentive-compatible and welfare-improving in second best.



Empirical work on platform certification: Closest in spirit, Hui et al. (2023), Hui,
Liu and Zhang (2023) and Hui, Jin and Liu (2025) study how tightening or refining eBay’s
Top Rated Seller program shifts quality and conduct. We complement this evidence
theoretically by identifying a new margin of platform control: the strategic tolerance of
low-quality sellers. Our theoretical findings also relate to Hui et al. (2016), who show that
certification becomes less effective when consumers are insured against potential harm—
for example, through the eBay Buyer Protection program. In a similar vein, our analysis
demonstrates that introducing consumer compensation for harm caused by bad sellers

dampens normal sellers’ effort responses to the presence of such sellers on the platform.

Platform liability and bad actors: A growing literature studies when platforms should
be liable for harms arising from third-party misconduct (Hua and Spier, 2023; Zennyo,
2026a; De Chiara et al., 2023; Hua and Spier, 2025; Jeon, Lefouili and Madio, 2025;
Johnen, Luu and Somogyi, 2026; Zennyo, 2026b).” Hua and Spier (2025) show that the
firms have deep pockets and must pay in full for the harms they cause, then platform
liability is unwarranted. Holding the firms fully liable deters the harmful firms. Platform
liability is socially desirable when the firms are judgment proof and immune from liability.
Johnen, Luu and Somogyi (2026) study liability and platform incentives in the context of
deceptive counterfeits. In our work, we show that hosting bad sellers can also be efficient
from a social perspective because of the effort response by bad sellers, which is rooted in
moral-hazard incentives under imperfect certification. This is a key difference between
settings.® We compare different forms of compensation to users and different liability
schemes, showing that the introduction of platform liability can align private incentives
with social ones. However, other forms of liability (e.g., negligence-based platform liability
and seller liability) may unintentionally induce the platform to host more low-quality but

comparatively innocuous bad sellers.

Career concerns and team incentives: Finally, our mechanism echoes classic re-
sults whereby common uncertainty and relative performance induce effort (Holmstrom,
1982; Lazear and Rosen, 1981; Dewatripont, Jewitt and Tirole, 1999; Holmstrém, 1999).
Our contribution is to transplant this logic to marketplace governance: imperfect cer-
tification creates pooling risk that raises effort by normal sellers, but—unlike standard
career-concerns models—hosting bad sellers also lowers the mean quality and trade value,

generating a novel policy trade-off for platform design.

"For a law-and-economics treatment, see also Lefouili and Madio (2022); Spier and Van Loo (2025).
8In Hua and Spier (2025), the main friction is judgment-proofness of harmful firms. In ours, it is moral
hazard under imperfect certification.



3 Model Setup

We consider a platform intermediating trade between a representative consumer and
a continuum of monopolistic sellers, each operating in an independent market. The
consumer is willing to buy one unit from each market. The platform charges sellers a

percentage commission fee 7 € [0, 1] over sales revenues.

Sellers. There are two groups of sellers. A mass M > 1 of normal sellers choose an
effort level e which determines their product’s quality distribution: F (g |e) on [0,7].
Normal sellers do not know their quality before effort provision decisions. We assume
that its density function f(q | e) > 0 is twice-differentiable on R, and satisfies the
monotone likelihood ratio property (MLRP):

AN /
f(q|e>>f(q|6),foranyq/>q20and€/>6207 (MLRP)

flale)  flgle)

Therefore, F'(q|e) satisfies First-Order Stochastic Dominance (FOSD) in e: F, (gle) < 0

if ¢ < g and F, (gle) = 0. In other words, more effort makes low outcomes less likely and

high outcomes more likely.

We also assume that there are decreasing returns from effort provision: F. (¢qle) > 0
with the limit conditions: lim. ,oF. (¢/e) = —oco and that there exists a minimum effort

level €: lim._zF, (qle) = 0. Finally, we assume that there exists a threshold ¢ such that
felgle) 2 0= ¢Zq

There is a mass m > 0 of bad sellers, with quality ¢, < 0, and bad sellers never ex-
ert effort.” Bad sellers’ product is worse than any normal seller’s product and “harm”

consumers if ¢, < 0. The total size of the marketplace is M + m.

The platform operates a binary certification system that truthfully verifies a realized
quality against an exogenous threshold ¢ > 0. A seller receives a certificate if its product’s

realized quality (weakly) exceeds ¢; otherwise, it receives no certificate. That is,

1 ifg=>4q,
0 ifg<yq.
A bad seller has quality ¢, < 0, thus it never receives a certificate r = 1.

After certification outcomes are realized, each seller sets a price conditional on the cer-
tificate, p,. Production costs are normalized to zero, thus the gross profit of the seller

with certificate r is equal to p,.

9This is consistent with a microfoundation in which bad sellers’ technology is insufficient for them to
obtain a badge, implying that they never exert effort.



Consumer. In each market, the consumer does not observe product quality or seller
effort but observes the seller’s certificate r and price p,, and forms expectations about
its product quality. Let g. = E[g | ] denote the expected quality conditional on the
certificate. The expected utility from purchasing a product with certificate r and price p,
is E[U | r] = ¢¥ —p,. Throughout the analysis, we assume that buyers have passive beliefs.
This assumption rules out unreasonable Perfect Bayesian Equilibria (PBE). Without it,
when a buyer observes an off-equilibrium price, they could hold arbitrary beliefs about
the seller’s quality, since the seller’s actual type and effort are unobserved. For a given

rating r, a continuum of prices could then be sustained in equilibrium.!°

The platform. The platform earns an (exogenous) ad valorem commission on sellers’
revenues and decides the number of bad sellers, m, to host. Let b = p; — py denote the

bonus associated with certificate r = 1. The platform’s total profit is
II =m7po + M7 (po +bPr(q = G| €)),

where Pr(q > ¢ | e) is the probability that a seller obtains a certificate and receives the
bonus. A bad seller generates revenue of 7p, since it always receives r = 0 and sets price
po- Given the mass of bad sellers is m, their total revenue is m7py. A normal seller, with
a mass of M, generates expected revenue equal to 7pg + 7bPr(q > ¢ | €): A normal seller
always generates revenue of 7py for the platform and, if it obtains the certificate, which

occurs with probability Pr(¢ > ¢ | e), it also generates bonus revenue 7b .

Timing. The timing of interactions between the platform, sellers, and the consumer

unfolds as follows:
Stage 1. The platform chooses the amount of bad sellers to host, m.

Stage 2. Normal sellers observe m and choose their effort level e, which determines

the distribution of their quality ¢ according to the density function f(q | e).
Stage 3. Conditional on the realized quality, certificates are given.
Stage 4. Sellers set their price p, conditional on their certificate r € {0, 1}.

Stage 5. The consumer observes the platform’s choice of m, the presence or absence
of the certificate, and the product’s price. She then decides to purchase the product

in each market.

We solve for a Perfect Bayesian Equilibrium.

10Moreover, this assumption ensures that prices do not convey additional information beyond certifica-
tion, so that equilibrium pricing is pinned down by expected quality conditional on the certificate.



We assume that the platform’s profit is quasi-concave in m and provide sufficient condi-

tions for this in the Appendix.

4 Equilibrium Analysis

We begin our analysis by defining the expected qualities conditional on the certificate and
then solve the model. Throughout the analysis, we will also state under which assump-

tions the equilibrium effort and the platform’s problem are well-defined and unique.

Purchasing Decision and Pricing. In Stage 5, in a given market, after observing
whether the seller has the certificate » = 1, the consumer forms expectations about the

level of effort e and buys the good if and only if ¢Z(ef) > p,.

Recall that ¢ is the quality threshold above which a seller receives the certificate. Then,

the expected quality of a product conditional on r =1 is:

Jiafale)dg  [Taf(al]e”)dq
JifalePydg 1= F(@le”)

o =aq (") =Elg|r=1]= (1)

where 1 — F(qG | ef) = Pr(q > ¢ | e¥) is the probability that a normal seller receives the

certificate r = 1.

The expected quality of a product without the certificate (r = 0) is a weighted average
of the expected quality of bad sellers (with quality ¢,,) and that of normal sellers who do

not receive the certificate:

E._ BBy _ o M, M [ qf(q|e”)dg
0 -—qo(e)—E[Q\T’—O]—erMFmeE) merF(q’eE) (2)

The expected number of normal sellers who receive r = 0 is MF(q | e¥).

Anticipating the consumer’s demand, sellers in Stage 4 set their prices equal to the ex-
pected quality, that is, p, = ¢F for each certification status » = {0,1}. This is because
under the passive beliefs assumption, prices do not influence the consumer’s posterior
beliefs. These prices correspond to the equilibrium if the buyer bids her expected valua-
tion conditional on r. In what follows, we will focus on the economically relevant case in
which ¢ > 0.1t

UTf g& < 0, no consumer would buy a product with certificate 7 = 0. This requires that m - ¢, is not
too negative.



Expected bonus. Before turning to Stage 2, where normal sellers choose their effort, it
is useful to define the expected bonus from receiving the certificate, which is the difference

in prices if the firm has the certificate and if it does not:

bE . gE E_fof(CHeE)dQ_mqm%—Mquqf(q]eE)dq
T T T T TR B m + MF(G | ¢F)

(3)

which is increasing in m and concave in m, i.e.., 9?6 /Om? = —9%¢E Jom? < 0.

We first show the following.

Lemma 1 (Expected effort). A higher expected effort ef has an ambiguous effect on b¥

as both qF and qF are strictly increasing in e”.

The net effect of expected effort e” on the expected qualities depends on two counter-
acting effects. On one hand, higher expected effort raises the quality of all normal sellers,
thereby increasing both ¢F and ¢¥. On the other hand, higher effort moves some normal
sellers, those close to the threshold ¢, from » = 0 to r = 1, modifying the composition
of each group. This effect reduces ¢¥ (as the top-quality sellers within the » = 0 group
leave) and also reduce ¢ (as new sellers from the lower part of the distribution enter the

r =1 group).

We show that under the MLRP, both ¢F and ¢/’ increases in e”. Higher expected effort
shifts the quality distribution in the sense of first-order stochastic dominance, raising
expected quality both above and below the certification threshold ¢. We illustrate this
in Figure 1 with a normal distribution. The figure shows two normal distributions for
effort levels e = 0 (blue) and e = 1 (red), with means 3 and 3.5, assuming a mass with
density 0.2 at ¢ = ¢,, = 0, and ¢ = 3.Higher effort shifts the distribution to the right,
increasing the probability mass above the cut-off and reducing it below. This reflects the
MLRP, that is, higher outcomes become more likely with higher effort. Consequently, the
conditional mean above the cut-off is greater for e = 1. The presence of m > 0 (at ¢, = 0
in the example) bad sellers works as an anchor and does not affect how the distribution
of normal sellers changes with higher effort, that is the relevant MLRP comparisons are

within the normal sellers.

The change in the expected bonus depends on the relative rates of increase in ¢f and

g with respect to the expected effort: If ¢F increases faster than ¢, b¥ increases in e”.

Otherwise, b decreases in e”

10



1 T I
_ i i i i —— Effort e =0
04l - H ' |—Effort e=1 |
' i i N, |—— Cond. mean below ¢
y '\ |----Cond. mean above §
2 03 /! { ! -
R7) D !
g [ : \
5] 11 D
Q 02 [ 1 : 1 -
0.1} i i l
O | 1 1 | : \:
—1 0 2 q 4 6 8

Figure 1: Two normal densities for effort e = 0 (blue) and e = 1 (red), threshold § = 3
marked on the horizontal axis, a mass at ¢ = 0, and conditional means below
and above ¢ indicated by dashed lines, respectively for e = 0 (blue) and e = 1
(red). Shaded regions are blue for ¢ < ¢ and red for ¢ > q.

Effort Provision. FEach normal seller chooses e > 0 which results in its quality distri-
bution F (¢ | €).' Normal sellers always earn (1—7)g and earn the share of the expected
bonus, (1 — 7)bP if they receive r = 1. The seller profit is equal to its expected revenue

minus its effort cost:
m(e,b) = (1—7) (¢ +0"(1 = F(G|e))) —e.

Each normal seller chooses effort level e to maximize its expected profit while treating the
consumer’s expected effort level e¥ as given (exogenous). The seller’s effort is bounded:
e € [0,e] such that € is the minimum effort above which sellers are surely certified with
r=1,1e, F(¢|e)=0.

The first order condition gives the equilibrium effort level (since the seller profit is concave

in effort as F..(-) > 0 by assumption):
e = —(1—=7)0PF,(¢|e)—1=0. (4)

which determines the equilibrium effort provision of sellers as a function of the expected
bonus e(b¥). Starting from the FOC in equation (4) and applying the Implicit Function
Theorem (holding beliefs fixed) yields

de(b”) Fe(q|e)

W R e (5)

12T our setting, all normal sellers exert the same level of effort because they learn their realized quality
only after choosing effort. We discuss the case in which normal sellers know their type in Section B.2.

11



since F, < 0 and F,, > 0 by assumption, and b¥ > 0 by its definition (3). Thus, a larger
expected bonus b¥ induces more effort. The equilibrium effort condition (4) gives us an

increasing relationship between the expected bonus and effort level, see (5).

The bonus definition in (3) gives us another relationship between the bonus and expected
effort level. The equilibrium effort is the intersection of these equations where the con-
*

sumer’s expectation of effort is correct, e = e*. The equilibrium effort is therefore an

implicit function of the amount of bad sellers, e*(m).

The effect of m on equilibrium effort. We now establish the effect of hosting bad
sellers. Denoting by e* the equilibrium level of effort, by the Implicit Function Theorem

and using (4), we obtain:

oqf
de* om
dm F..(q|e*) ’ (6)

where b (e*) = 0b” /0e® evaluated at ef = e*.13

The numerator of (6) is negative, see (2). The denominator is negative if the slope of the

bonus (3) with respect to effort is smaller than the slope of the bonus function given by

Fee(d ] )
the FOO ), A= SiRG T

with expected effort, which is true when b(e*) is decreasing. Therefore, the equilibrium

5+ In other words, the bonus should not increase too fast

effort increases in m if this condition is satisfied.!* The following summarizes this result.

Lemma 2. The equilibrium level of effort e* increases in the amount of bad sellers m if

and only if

bE(e*) <

Figure 2 (a) and (b) illustrate the equilibrium effort level e* and bonus b(e*) for some
parameter values assuming an Exponential and Normal distribution of quality respec-
tively. In the figures the black curve illustrates the relationship between the bonus and
the effort level implied by (4) and the blue curve illustrates the relationship between the
bonus and the effort level implied by (3). The equilibrium effort is the intersection of

13See Appendix for technical details.

14We have de*/dm > 0 if and only if b.(e*) + I;f:(%jllj:)) b(e*) < 0, that is,

be(e*)e* Fee(q | €)e*
b(e*) Fe(q|e)

Given that F.. > 0, F, < 0 by assumption, the equilibrium effort e* increases in m if and only if the
bonus elasticity given by (3) is not too big.

= (") + ep(e”) < 0.

12



these black and blue curves, denoted by the red dot with the solid blue curve identifying
the case for m = 0 and the dashed blue curve identifying the case of m = 20. Therefore,
the condition reported in Lemma 2 holds because the black curve raises faster in m than
the blue curve. It is also important to note that in panel (b) there are two intersections.
However the first intersection between the blue and dark lines occurs on the downward

sloping part of the curve, which violates (5).

Exponential — m = {0,20} Normal Distribution — m = {0,20}
T T T T

bonus b
bonus b

L L L L L
0.2 0.4 0.6 0.8 1.0
efforte

efforte

(a) Example with exponential distribution (b) Example with normal distribution with

with F(gqle) =1 — exp{—X\(e)q}, where F(q|e) = q’(%(e)» where p(e) =
Ae) = A/(1 + Be). Parameters: 7 = to + ke. Parameters: 7 = 0.05, up = 0,
0.05, A =2 =05 ¢=07 M = k = 1.50, 0 = 0.50, ¢ = 0.70, M = 100,
100, ¢, = 0. qm = 0.

Figure 2: Comparison of equilibrium loci under (a) an exponential and (b) a normal
distribution of quality. Both cases satisfy MLRP, stability, and exhibit Z—:’; > 0.
The figure plots the locus of equilibrium from the first-order condition (black
curve) and the bonus definition (blue solid and dashed for m = 0 and m = 20,

respectively). The intersection corresponds to the equilibrium effort e*(m) and
bonus b*(m).

The platform’s problem. We now move to the first stage of the game and look at

the platform’s decision of the amount of bad sellers to host. The platform’s profit is
II(m,e*) =mmg) + TM [F(q|e") gy + (1 — F(q | €"))al] . (7)

where e* is the equilibrium effort chosen by sellers and is a function of the amount of bad

sellers, m.

Totally differentiating the profit with respect to m gives

dar o1 Ol de* 8)
dm  Om Oe dm. ’
~~~ ——

direct effect  strategic effect

where the direct effect captures the impact of changing m holding effort fixed, and the

strategic effect arises from sellers’ adjustment of effort. The latter is positive at m = 0

13



when conditions in Lemma 2 hold.

The direct effect

oIl o OqF

is the sum of transaction revenue the platform collects from one additional bad seller,
7q¥, minus the loss of revenue due to the reduction in the expected quality of non-certified

products, since dgt’ /Om < 0 where the non-certified products has a mass m+MF(q | e*).

At m = 0, we have the following result:

oIl

0m m=0

Oqt
=71qY + TMF(q§ | e*)_nO1:Tqm <0, (9)
since 9qF /Om = (qm — qF)/[MF (G| €*)] at m = 0 (by differentiating (2) with respect
to m and evaluating it at m = 0) and ¢,, < 0. Thus, when only the direct effect is
considered, the platform never has a strictly positive incentive to introduce bad sellers.

Moreover, this effect is zero when ¢, = 0 and strictly negative when ¢,, < 0.

Lemma 3 (Direct effect). In the absence of a strategic effect through sellers’ effort pro-

viston, the platform never has a strictly positive incentive to host bad sellers.

Let us turn now to the strategic effect, which is given by

8H de* B N % aq(;E R . aqlE R . . de*
Fedm =T | (T MEGI ) Zm+ MU= F(G] )50~ ME(G | e)ble) | .
effort—dri;gn change
(10)

Here, we focus solely on the strategic effect operating through changes in the equilibrium
effort level. The effort-driven change in profits depends on three main components. First
and second, both ¢F and ¢F increase in the equilibrium effort level (Lemma 1). Third,
there is an additional positive effect: the probability of a certificate » = 1 increases in
effort provision, that is, the likelihood that the platform captures a share of the bonus

increases.

At m = 0, after simplifications, we obtain

OIl de*(0) de*(0)
— =M
e dm 4 dm

/0 "of (q] €(0)) da,

where the integral captures the change in the mean quality of a normal seller with respect
to effort.
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If sellers’ effort decreases with bad sellers at m = 0, de*(0)/dm < 0, the platform does
not host harmful sellers. Therefore, a necessary condition for the existence of an interior
solution, m* > 0, is that de*(0)/dm > 0. In this case, the platform faces a trade-off
between the direct and the strategic effects. The former pushes the platform to avoid

bad sellers, whereas the latter incentivizes it to introduce them. Formally,

dll

dm m=0

de*(0) [
= m+ M . *(0))d 11
(s S0 s a1 ) an) (1)
which is strictly positive if and only if

O [t @)=

Gm + M

This characterization implies two possible cases. First, if g,, = 0, the direct effect of
admitting bad sellers is zero, while the strategic effect operating through sellers’ effort

is positive and decreasing in m, since e*(m) is concave.!®

In this case, the platform
always has an incentive to introduce bad sellers, as effort continues to increase with m.
The platform therefore expands the mass of bad sellers until e*(m) = €, that is where
full separation is achieved: all normal sellers receive certificate » = 1 and all bad sellers

receive r = 0, i.e., F(¢|e) = 0.1% Formally, define
m = inf{m >0 |e*(m) :é},

which denotes the smallest mass of bad sellers such that all normal sellers receive a

certificate r = 1 and e*(m) =e.

Second, if ¢, < 0, the platform trades off the negative direct effect of hosting bad sellers
against the positive strategic effect arising from higher effort. In this case, the optimal
mass of bad sellers m* is implicitly determined by
de*(m*) [7 .
—_— . * dqg = 0.

2 [Castal ) da

0

qm + M

We conclude the following.

Proposition 1 (Platform’s incentives). A necessary condition for the platform to tolerate
bad seller and choose m* > 0 is that the effort response to bad sellers is strictly positive

at m = 0. The platform’s optimal policy is as follows.

15We impose a standard regularity condition: equilibrium effort is concave in the mass of low-quality
sellers. This ensures that platform profits are concave in m, yielding a unique optimum. Thus, for an
interior equilibrium to exist, we impose that e*(m) is continuous, non-decreasing and concave in m
on [0,7]. All comparative statics and welfare results then follow globally from local incentive effects.
16This implies that II is increasing in m for any m < /i and flat otherwise.
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(1) If bad sellers are harmless (¢, = 0), the platform always tolerates a positive mea-

sure, i.e., m* = m, reaching full separation of bad sellers from normal sellers.

(i1) If bad sellers are harmful (¢, < 0), the platform tolerates them iff their harm is

relatively small:

| [fastal e >
dm lm=o J, q Je\q q Am |-
and m* solves: (m*) [T
de*(m*
m+ M——— . *(m*))dq = 0.
n+ M Vo) ) d

Otherwise, the platform blocks them and m* = 0.

The above proposition implies that when bad sellers are harmless, the strategic effect
dominates and the platform always tolerates some of them. When they are harmful,
the platform still tolerates them if the effort-induced quality gains among normal sellers
outweigh the direct harm they cause. In both cases, since the platform does not directly
control sellers’ effort, it uses bad sellers to discipline normal sellers and increase effort

provision.

5 Welfare

In this section, we analyze a social planner’s problem if it can control only the number
of bad sellers. Recall that in our baseline model with a representative buyer, sellers are

able to extract the entire buyer surplus.'”

Because buyer surplus is neutral to the platform’s decisions, we define total welfare,
W(m,e*(m)), for any given m, as the sum of the platform’s profit and the sellers’ sur-

plus:!8

W(m,e*(m)) =I(m,e*(m)) + {\/[W(m‘,,e*(m)l +m(l—7) q& (m, e’(m)) . (12)

~
Normal sellers’ surplus Bad sellers’ surplus

1"Note that in the baseline model, the buyer’s willingness to pay can serve as an important measure when
evaluating the impact of introducing bad sellers from the buyer’s perspective. It is straightforward to
verify that the platform’s decision on m* also maximizes the buyer’s willingness to pay. This is because
the platform captures a fraction 7 of the sellers’ revenues, which, in equilibrium, corresponds directly
to the buyer’s willingness to pay. Moreover, our results and the main mechanism hold qualitatively
if buyers were distributed according to a match value and their participation to the platform were
elastic.

18We focus on a utilitarian notion of welfare. An alternative measure would be to exclude from the welfare
definition the revenues earned by bad sellers. Excluding these revenues would not qualitatively affect
our analysis but would (i) mechanically amplify the misalignment between the platform and the
social planner and (ii) reduce the parameter range for which the social planner might find it socially
desirable to allow bad sellers.
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In the Appendix, we show that, substituting (A-8) into (12), this is equivalent to

I1

Wi(m,e*) = — — M e* )
(m, e”) - <L (13)
S~~~ Non-internalized effort cost

Platform’s incentive at m = 0

This decomposition highlights the social trade-off: the platform may have a positive
incentive to tolerate bad sellers, but it does not internalize the effort cost borne by

normal sellers.

Differentiating (13) with respect to m and evaluating at m = 0 yields:

ow 1011 de*
. _ -z - M
omlm=0 70mlm=0 dm m=0
de*(0) 7 (14)
ZQm_MW [1—/0 Qfe(q | € (0))dq .

Bad sellers affect welfare through two distinct channels. First, they directly reduce ex-
pected product quality, an effect captured by ¢,, < 0. Second, their presence alters the
equilibrium effort choice of normal sellers, thereby affecting both certified and uncertified

product quality through effort provision (Lemma 2).

The platform partially internalizes these effects through its profit but fails to internalize
the social cost of increased effort borne by normal sellers. As a result, the platform’s

private incentives generally diverge from those of a social planner.

We now state the welfare condition for tolerating bad sellers, whereby we denote m** the

socially desirable amount of bad sellers.

Proposition 2 (Welfare). A sufficient condition for a block of all bad sellers (m™ =0)

to be the welfare-mazximizing policy is that

1> / "gf (q] €*(0)) dg,

If bad sellers are harmless (¢, = 0), the above condition is a necessary and sufficient

condition.

When bad sellers are harmless (g, = 0), a necessary and sufficient condition for block-
ing all bad sellers to be welfare-maximizing is 1 > foq q fe(q | €(0)) dg. This condition
compares the marginal social return to effort with its marginal cost. The right-hand side
represents the marginal increase in expected quality generated by a unit increase in effort

across all normal sellers, while the left-hand side equals the unit marginal cost of effort.

When the marginal increase in expected quality is smaller than one, additional effort

is socially inefficient: the welfare loss from higher effort provision outweighs the quality
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gains it generates. In this case, tolerating bad sellers would only induce excessive effort
and reduce total welfare, so the welfare-maximizing policy is to block all bad sellers
(m** =0).

Conversely, when the marginal quality gain exceeds its cost, the quality improvements
induced by higher effort dominate the effort cost. In this case, the social planner may
find it optimal to tolerate a positive measure of bad sellers, provided they are sufficiently
harmless. When bad sellers are harmful (g,, < 0), the socially optimal policy depends on
the relative magnitude of the induced effort response and the direct harm caused by bad

sellers.

We can also compare the incentives of the platform and the social planner at the privately
optimal m*. From (13), differentiating welfare with respect to m and evaluating at the

platform’s optimal choice m = m* yields

dW dll 1 de*(m*)

— =—(-)—-M—~ 0.

dm lm=m* dm(T) dm < (15)
N——

=0

The first term vanishes (by the envelope theorem) because m* maximizes the platform’s
profit. The second term is strictly negative whenever the equilibrium effort response to
bad sellers is positive. This reflects the fact that the platform does not internalize the
effort cost borne by normal sellers. As a consequence, the platform tolerates a larger

mass of bad sellers than is socially optimal. We therefore conclude the following.

Proposition 3 (Private vs. social incentives). The platform over-tolerates bad sellers

relative to the socially desirable level.

Proposition 3 implies, in particular, that the platform may optimally host bad sellers even
when, from a social perspective, the welfare-maximizing policy would prefer an outright
ban to bad sellers. This misalignment between private and social incentives creates
scope for regulatory or policy interventions—such as liability schemes—that restrict the
platform’s tolerance for bad sellers and bring the equilibrium allocation closer to the

social optimum.

6 Policy

In this section we discuss three main types of policies that can be implemented. First,
we consider a situation that is as if there were an outright ban on harmful products (i.e.,
those with ¢, < 0). Second, we consider the introduction of platform-seller liability,

under which consumers receive compensation when harmed. Finally, we consider the
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case in which regulation induces generous return policies, so that ex post consumers who

discover that a product is harmful can return it with some probability.

In all cases, regulation reduces normal sellers’ responsiveness to the presence of bad sellers.
However, the platform’s ex ante incentives depend on whether it bears the compensation
costs directly and on the trade-off between reduced ex-post harm and reduced sellers’

effort response.

6.1 Banning harmful sellers

Suppose policymakers can enforce a policy under which ¢,, < 0 is prohibited. For instance,
they might impose a fine on the platform whenever such sales are detected. This is
equivalent to introducing a regime of negligence-based liability, under which the platform
loses its safe harbor protection if it fails to comply.! We also consider the case in
which harmless bad sellers cannot be prohibited, since they do not cause any damage to

consumers.

Our goal is to characterize how banning harmful products affects the platform’s ability to
induce effort provision by normal sellers while hosting a positive measure of bad sellers.
By continuity in ¢,,, it is sufficient to study how changes in ¢, affect the marginal gains
from bad sellers at m = 0. We focus on the interesting case where de*(0)/dm is positive

(see Lemma 2)?. Formally,

1

9 (de*(0) MFGe(0)
dq ( dm ) " bo(e(0)) — o Leeldle ) <0, (16)
" e\€ Fe(@le* (OP(1—7)

where the denominator is negative, and the numerator is positive.?!

19See, e.g., Jeon, Lefouili and Madio (2025) for an analysis of a negligence-based liability regime for
platforms. The authors show that, in the context of IP infringement, negligence-based platform
liability increases total welfare relative to strict liability (for certain parameter ranges).
20This is because, if this condition is violated, the platform never introduces bad sellers.
21Recall that
% dm — QOE

om :m+MF((j|eE) <0

. Thus,

Paf _  MF(q|e(m)
Omog,  [m+MF(q]| e (m))]?

>0,

which at m = 0 is equal to 1/(MF(G | €*(0))). In (16) we use the fact that

82 qéa

9 (de* (0)) _ om 0qm
= N Fee(dle*)
Oqm \ dm be(e*) — W
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Intuitively, increasing ¢, (reducing the harm caused by bad sellers) lowers the marginal
benefit of tolerating a positive mass of such sellers. We can therefore state the following

result.

Lemma 4. Reducing the harm of bad sellers strictly reduces the marginal effort response

of normal sellers.

The intuition is straightforward. When bad sellers are more harmful (i.e., when ¢, is
lower), even a small mass m (i.e., close to m = 0) reduces the quality of the r = 0 pool
more sharply. Holding effort fixed, this widens the quality gap b = ¢F — ¢f, thereby
strengthening normal sellers’ incentives to exert effort. By contrast, when bad sellers are
less harmful (higher g,,), their presence imposes a weaker negative externality on normal
sellers sharing the same certificate. As a result, the quality gap narrows and incentives to
separate by exerting effort are reduced. In the limit case in which harmful bad sellers are
banned—for instance, under a negligence-based liability regime for which the platform
finds it optimal to comply—the disciplining effect of bad sellers on normal sellers’ effort

is therefore attenuated.

This mechanism generates ex ante incentives for the platform when deciding whether to
tolerate bad sellers. Importantly, because equilibrium effort and payoffs are continuous
in g, and the relevant comparative statics are monotone, assessing the impact of banning
harmful sellers reduces to studying how marginal changes in ¢, affect incentives at m = 0.
In particular, it is sufficient to examine the sign of the derivative of equilibrium effort
with respect to the mass of bad sellers, evaluated at zero mass, and how this derivative

varies with ¢,,.

To determine whether banning harmful sellers increases or decreases the platform’s opti-
mal tolerance of bad sellers, we therefore analyze how the platform’s first-order condition
at m = 0 changes with ¢,,. The trade-off is immediate. On the one hand, making bad
sellers less harmful lowers their direct cost. On the other hand, it weakens their role in
disciplining normal sellers by inducing higher effort. Whether banning harmful sellers
ultimately leads the platform to host more or fewer bad sellers depends on which of these

forces dominates.

To facilitate the exposition and the comparison of this analysis with the ones in the

subsequent sections, let define

o /Oqfe(QIe*)dq
R T P S IV R "
) =R P

the strength of the feedback between sellers’ effort incentives and expected quality.
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Recall that by (11) we have

dll de* [9
at_ M * .
=T (qm+ dm/q qfe(qle )dq>

We are interested in whether reducing the harm caused by bad sellers expands the set of

parameters under which the platform finds it optimal to rely on them. As shown in the
Appendix,

0 dll

— (== =71+ K 18
OGm (dm)‘mzo 7(1+ ), (18)
which captures how the platform’s marginal benefit from tolerating a small mass of bad

sellers varies with their harmfulness.

Two opposing forces determine the sign of this expression. The first is a direct effect,
captured by the term “1”. Making bad sellers less harmful (increasing g,,) directly raises
the platform’s payoff from hosting them, as their presence deteriorates product quality
less. This effect is unambiguously positive. The second is a strategic effect, summarized
by K < 0, which operates through sellers’ effort incentives.?> When bad sellers become
less harmful, the bonus decreases, and so normal sellers’ effort responds less to the changes

in the mass of bad sellers, reducing the strategic benefit of hosting them (by Lemma 4).

We state the following proposition.

Proposition 4 (Banning bad sellers). Under a negligence-based liability regime that forces
the platform to remove harmful sellers, the effect on its incentives to host harmless bad

sellers is as follows:

(i) If K > —1, the platform’s incentive to host harmless bad sellers increases after

harmful sellers are removed.

(i1) If K < —1, the platform’s incentive to host harmless bad sellers decreases following

the removal of harmful sellers.

The intuitions is as follows. If the direct quality-improvement effect dominates: the plat-
form’s incentive to tolerate bad sellers rises as harm falls. Conversely, when K < —1,
changes in the composition of the market substantially alter effort incentives, so the loss
of the disciplinary role of harmful sellers dominates. In this case, the platform’s incentive
to host bad sellers decreases as harm is reduced. Thus, paradoxically, eliminating harm-
ful sellers may enlarge the region of parameters where the platform optimally tolerates

harmless bad sellers (with g, = 0) to sustain effort incentives of normal sellers.

22The magnitude of this negative strategic effect is larger when (i) effort has a strong impact on expected
quality, as measured by [/ qf.(q | €*)dg, and/or (ii) obtaining r = 1 is more likely, i.e., F(q | €*) is
small.
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6.2 Platform-seller liability with compensation to consumers

In this section, we distinguish two forms of compensation that can arise with seller or
platform liability. We assume in this case that a buyer who purchases from a bad seller
suffers harm ¢,, < 0. Thus, we rule out the case in which bad sellers are harmless.

Moreover, we also rule out the case in which bad sellers can exert effort to escape liability.

Under compensation, the buyer receives o < |g,,| per bad-seller purchase. In order to
understand how sellers’ effort changes with bad sellers and its welfare implications, who
bears liability only determines transfers. Hence for effort and welfare at m = 0, only o

matters, not whether the platform or the seller pays it.

Moreover, it is worth noting that normal sellers’ effort incentives depend on the total
expected marginal return from trade, so that shifting who pays compensation affects

only transfers and not effort incentives.

Let

m
0 By =

(m. %) = AT F(G ] )
denote the share of bad sellers among uncertified suppliers when o = 0.

The model unfolds as in the baseline setting. Thus, under passive beliefs, prices equal
expected utility. Thus, p; = ¢F and py = ¢F + 0(m,e”)o, so the expected bonus is
bE = qF —qF'—0(m, e)o. Each normal seller’s FOC remains unchanged, as the seller takes

bE and py. Let e*(m) denote the equilibrium effort with correct beliefs, i.e., ef = e*(m).

The effect of compensation on effort is identical across the two liability regimes. We
first characterize how the effort response of normal sellers (which are not subject to
liability costs since providing strictly positive quality products) change with bad sellers
in the presence of harm and compensation. Again we focus on the interesting case where
de*(0)/dm > 0, else there is no incentive for the platform to have a strictly positive
amount of bad sellers. 23 Formally,
det| Gn — o (") + o -0, (19)
MEG )b -

dm m=0

which is positive (as in the baseline model) because the denominator is negative, and

Gm + 0 < & given that o < |q,|. Notably, since o > 0, comparing (19) with the baseline

ZNote that in (19) we use the fact that

95| _am—ag(e*(0) +o
Om lm=o —  MF(q] e~(0))

and, once again, focus on the case in which ¢& > 0.

22



case (0 = 0) shows that the former is smaller in magnitude. In other words, de*(0)/dm
is strictly decreasing in o: relative to the baseline without compensation, introducing
liability (regardless of whether this is to sellers or the platform) reduces the marginal

effort response.

When either the platform or the sellers compensate buyers by ¢ > 0, uncertified products
become more attractive in expectation, since py = ¢ + 6o. This lowers the expected
bonus and consequently weakens the incentive of normal sellers to exert effort. Therefore,
equilibrium effort reacts less strongly to the introduction of a small mass of bad sellers
when compensation is present than in the baseline case without liability. We summarize

this result as follows.

Lemma 5 (Effort response with liability). Relative to the baseline (o = 0), introducing
either platform or seller liability strictly reduces the marginal effort response of normal

sellers.

The above lemma shows that the magnitude of harm and the presence of bad sellers
are strategic substitutes in shaping sellers’ effort responses. This result is reminiscent
of the empirical evidence in Hui et al. (2016), who show that the introduction of third-
party—enforced guarantees reduces sellers’ incentives to invest in reputation. In their
setting, guarantees that ensure all sellers can be trusted reduces the private value gener-
ated through reputational investment. In our context, consumer compensation similarly
compresses the bonus associated with » = 1 and therefore weakens sellers’ incentives to

exert effort in order to avoid being pooled with bad sellers.

We now discuss the welfare effects of imposing liability. Because compensation o > 0
is a pure transfer that buyers anticipate and sellers fully price in—so that py = ¢& +
fo—expected consumer surplus remains zero. Consequently, liability affects welfare only
indirectly, through its impact on equilibrium effort. As shown in Lemma 5, compensation
weakens sellers’ effort incentives. Therefore, regardless of whether compensation is paid
by sellers or by the platform, the welfare implications are driven solely by the induced

change in effort.

To characterize this effect, consider equation (A-10) from the baseline model and differ-

entiate it with respect to o at m = 0. Formally,

d (dW B d ([ de*(0) g x
2y mzo_—]\/[aa( - )[1 _ / MACIERC) dq]-
R (—/+)

The sign of this expression depends on the term in square brackets, which captures the

social return to effort relative to its unit cost. Two cases arise.
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If foqq fe(q | €*(0)) dg < 1, the marginal contribution of effort to expected quality is be-
low its marginal cost. In this case, effort is socially excessive. As shown in Proposition 2,
blocking bad sellers in this case is welfare improving. Introducing compensation through

liability further increases welfare locally by reducing excessive effort.

By contrast, if foq q fe(q] e*(0)) dg > 1 the marginal return to effort exceeds its cost,
so effort is socially insufficient. In this case, introducing compensation through liability

reduces welfare locally by further weakening already insufficient effort incentives.

We summarize these welfare implications in the following proposition.

Proposition 5 (Welfare effects of liability). Suppose compensation o > 0 is introduced

under either platform or seller liability.

q
(1) ]f/ q fe(q | €*(0))dg < 1, liability increases total welfare locally.
0
q
(i1) [f/ q fe(q| e*(0))dg > 1, liability reduces welfare locally.
0

If effort provision is already excessive from a social standpoint—i.e., the marginal return
of effort foq qfe(q | €(0)) dq is below its unit cost—then liability that lowers effort improves
welfare. Conversely, if effort generates large gains in expected quality, dampening it is
harmful. Therefore, liability enhances welfare only when it corrects an over-provision of

effort and is welfare-reducing when it discourages productive effort.

In the welfare analysis above, we have abstracted from the platform’s incentives to host
bad sellers under different liability regimes. This simplification is without loss of general-
ity for welfare evaluation. The compensation o constitutes a pure transfer between agents
and therefore has no first-order welfare effect. The platform’s reaction—its marginal in-
centive to introduce bad sellers—matters only insofar as it affects equilibrium effort e*,
which already enters the welfare derivative in Proposition 5. Since we are not solving for
the optimal measure of bad sellers m*, but rather for the local welfare effect of liability
through effort provision, the platform’s decision at m = 0 is not directly relevant for
welfare. Nevertheless, it matters for understanding under which conditions the platform

and the social incentives are aligned.

We analyze two regimes and observe which now works better in tackling platform’s in-

centives to host bad sellers:
o Platform liability: 0 = op is paid by the platform.

o Seller liability: o = og is paid by bad sellers.
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6.2.1 Platform liability

Under platform liability (where with a slight abuse of notation we use the superscript
'P?), the platform compensates consumers by paying o = op for each purchase of a bad

seller’s product.

We now look at the total profit of the platform is

I (m, e*) = T[mpo + M (po + 0" (1 — F(q | e*))] —mop. (20)

Totally differentiating (20) with respect to m and evaluating at m = 0 yields the plat-

form’s marginal incentive to introduce bad sellers:

dirr
dm

= T[Qm+UP+ (Qm —qu+UP)K] —0op,

m=0
where K < 0, as already defined in (17).%4

The first term inside the brackets corresponds to the direct effect of adding bad sellers,
which now accounts for the expected net harm (g, + op) < 0; the second captures the
strategic effect, operating through the endogenous response of sellers’ effort. Relative to
the baseline model without compensation, three differences arise. First, the compensa-
tion payment mitigates the (negative) direct effect of hosting bad sellers by offsetting
part of their harm. Second, the strategic effect is smaller because normal sellers exert
less effort when compensation makes uncertified products more attractive. Finally, the
platform bears the additional compensation cost op, further reducing its overall incentive

to tolerate bad sellers.

Differentiating (6.2.1) with respect to op yields:

i(@) —r1+K)—1 < 0,

dop \ dm

m=0

since 0 < 7 < 1 and K < 0, as already defined in (17), we have 7(1 + K) < 7 < 1.

Therefore, the incentive to host bad sellers declines monotonically in op.

Proposition 6 (Platform liability). Under platform liability, the incentive to tolerate bad

sellers s smaller than under no liability.

24Note that we can rewrite (11) in the baseline model with no liability as

dll

| = (an+ (@n —aD)E).
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Proposition 6 implies that platform liability strictly reduces the platform’s marginal
incentive to host bad sellers at m = 0 relative to the no-liability benchmark. This

also implies that whenever it is socially desirable to block bad sellers, that is, when
q

qfe(q|e*) dg < 1 (marginal return of effort below its unit cost), introducing plat-

0
form liability changes platform’s incentives in a way that turns out being socially desir-

able.

This result differs from Hua and Spier (2025), as in their paper platform liability is needed
to deter judgment-proof harmful firms; here, liability is also used to correct the platform’s

strategic use of bad sellers as an incentive device.

6.2.2 Seller liability

Under seller liability, each bad seller compensates consumers directly by paying og for
each harmful purchase. The platform itself does not bear this monetary cost but is still
affected through changes in market expectations and effort incentives. Hence, its profit

function becomes:
I (m, %) =7 [mpo + M (po + b7(1 = F(q | )] (21)

where, as before, py = ¢’ +0(m, e*)og, b¥ = ¢ — ¢’ —0(m, e*)os, Differentiating it with

respect to m at m = 0 yields

ans

o :T[qm+05+(qm—qf(e*)+ag)K}

m=0

using K < 0 asin (17). The expression has the same structure as under platform liability,
except that the platform does not bear the direct payout cp. We note that comparing
the FOC of the platform’s problem with seller liability with the one with no liability (see
footnote (24)), we have the following

d1ts
dm

dlIl
dm

=705 (1 + K).

m=0 m=0

which can be either positive or negative depending on K. If K > —1, the above difference
is positive. Thus, seller liability strengthens the platform’s marginal incentive relative to
the baseline model of no platform liability. On the other hand, if K < —1, the difference
is negative and seller liability weakens incentives to host bad sellers relative to the case

of no liability.

Proposition 7 (Seller liability). Under seller liability, the incentive to tolerate bad sellers
is higher than under no liability if 1 + K > 0 (i.e., K > —1), and lower if K < —1.
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When K is small in magnitude, sellers’ effort responds only weakly to the presence of
bad sellers. Introducing seller liability (og > 0) slightly increases the platform’s incentive
to host them, since buyers’ compensation softens the perceived harm while the platform
itself bears no cost. Even though liability dampens the strategic effect—by reducing the
incentive of normal sellers to exert effort—the direct cost of tolerating bad sellers is also
mitigated by compensation. Consequently, when sellers’ effort is relatively insensitive to
market composition, the platform may find it optimal to tolerate a larger number of bad

sellers.

In contrast, when K is strongly negative, effort and expected quality are tightly linked:
even a small change in market composition substantially alters sellers’ incentives to exert
effort. In this case, seller liability markedly weakens the strategic benefit of hosting bad
sellers, while the direct effect remains unchanged. As a result, seller liability reduces the

platform’s incentive to accommodate bad sellers relative to the baseline.

It is important to note that these results are identical to those in Proposition 4 since also
in this case what matters for the decision to shifts from harmful products to harmless

products is the value of K.

Implications. Both liability regimes make products with certificate » = 0 more attrac-
tive in expectation, thereby reducing the expected bonus b”. This compresses incentives
and weakens the effort response of normal sellers (i.e., it reduces the magnitude of the

strategic term).

The key difference is who bears the compensation cost. Under seller liability, the platform
does not incur a cash outflow; its marginal incentive shifts by 7og(1+ K). When K > —1,
this shift is positive: although the strategic channel is weaker, the absence of a payout
means that the platform’s net incentive to host bad sellers can be higher than under no
liability. When K < —1, the strategic damping dominates and the platform’s incentive
falls below the no-liability benchmark.

By contrast, under platform liability the platform both loses strategic force and pays op
per harmful transaction. As a result, platform liability always reduces the platform’s

incentive to host bad sellers relative to the baseline setting.

In sum, seller liability has an ambiguous effect on the platform’s incentives, whereas plat-
form liability unambiguously reduces them. Therefore, whenever it is socially desirable
to block bad sellers, platform liability always reduces the misalignment between private

and social incentives.
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7 Extensions

In this section, we briefly discuss some extensions of our main analysis. We relegate

technical details to the Online Appendix.

7.1 Information Disclosure

Most online marketplaces adopt coarse rating or certification systems that only imper-
fectly reveal product quality. A widely used standard is a 5-star rating scale (e.g., Ama-
zon and eBay), while a few platforms adopt a 10-point scale (e.g., the Internet Movie
Database, IMDb).?5 Our analysis shows that this imperfect disclosure is not innocuous:
it is precisely the partial pooling between normal and bad sellers that gives the platform
an incentive to tolerate bad sellers in order to raise effort by normal sellers. If the plat-
form were able to provide full information disclosure, no bad sellers would be hosted to

the platform.

In this subsection we contrast our baseline environment with two polar cases. First, we
consider the case in which the platform does not disclose any information about product
quality to buyers. Second, we consider the opposite limit in which the certification
technology becomes infinitely fine and thus fully reveals product quality, so that each

product is perfectly identifiable.

No information disclosure. Suppose the platform does not disclose any information
about product or seller quality beyond the observable number of listed items M and the
number of bad sellers m. Buyers must then base their beliefs solely on the aggregate

composition of the marketplace. The expected quality is

q" = Mim[qmvaM/oqqf(QIeE)dQ]. (22)

As in the baseline model, in the third stage of the game the price of each good equals the

buyer’s expected quality. Hence, the profit of a normal seller is
m(e) =(1-7)¢" —e,

where 7 is the platform’s commission rate. Because all normal sellers are pooled with

bad sellers in the buyers’ beliefs, an individual normal seller cannot improve her relative

2°Hui, Liu and Zhang (2023) empirically study the introduction of a three-tier certification structure
on eBay and show that some established sellers reduced effort in response, as obtaining the mid-tier
certification was less costly than the new top-tier certification.
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position by increasing effort: the expected quality ¢ is independent of her own e. Thus,
a normal seller chooses e* = 0, mirroring the behavior of bad sellers. Anticipating this,
it is straightforward that the platform would not host any bad seller, i.e., the strategic

effect in (8) is zero.

Full information disclosure. Suppose the platform can rely on a continuum of cer-
tificates such that each seller’s realized product quality is perfectly disclosed. In this case,
each seller is uniquely identified by her realized quality ¢, and can set a price equal to

that quality. The expected profit of a normal seller exerting effort e is

W(e)z(l—f)/oqqf(qlddq—a

where the integral corresponds to the expected product quality conditional on effort e.

Under standard assumptions on f(q | e) (in particular, that higher effort shifts the distri-
bution toward higher quality so that 8 [ ¢f(q | €) dg/de > 0 at e = 0), the optimal effort
level e* is strictly positive. Crucially, because normal sellers can now fully appropriate
the marginal quality they generate, e* is independent of m: no normal seller is pooled
with a bad one, and exerting effort does not influence the probability of being mistaken

for a bad seller.

The expected profit of the platform in this full-disclosure environment is

[I(m,e) = T[qmm+M/0qqf(q | e) dq]

Since effort is independent on m, it follows that the platform never has a strictly positive
incentive to host bad seller, i.e., the strategic effect in (8) is zero. Thus, in the full-
disclosure limit with a continuum of certificates, the platform has no incentive to introduce
or tolerate bad sellers. The effort-provision mechanism that operates in the baseline
model, where effort affects the likelihood of being pooled with bad sellers, disappears

once product quality is perfectly disclosed.

7.2 Refund & Return Policies

This section can be read as the “returns-and-refunds” analogue of the earlier liabil-
ity /compensation analysis. Technical details are provided in Appendix B.1. Formally,
allowing a buyer to discover harm with probability p and obtain a full refund is equiv-
alent (in reduced form) to introducing transaction-contingent compensation that offsets

expected harm. Relative to the baseline without refunds, increasing p raises the ex ante
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value of buying from bad sellers, since their expected quality becomes (1 — p)g,, and is
therefore less negative. This directly shrinks the gap between certified and uncertified
outcomes—the same object that, in the previous sections, drives normal sellers’ incen-
tives to exert effort in order to avoid pooling with bad sellers. As a result, the marginal
“disciplining” effect of bad sellers on normal sellers’ effort is weaker when refunds are

more generous (as in Lemma 4).26

Also in this case, the parameter K plays the critical role as before. Under seller-funded
refunds, the platform’s marginal incentive to tolerate bad sellers decomposes into (i) a
direct effect—returns mitigate expected harm and thereby reduce the immediate loss in
average quality from admitting bad sellers as p increases—and (ii) a strategic effect—
returns also weaken normal sellers’ marginal effort response, reducing the platform’s
ability to use bad sellers as a device to discipline normal sellers. Thus, the main results
are alike those in Proposition 7: when |K| is small (i.e., K > —1), the direct harm-
mitigation channel dominates and a higher p increases the platform’s willingness to host
bad sellers; when | K| is large (i.e.,, K < —1), the loss of the disciplining channel dominates

and a higher p reduces the platform’s willingness to host them.

In contrast, if refunds are platform-funded, the logic parallels the platform-liability case:
the platform both faces weaker effort responses and bears refund costs directly, so in-

creasing p unambiguously lowers its incentive to keep bad sellers (as in Proposition 6).

7.3 Sellers know their type

This extension considers the case in which each normal seller privately observes its realized
quality draw ¢ prior to choosing effort (see Appendix B.2 for details). Relative to the
baseline, incentives operate on the extensive margin: only intermediate types exert effort
(e = ¢ — q) to certify, while sellers with ¢ > ¢ do not exert effort (since they already

receive the certificate) and sufficiently low types do not invest.

An increase in the mass of bad sellers m worsens expected quality in the uncertified
pool,and thereby lower the cutoff 8, so that a larger set of normal sellers exerts effort and

certifies (under conditions analogous to Lemma 1).

This also implies that the platform faces the same trade-off between the direct and strate-
gic effect as in the baseline model: bad sellers reduce quality directly, but may increase
commission revenues indirectly by inducing more sellers to exert effort. In turn, the

trade-off is resolved by the platform and it finds it optimal to tolerates harmful bad

26Insurance against harm compresses the certification bonus, so equilibrium effort reacts less to a
marginal increase in the mass of bad sellers.

30



sellers if and only if this induced certification gain dominates the direct harm, implying

qualitatively similar conclusions to the baseline.

8 Conclusions

We develop a model of platform curation with both adverse selection and moral hazard,
showing that a revenue-maximizing marketplace may optimally tolerate a positive mass of
low-quality sellers it could otherwise exclude at no cost. The core mechanism is incentive-
based: because certification determines access to a price premium, the increased risk of
being pooled with bad sellers strengthens normal sellers’” incentives to exert effort in order
to secure the certificate. The platform therefore trades off the direct negative effect of
bad sellers—lower expected quality and, when products are harmful, direct damage to
buyers—against the indirect benefit of higher effort and improved quality among normal
sellers. When bad sellers are harmless, this strategic effect alone implies that the privately
optimal policy always involves a positive measure of bad sellers; when they are harmful,
the platform tolerates them if and only if the effort-induced quality gains dominate the

direct harm they cause.

A social planner may also wish to host some bad sellers, but because the platform does not
internalize effort costs and sellers do not internalize the belief externalities their effort
choices generate, the platform systematically over-tolerates low quality relative to the

welfare-maximizing policy.

We use this framework to study different policy schemes that compensate consumers for
ex-post harm. First, negligence-based duties or outright bans on harmful sellers reduce
direct harm but also attenuate the disciplining role of bad sellers on normal sellers’ effort;
depending on how strongly effort responds to market composition, such bans can either

reinforce or partially undo the incentive benefits of tolerating innocuous bad sellers.

Second, ex post compensation through liability or generous return policies insures buyers
against bad outcomes and thereby narrows the bonus associated with a given certificate.
This lowers the certification premium and weakens normal sellers’ marginal return to
effort. From a welfare perspective, such liability is beneficial only when effort is already
excessive; when effort is below the socially efficient level, liability rules that reduce effort

are locally welfare-reducing.

Third, shifting liability to the platform is qualitatively different from imposing liability
on bad sellers alone. Platform liability makes the intermediary internalize the harm from
bad sellers and unambiguously reduces its incentive to host them, thereby aligning private

and social incentives whenever harmful sellers should be excluded, while seller liability
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and compensation schemes may be either redundant or counterproductive in inducing

efficient curation.

Finally, the analysis shows that this entire mechanism is rooted in the interaction be-
tween moral hazard and asymmetric information created by coarse certification. With no
information disclosure, all sellers are pooled and individual effort has no effect on beliefs,
so normal sellers exert no effort and the platform has no strategic reason to introduce
bad sellers. At the opposite polar case, when certification becomes arbitrarily fine and
fully reveals realized product quality, normal sellers choose strictly positive effort to raise
their own expected price, and the platform never finds it profitable to host bad sellers:
there is no pooling risk to manipulate, so the strategic benefit of tolerating low quality
disappears. In this sense, informational transparency is a substitute for platform liabil-
ity: under full disclosure, the platform’s private incentives are already aligned with social
objectives and there is no need to rely on liability to curb the tolerance of bad sellers. In
more realistic environments where only coarse ratings or a limited number of certification
tiers are feasible, regulatory policy faces a trade-off between strengthening information
disclosure (for example, by refining rating scales or mandating more informative badges)
and imposing platform liability. Both instruments work by eliminating the platform’s
incentive to use bad sellers as a disciplining device—either by removing the asymmetry
that creates pooling risk, or by making the intermediary internalize the harm caused by

tolerating low-quality sellers.
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Appendix A

Proof of Lemma 1

gy is strictly increasing in e®. Let us define the weighted density (i.e., upper-tail

truncated density) on [¢, q] by

flg|e)

T—F(d]e) 1{q > ¢}.

g(q|eq) =

For ¢’ > e, consider the likelihood ratio of the truncated densities:

glgle,q) _ [flale) 1-F(q]e)

glgleq)  flgle) 1—F(jle)

The second factor is a positive constant that does not depend on ¢. Under strict MLRP,
the map ¢ — f(q | €)/f(q | e) is (strictly) increasing in ¢, hence g(- | €, §) strictly
MLR-dominates ¢(- | €,G) on [G,q|. Strict MLR dominance implies strict FOSD, so

@ (€)=Elg|q¢>q, €] >Elg|q>q, e =q(e).
Thus, 0q¢F /0eP > 0.

gy is increasing in e®. Consider the case of m = 0. Let us define the weighted density

(i.e., lower-tail truncated density) on [0, §):

baled) = S ta<ih @) = Bupaldl

For ¢’ > e, consider the likelihood ratio of the truncated densities:
hale.q)  flale)

- F(dle)
F(gle)

h(gleq)  flale)
The second factor is a positive constant (independent of ¢). Under strict MLRP, f(q |

e)/f(q | e) is strictly increasing in ¢, hence the lower-tail ratio is strictly increasing in
q, hence h(- | ¢,q) strictly MLR-dominates h(- | €,§) on [0,G). Strict MLR dominance
implies strict FOSD, so

Qo) = Elglg<q, ] >Elglqg<q, el = qole)

Thus, d¢f’ /0ef > 0 at m = 0.

Note, however, that m > 0 does not affect the distribution of normal sellers but instead



acts as an anchor on the lower bound of the distribution. Consequently, if the truncated
density satisfies MLRP at m = 0, it will also satisfy MLRP for any m > 0. This follows
from the fact that any normal sellers ex ante exert the same amount of effort (as normal
sellers do not know their type), implying that the shifted distribution preserves its shape.
Furthermore, since m is constant and serves as a fixed anchor—independent of effort since
bad sellers do not exert effort—it does not alter the comparative statics. Therefore, the

preceding proof remains valid and establishes that gt /0e® > 0 also holds for m > 0.

Proof of Lemma 2

By the Implicit Function Theorem, we obtain

RNl
der (1—T)Fe(Q|€E)a—m
d b
T (=T Fud|eB)pE — (1—7) g—E F.(q| e®)
e
5 (A-1)
90y
_ om '
ob” F..(q|ef) b
def  F.(q]eP)
Evaluating at the equilibrium e® = e*, we obtain
. gl (m, e*)
de _ om
dm Fee(q | €*) .
be(m,e*) + ———=b(m, e*
e+ Fgren e

Because the numerator is negative, the sign of de*(m)/dm is the opposite of the sign of
the denominator. In the main text, we replace b(e*) using the sellers’ first-order condition

and derive sufficient conditions on the primitives.

Proof of Lemma 3

Evaluating the direct effect at m = 0, we obtain

oIl 5 ) dqy’ (m, e*)
— = N L rME(G | er) 22
om| T T 0,e) +TMF(q | e") ——— -
E *
E * Ak Im — Qg (07 € )
=17q,(0,e") +TMF(q | e (—A>

=Tqm < 07
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where the second equality follows from the definition of ¢¥(m, e*), and the final inequality

holds because ¢,, < 0. This replicates the result stated in (9) and completes the proof.

Proof of Proposition 1

We proceed in two steps. In part (a) we characterize the sign of the strategic effect.
In part (b), we identify conditions under which the platform has an incentive to have a

strictly positive amount of bad seller.

(a) Strategic effect. Start from (10). At m = 0. Recall that b¥ = ¢f — ¢f’, that by

the first-order condition b¥ = —1/((1 — 7)F.(¢ | €)) and that F(q | e)%}—f +(1—F(q |

e)) 2 — on

Ob /A | % . & )
oL =L — P F(q | e*). Therefore, at e* = e” we can write

oIl oq¥ M dqF b .
— = e * A-2
de T<m86+(1—7)+M(86 de (@l e) (A-2)

Note that at m = 0, the above expression simplifies as follows:

oIl 1 1 a
B o :TM(Q—T) O +/ afe (2] ewq)
) 7 ’ (A-3)
=M [ af.a]€0)dy
0
by exploiting the following simplification:
Oar s o) = Ji afe(a| e dg+ gl F. (gle*)
de e ! N 1— F (4le)
_ F(QA ‘ e )(féq Qfe (q | 6*) dq_"Q{EFe (qA|e*) + Q(])EFe ((ﬂe*) B foq Qfe (q | 6) dQ>
1= F(gle) F (qle)
1 q q
—_— . e*)dg + ¢FF. (§le*) — F Ae*/ . e*)dg — qFF, (4le") F (G | e*
L), Al € R ) = F ) o) da - aFFGle) P |

Further simplifying yields:
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TSP €)== (1= PN F (il + 1= F ale)) [ af(a ) d

q q
~ / of. (q] € dg + / af. (q] € dg + (¢F — BRG] ¢)

I * 1 Al %
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q . 1
:/0 Qfe(Q|€)dq—m-

where we evaluate e* at m = 0.

(b) Private incentive of the platform. Start from (8). Using (A-3) and (9), we
obtain (11), i.e.,

a1 :T(qm vl [y, <q|e*<o>>dq)

dm lm=0 dm

Thus, a necessary condition for an interior equilibrium is that de*(0)/dm > 0. Suppose

it is not, then since the direct effect is weakly negative, dII/dm < 0 at m = 0.
Suppose, it is positive, then following applies:
e if ¢, =0, then m* > 0 always.

o if ¢, <0, then m* > 0 if

de*(0)

q
m+ M 3 *(0))dg > 0
gm + dm/Oqf(QI€())q>

and m* = 0 otherwise.

(c) Interior Solution of m* Using (a) and (b), we can now characterize the interior
solution m*. A condition for a unique equilibrium is that the platform’s problem is

well-behaved: profit concavity is ensured if

M [d 2*751_72”*) /qufe (q ‘ e*(m*)) dqg + (%) /qufee (q ’ 6*(m*)) dq] <0 (A—5)

and a sufficient condition for this is that (i) equilibrium effort is weakly concave in m,

i.e., d?e*/dm? < 0, that is the marginal effort response to bad sellers decreases with the
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amount of bad sellers and (ii) a marginal increase in effort raises the average quality of

dm

e \2 -
normal sellers at a decreasing rate, i.e., (de (m )> Jo a fee (q | €*(m*)) dg < 0.
Under these conditions, which we assume, we can identify a unique equilibrium.

Differentiate the profit II with respect to m

dIl o ot
%:T{qg—k(m—l—MF(ﬂe))ﬁ}—l—
NN O e Odt N
T[(m—i-MF(q]e)) e + M1 —-F(q]e)) % — MF.(q|e")b(e") -

Recall that ¢f + (m + MF(q | €*))9q¥/0m = g, and, since b¥ = ¢f — ¢¥, then F(q |
e)%—f +(1—F(q| e))agf = % — %F(d | e*). Moreover, b¥ = —1/((1 — 7)F.(g|e*)) and
that, after simplification, the following is established:

ogf  ob . .. . B 7 . m q N
WS rarer= [l ——t [anal
1 m [P
— F * i,
T P aEGa e e(qe) (A-6)
[T ) m OqF 1
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Thus, we have the following:
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_ de(m*) [ -
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We impose a standard regularity condition: equilibrium effort is concave in the mass
of low-quality sellers. This ensures that platform profits are concave in m, yielding a
unique optimum. Note that the concavity of e*(m) in m on [0,7], twice differentia-
bility, de*(0)/dm > 0 imply that e*(m) is monotonically increasing in m. Therefore
de*(m*)/dm > 0.



From (A-7), we distinguish again two cases:

e if ¢, = 0, then (A-7) is always positive, thus II is increasing in m. Therefore the
platform will always have incentives to raise m up to the point until normal sellers
no longer respond to effort, that is when all normal sellers receive certificate r = 1
and ¢F = foa qf(q)dq and all bad sellers receive certificate r = 0 and ¢& = ¢,,,. Thus

~

m* = (as defined in the text), as II is increasing in m on [0, ] and flat otherwise.
e if g, <0, then(A-7) m* implicitly solves

de*(m*)
dm

Tqm+rM(/0qqfe(q | 6*(m*))dq> = 0.

Proof of Proposition 2
From the definition of II,

M(m, ¢*(m)) = Tmqq (m, e*(m)) + TM[F(q | ") g5 + (1 = F(q | ")) ar'],

and since ( )
J— . m(m,e*) + e*
F(gle)ay +(1-F@le))a = ————,
we obtain I . N N
quE: (m,e)_MW(m,e)+€ (A—8)

T 1—71

Substituting (A-8) into (12) and using that 7 = 7* = m(m, e*(m)) in equilibrium yields

W(m,e*) = HGm,e7) M e*. (A-9)

T

Differentiating (A-9) with respect to m and evaluating at m = 0 gives

vy _vany e
dm lm=0 7 dm lm=0 dm Im=0
B de*(0) [ N de*(0)
(w52 [Cantaleonag) -ar S (aa)
de*(0) g
— g — M *
e IO

where we used (11) for dIT/dm|,;,—o.
The following can be concluded.

o If ¢, <0 and foqq fe(q | €(0))dg < 1, then g—‘g o < 0, so blocking is locally

welfare-maximizing (sufficient condition).
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o If foqqfe(q | e¥(0))dg > 1 and ¢, < 0, the sign is ambiguous. If g,, = 0, the

condition

/qufe(q | €(0))dg < 1

is necessary and sufficient for blocking to be welfare-maximizing at m = 0.

Proof of Proposition 4

Recall that by (11) we have

oIl

= o+ M
I T<q +

de* [
o [ atal e an)

Totally differentiating it with respect to ¢,, at m =0,

9 /dIl 1 ! "
07m<%> ‘m:o = |1+ — ) /0 qfe(q|er) dg
F(q | e*)[be(er) — F.(q ] e)?(1— 7-)]

=7 (1+ K),

which is positive if K > —1 and negative otherwise.

Proof of Lemma 5

The result follows directly from (19), which is monotonically decreasing in o since the
denominator is negative (in the case interesting case where de*(0)/dm > 0 in the baseline

model)

Proof of Proposition 6

Differentiating (20) with respect to m and evaluating at m = 0 (with e* = €*(0)) yields

I =T|qn+op+ ¢ 4o FP(Q|6*) / qfeq|e’)dq|—op.
- Flale) (e - ot el )
(1—T7)[F.(q] e)]?

which we can rewrite as

dirr
dm

ZT[qm+Up+ (qm —q(;E+Up)K] —0p,

m=0

vil



where K was already defined in (17).

Relative to the no-liability benchmark, this incentive can be expressed as

d1ir
dm

_dll

- o :ap(T (1—|—K)—1)

m=0

Since 0 < 7 < 1 and K < 0, as already defined in (17), we have 7(1+ K) < 7 < 1 always.

Therefore,
drrr
dm

dll

dm

m=0 m=0

Proof of Proposition 7

Differentiating (21) with respect to m and evaluating at m = 0 (with e* = €*(0)) yields

E =7 o qm — Q()E(e*) +0s 7 e*) d
— st F(q|e) (be(e*) — Feed | Ae*) ) /0 Pl
(1 =7)[Fe(G | e)]?

dm

(A-11)
which we can rewrite as
d11’

- :T[qm+as+(qm—qg(e*)—i—ag)K]

m=0

using K < 0 as in (17). Recall that we can write the FOC of the platform at m =0 as a
function of K, that is,

dll 5
— = m i — K).
| =7 (@t (an — @) K)
It then follows 11 i
A - — = 1+ K).
dm m=0 dm m=0 TUS( - )

which can be either positive or negative depending on K. If K > —1, then

dIT®

dm

dll

dm

m=0 m=0

The opposite holds otherwise.
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B Online Appendix

B.1 Returns and refund policies

We now extend the analysis by introducing a simple return and refund policy for harmful
products. The key idea is that the possibility of returning a bad product partially insures
consumers against harm and thereby affects both (i) the effort response of normal sellers

to the presence of bad sellers and (ii) the platform’s incentives to host such sellers.

Suppose, as before, that bad sellers offer products of quality ¢,, < 0. After purchasing
from a bad seller, the buyer discovers within the refund period that the product is harmful
(or effectively of zero value) with probability p € [0, 1]. If the problem is discovered within
this period, the buyer can return the product and obtain a full refund; otherwise, the

buyer suffers harm ¢,, and cannot recover the payment.

For a purchase from a bad seller, expected utility is therefore (1 — p)g,,, which is strictly
increasing in p since ¢, < 0. Returns thus make bad products “less bad” in expectation
by increasing their ex ante value to consumers. In reduced-form terms, this return policy

is equivalent to the compensation framework analyzed in the previous section.

In what follows, we first study how an increase in p affects normal sellers’ marginal effort
response to the presence of bad sellers, and then how it shapes the platform’s incentives
to host them. Following the same steps as in Section 6.2, the equilibrium effort response
of normal sellers to an infinitesimal mass of bad sellers at m = 0 is given by

de* (1 = p) — g5’ (€)

Dl MF(G | ) beler) - i)

(1-7)[Fe(gle*)]?

We focus on the case in which de*/dm|,,_, is positive in the baseline model; otherwise, the
platform would never optimally choose an interior mass of bad sellers. It is straightforward
to see that de*/dm|, _, is decreasing in p, since g,, < 0. Hence, the presence of a refund
or return policy weakens the effort response of normal sellers to the introduction of bad

sellers.

Returns “insure” buyers against bad sellers: as p increases, the expected value of buying
from a bad seller, (1 — p)g@m, becomes less negative. The uncertified pool therefore looks
more attractive, reducing the expected bonus b¥ = ¢F — ¢ from obtaining the certificate.
Since the first-order condition for effort is —(1 — 7)b¥F.(G | €) = 1, a smaller bonus
translates into weaker incentives to exert effort in order to avoid being pooled with bad
sellers. Consequently, the same marginal increase in m induces a smaller increase in effort

when returns are more generous.
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To study the platform’s incentives, we must specify who finances the refunds. Here we
focus on the natural case in which bad sellers bear the cost of returns (seller-funded
returns). In that case, the setup is formally equivalent to the seller-liability regime

analyzed earlier, with compensation o(p) = —pg,, per transaction involving a bad seller.

Under seller-funded returns, the platform’s profit II? coincides with II® evaluated at

p =0, S0
dIIR
dm

_ T[qm(l —p)+ (qm(l —p) — QOE(Q*))K}’

m=0

where K < 0, as already defined in (17). Differentiating with respect to p

o (o

5 (G ) |y = a0

dm

In turn, a more generous return and refund policy has the following effect on the platform’s

incentives to tolerate bad sellers:

1. If K > —1, a more generous return policy increases the platform’s marginal incen-

tive to tolerate bad sellers.

2. If K < —1, a more generous return policy reduces the platform’s marginal incentive

to tolerate bad sellers.

Increasing p has two opposing effects on the platform’s marginal incentive to host bad
sellers. First, there is a direct effect, as returns make bad sellers less harmful in expecta-
tion; the direct loss in average quality from adding a bad seller is reduced when p is high.
This pushes the platform toward tolerating more bad sellers. Second, there is a strategic
effect, as returns also compress the bonus b” and thereby weaken the extra effort that
normal sellers exert to avoid being pooled with bad sellers (Lemma 1). This reduces the

strategic benefit of hosting bad sellers as a disciplining device.

As already discussed, the parameter K measures how strong the strategic feedback be-
tween effort and quality is. When |K| is small (weak feedback, K > —1), the direct
“harm-mitigation” effect dominates, and higher p makes hosting bad sellers more attrac-
tive. When |K| is large (strong feedback, K < —1), the loss of the disciplining role of bad
sellers dominates, so a higher return probability discourages the platform from admitting
them.

If refunds were instead financed by the platform (platform-funded returns), the analysis
would parallel the platform-liability case considered previously. In that environment, the
platform both (i) faces weaker effort responses (as in Lemma 1) and (ii) bears the refund
cost directly. The corresponding counterpart of the profit comparison then implies that
increasing p unambiguously reduces the platform’s incentive to host bad sellers, since

both the direct and strategic effects go in the same direction.



B.2 Sellers know their type

This extension corresponds to the case in which each normal seller privately observes its
realized quality draw prior to choosing effort. In the baseline model, effort affects the
distribution of realized quality. Here, instead, sellers observe their realized quality draw
before choosing effort, so effort operates on the extensive margin (which sellers exert
effort).

There are M normal sellers and m bad sellers. Each normal seller privately observes an
intrinsic (realized) quality draw ¢ € [0,q] distributed according to cdf F' with density f.
Bad sellers have quality ¢,, < 0 and never exert effort. Certification is binary: a seller
receives the certificate (r = 1) if and only if its final quality is at least ¢ € (0,q), where

q is set by the certifier as in the baseline model.

Effort is chosen after observing ¢ and increases quality, where we denote the final quality

as ¢

qg=gq-+te, e>0.
The rest of the structure is as in the baseline model.

A seller with intrinsic quality ¢ chooses effort e to maximize
m(q) = (1 =7)Elg+e|r]—e,

where 7 is determined by whether ¢ + e > ¢.

If ¢ > ¢, the seller obtains » = 1 with e = 0 and, since effort is pure cost, never exerts
effort:
e*(q) =0 forg=>gq.

If ¢ < g, the cheapest way to obtain r = 1 is to choose e = ¢ —¢. Let m;(¢q) denote profits

from certifying and m(q) profits from not certifying:

m(g) =1 —7)g’ —(G—q), m(g)=(1-1)g.

There exists a cutoff 6 € [0, ¢) such that sellers certify if and only if ¢ € [0, ¢). The cutoff

0 is determined by the indifference condition at g = 6:

I-7a’ = @-0=0-7)gy <=  ¢-0=(1-1) (B-1)
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Thus equilibrium effort is heterogeneous:

0, q=4q,
(@) =494—q, qe<l0.9),

0, q<@.

The mass of normal sellers exerting effort is M (F(q) — F(6)), which varies with 6.

Given cutoff 0, the set of certified normal sellers is {¢ > 6}. Among them, types ¢ € [0, §)
end up exactly at quality ¢, while types ¢ > ¢ end up at quality q. Hence expected quality

conditional on certification is

/ " @ da + d(F@) - FO))

£ (6) = T (-2

The uncertified pool consists of all bad sellers and normal sellers with ¢ <  (who exert

no effort). Therefore expected quality conditional on no certification is

7]
mgm + M/O qf(q) dq
m + MF(0)

q(j)E(ea m) =
The equilibrium bonus is
b(0,m) = a1’ (0) — g (0, m),

and equilibrium is pinned down by the fixed point given by (B-1) together with (B-2)—
(B-3).

We can now derive the first result (which mirrors the one in Lemma 2).

Comparative statics in m Differentiating (B-1) yields

dqf (6,m)

do B B
dm ﬁ +b9(9,m).

(B-4)

Since the numerator is negative, the sign of the above term is the same as the sign in
the denominator. As in Lemma 2, a necessary and sufficient condition for effort to be
increasing with bad sellers is that the slope of the bonus is small enough. In Lemma 2
this depends on the relationship with the FOC of sellers, but in this context sellers either

exert or not effort, and thus the comparison is with 1/(1—7). The amount of sellers that
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exert effort increases with m if

1
1—7

1+ (1—=7)bp(0,m) >0 = be(6,m) > — (B-5)

Unlike the baseline model, individual effort levels e*(q) = ¢ — g are independent of m,

but the mass of sellers exerting effort is increasing in m whenever (B-5) holds.

Platform’s private incentives We differentiate the profit of the platform with respect

to m, which gives

dlIl oIl oIl df
am = om T o0 dm (B-6)
~~~ ——

direct effect  strategic effect

where the direct effect captures the impact of more bad sellers holding the extensive
margin fixed, and the strategic effect captures the effect through the induced change in

the cutoff § (and thus in the mass of normal sellers who exert effort).

Clearly, if the amount of normal sellers exerting effort decreases with bad sellers, the
strategic effect is negative and the platform never hosts them (since the direct effect is
non-positive). Thus, for the platform to tolerate bad sellers, a necessary condition is that

the amount of normal sellers exerting effort increases with bad sellers (at m = 0)

At m = 0, the direct effect is
oIl

am

Moreover, at m = 0 the effect of decreasing 6 is to move a marginal mass of normal sellers

= Tqm < 0.

m=0

from the uncertified pool to the certified pool, increasing commission revenue by 7(q — )

per marginal switcher. Formally,

oIl

29| =-TMIO)(G-9)<0. (B-7)

m=0

Hence the strategic effect at m = 0 is positive if and only if df/dm < 0, i.e. whenever (B-5)
holds.

Combining (B-6), (B-4), and (B-7), the marginal effect of bad sellers at m = 0 is

dIl

dm

- [Qm + Mf(80) (d = b0) <_ ua

3 m)} | (5-5)

where 6y = 6(0) solves (B-1) at m = 0.

Therefore:
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e A necessary condition for the platform to strictly benefit from introducing a small
mass of bad sellers is that the extensive-margin response is positive, i.e. df/dm < 0
at m = 0, which holds under (B-5).

e If bad sellers are harmless (g, = 0), then whenever (B-5) holds the platform strictly

benefits from m > 0 locally, since the strategic effect is strictly positive.

e If bad sellers are harmful (g,, < 0), the platform tolerates bad sellers locally if and

only if the strategic gain dominates the direct harm:

M7 - 00 (-

m:o> > — (. (B-9)

These conditions are equivalent to those in Proposition 1.
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