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Abstract

Public procurement tenders often attract few bidders even when no formal policies restrict

competition. We study how contracting authorities shape participation through tender design

using data on repeated purchases of urban buses. We document that buyers restrict participa-

tion through numerous eligibility requirements and scoring criteria embedded in specifications.

We then develop an empirical strategy to identify the motives behind this behavior. The results

are consistent with efforts to avoid switching costs within fleets and are difficult to reconcile

with corruption-based explanations. Moreover, we show that these criteria primarily serve to

favor specific bidders rather than reflect stable preferences over technological features.
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1 Introduction

Public procurement accounts for roughly 10-20% of GDP (World Bank, 2025), so the way

governments design procurement processes affects a substantial share of the economy. Com-

petition among suppliers is widely viewed as a natural way to discipline government spending,

as it induces firms to offer better prices and higher quality. For this reason, procurement

frameworks around the world treat promoting competition as one of their core principles.

In practice, however, procurement markets often fall short of the competitive benchmark,

and recent trends point to a further decline in competition. For example, in the EU, the

share of tendering procedures receiving only a single bid rose from 23.5% in 2011 to 41.8% in

2021, while the average number of bidders fell from 5.7 to 3.2 (European Court of Auditors,

2023).

In some cases, limited competition reflects explicit policy choices, such as promoting

disadvantaged bidders or environmental goals. Yet it is also common where no such policies

are present. While political connectedness and corruption are often cited as explanations,

buyers may also restrict participation for a range of other reasons, including operational

motives such as avoiding switching costs, preserving compatibility with existing equipment,

or maintaining established service arrangements.

Distinguishing between these explanations is crucial for policy because the appropriate

response to limited competition depends on the underlying motive. Yet this distinction is

empirically challenging, since the observable outcome is the same regardless of the explana-

tion: noncompetitive tenders. Moreover, when no explicit policies are present, restrictions

on competition are difficult to detect in procurement data, as formally compliant tender

documents can still narrow participation through subtle conditions embedded in contract

specifications.

In this paper, we overcome these challenges. We study how and why contracting author-

ities influence competition in public procurement in the context of repeated purchases of

urban buses by publicly funded bus operators in Poland via scoring auctions, using collected

data on auction design linked to the evolution of operators’ fleets.
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We begin by documenting that bus operators shape supplier participation through hun-

dreds of tender criteria specifying both obligatory and preferred features of the bus, often tied

to particular technological solutions. Obligatory criteria determine which bids are admissi-

ble, while preferred criteria reward bids that incorporate these solutions, forcing suppliers

who lack them and cannot easily modify their designs to compensate with a lower price. Be-

cause contracting authorities have nearly unrestricted discretion in choosing these criteria,

tender design can and do substantially narrow participation, often leaving a single viable

bidder.

We then examine why buyers behave in this way by studying how procurement de-

sign changes after a new supplier enters an operator’s fleet. Using a stacked difference-in-

differences framework, we show that following entry, tender criteria in subsequent auctions

become sharply and persistently more favorable to the entrant, while the treatment of in-

cumbent suppliers remains unchanged. This pattern is consistent with operational motives:

introducing a new brand into a fleet is costly because maintenance systems, spare parts

inventories, staff training, and supplier relationships must adapt to a new technology. Once

these adjustments have been made, however, the fixed costs of introducing that technology

have already been incurred, so subsequent tenders can accommodate that supplier without

additional operational costs. By contrast, corruption would typically require not only im-

proved treatment of the entrant but also worsening treatment of incumbents: otherwise,

paying bribes would make little sense if tender conditions remained competitive.

Since favoritism in tender design is implemented implicitly through technical criteria, it

may in principle reflect genuine preferences for particular technological solutions rather than

strategic behavior. To distinguish between these possibilities, we exploit a technological

change in the product line of a major bus supplier that alters the availability of feature

commonly required or favored through the specification criteria. We show that operators

systematically adjust requirements when previously used feature variants become unavailable

for a given brand, shifting toward the updated features while relaxing the use of the old ones.

In contrast, scoring criteria based on these features largely disappear in auctions following

the introduction of new generation of buses. All of these are consistent with the hypothesis
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that operators tailor specifications to accommodate specific suppliers rather than to reward

particular technologies.

Ongoing work provides additional tests of the fleet-compatibility mechanism. We ex-

amine bidder requests to relax tender specifications and whether buyers are more likely to

accommodate requests related to incumbent brands.

We demonstrate that even though public procurement is often judged by visible outcomes

such as prices, number of bidders, and winner’s identity, an important part of tender com-

petitiveness is determined earlier, inside the design of the tender itself. Buyers can shape

who is able to compete, and by how much, without ever writing an explicitly exclusionary

rule.

Our results highlight a tension at the heart of public procurement. Procurement rules

emphasize competition, yet public buyers also face operational trade-offs, such as switching

costs and equipment compatibility. When these costs are large, maximizing competition may

be inefficient. As a result, behavior that appears noncompetitive may reflect not rent-seeking,

but attempts by constrained public buyers to manage trade-offs that the procurement frame-

work does not adequately accommodate.

More broadly, our paper emphasizes the importance of carefully analyzing the conduct of

economic agents. In many industries, organizations face operational trade-offs whose effects

may not be readily apparent in the observed market outcomes. Policies that respond only

to a single interpretation of these outcomes may therefore be misguided. In our setting, for

instance, forcing greater competition in tenders (such as by requiring a minimum number

of bids for a tender to be awarded, as implemented in the Czech Republic (Titl, 2025) and

China (Chen, 2025)) without accounting for the costs of increased fleet variety would likely

increase inefficiency rather than improve procurement outcomes.

This paper contributes to a few strands of the literature.

Firm conduct. The empirical literature on identifying firm conduct dates back to Bres-

nahan (1982), who showed that one can distinguish between alternative models of oligopoly

behavior using industry data. More recent work has developed robust procedures for testing

conduct in imperfectly competitive markets. For example, Duarte, Magnolfi, Solvsten, and

Sullivan (2024) propose econometric tests for distinguishing models of firm behavior when
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markups are not directly observed, while Michel, Paz y Mino, and Weiergraeber (2024) use

promotional price responses to estimate industry conduct in posted-price markets. A com-

mon feature of these papers is that they rely on instruments to distinguish between models

of imperfect competition on the supply side of posted-price environments. Closer to our

setting, a large literature studies conduct in procurement auctions, primarily focusing on

detecting collusion among bidders (Porter and Zona, 1993; Bajari and Ye, 2003; Conley and

Decarolis, 2016). In contrast, we study buyer conduct in procurement markets. Moreover,

rather than inferring conduct from exclusion restrictions, we exploit tender requirements and

scoring rules, which directly reveal the buyer’s ranking of potential suppliers. Combined with

information on how operators’ fleets evolve over time, this allows us to distinguish between

alternative motives for restricting competition.

Low participation in public procurement. An emerging literature studies the prob-

lem of low participation in public procurement. One strand focuses on single-bidder auctions

as the extreme case of weak competition and often interprets them as signals of political con-

nectedness or corruption (Fazekas, Poltoratskaya, Schiffbauer, and Tóth, 2025; Titl, 2025).

This literature primarily examines the consequences of low participation, such as higher

procurement costs or lower productivity growth. In contrast, we document a mechanism

through which low participation arises: buyers restrict competition directly through auction

requirements and scoring rules. A related perspective is offered by Kang and Miller (2022),

who show that low participation can arise as a rational outcome of buyer behavior when

attracting additional bidders is costly. In our setting, however, buyers do not merely fail to

attract bidders but actively limit participation to avoid organizational costs associated with

managing a more heterogeneous set of capital assets.

Scoring and favoritism in auctions. Scoring auctions are typically described in

the literature as a mechanism that allows buyers to weigh the trade-off between price and

quality in procurement markets (Asker and Cantillon, 2008, 2010). A separate literature

studies favoritism in procurement, showing that governments may deliberately introduce

uneven treatment of bidders to pursue policy objectives or political goals (Marion, 2007;

Krasnokutskaya and Seim, 2011). We bridge these literatures by showing that the format

of scoring auctions can also be used at the buyer level to favor some bidders over others by
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incorporating criteria that bidders cannot adjust in the short run into the tender design. Re-

lated work suggests that scoring auctions may facilitate corruption (Chen, 2025) or collusion

(Nakabayashi, Ortner, Chassang, and Kawai, 2025). In contrast, we show that analogous

instruments are used for more legitimate reasons: namely, to mitigate organizational costs

associated managing a fleet of durable assets.

The remainder of our paper is structured as follows. We begin with describing our empir-

ical application in section 2. Section 3 documents how do bus operators restrict competition

in their auctions. Section 4 explain why they do so. Section 5 outlines work in progress that

we expect to be ready for the conference. Section 6 concludes.

2 Institutional Background and Data Facts

Urban public transport in Poland is provided predominantly by buses (Statistics-Poland,

2024). More than 90% of them is operated by public bus companies (henceforth: bus op-

erators), who provide transport services on routes designed and regulated by city transport

authorities and are owned by the municipal governments. Demand for public transport

services is relatively stable over time, so the operators keep roughly constant stock of ap-

proximately 12000 buses, gradually retiring old vehicles with new ones.

Bus purchases are financed with public funds and must therefore follow procurement

procedures governed by EU directives (2004/18/EC, 2014/24/EU) and national procurement

law. These purchases typically take the form of open tenders evaluated according to the Most

Economically Advantageous Tender (MEAT) framework. Open means that any supplier

whose product satisfies some specified requirements may participate. Under MEAT, bids

are ranked according to a scoring rule that assigns points across different dimensions of

the offer, such as price, warranties, delivery deadlines, or technical qualities. Both the

requirements and the scoring rule are largely at the discretion of the contracting authority,

subject only to the general principles of the European legal procurement framework, which

are equal treatment, transparency, mutual recognition, and proportionality.

Urban buses are technologically complex and highly differentiated capital goods. Al-

though buses produced by different manufacturers perform similar functions, they often rely
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on distinct technological solutions and components. Because operators typically own and

maintain their vehicles, they have incentives to keep fleets relatively unified (Premik and Yu

(2026) provide empirical evidence of efficiency gains from fleet unification using data from

the same market). Limiting the number of bus types can improve efficiency by enabling

greater sharing of personnel, spare parts, and maintenance routines, and hence creates a

operational motivations for bus operators to restrict the competition among potential bus

suppliers.

Throughout the period we study, there were no documented cases of bid rigging or

kickbacks in this market. However, the possibility of collusion or corruption cannot be

ruled out. In fact, the dominant supplier on the market we study was found to have engaged

in side agreements with buyers in Latvia in 2018.

2.1 Tender Timeline

A tender is announced when the operator publishes the auction specification, a set of docu-

ments describing the procurement procedure. These documents define the technical require-

ments that suppliers and their products must satisfy in order to be eligible to bid, as well as

the scoring rule used to evaluate bids. The scoring rule consists of a list of criteria describing

desirable, but not strictly required, characteristics of the order. Each criterion assigns a

number of points to bids that satisfy it. Points across criteria are summed to a maximum of

100 points, and the contract is awarded to the bidder whose offer receives the highest total

score.

After the announcement, potential bidders are typically given one to two months to

prepare their bids. During this period they may submit questions to the operator regarding

the details of the order. The questions often contain requests to liberalize the specification,

for example, by dropping a requirement or assigning more scoring points for some other

aspects of the bus. The resulting dialogue between potential bidders and the operator is

published together with the auction documentation. Although the questions are formally

anonymized, they often refer to specific technological solutions associated with particular

manufacturers, making the anonymization largely nominal.
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Bidders then submit their offers in sealed form. Once the submission deadline passes, the

operator opens the bids and evaluates them according to the announced scoring rule. The

winner is subsequently announced, and the operator publishes the auction results, including

the total number of points assigned to each bid.

2.2 Data Sources

We compile data from multiple sources to link auction design, auction outcomes, and the

evolution of operators’ bus fleets, which allows us to identify the conduct of contracting

authorities.

Auction Data. The auction data consist of official procurement documents from ten-

ders for the purchase of new urban buses by public operators in Poland between 2006 and

2024. We observe all requirements imposed on suppliers and their products that determine

eligibility to participate, as well as the scoring rules used to rank bids. The data also include

the total scores of submitted offers,and the identities of all bidders.

Fleet Data. The operators’ fleet data come from http://phototrans.eu/, an online

photo gallery created by industry employees and enthusiasts has evolved over two decades

of its presence into a comprehensive database of vehicles operated worldwide, with excellent

coverage of Polish fleets. In particular, every bus implied by the auction data is covered by

the fleet data. For each bus-operator pair, the database provides the dates of purchase and

scrapping (or resale), a list of previous owners, and limited technical characteristics.

Bus Brochures. We complement our analysis with a large collection of marketing ma-

terials issued by bus manufacturers promoting their products, which provide a useful source

of information on the technical solutions used by each producer. We use this information to

infer the amount of scoring points that suppliers who did not participate in a given auction

would have received for their technological solutions under the announced scoring rule.

2.3 Market Participants and Procurement

We focus on 184 public bus operators, each operating on average a fleet of approximately 70

buses (Panel (1) of Table 1). In the auction data, 31 bus suppliers appear as bidders. Among
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Table 1: Overview of market participants and procurement: 2006-2024.

(1) Operators
# std # std

# operators 184 – fleet size 68.9 140.8
# all bidders 31 – regular bidder’s market share (%) 91.2 –
# regular bidders 11 – regular bidder’s bid share (%) 90.0 –
(2) Bus Purchases

# std # std

# auctions 1094 –
# of buses purchased 14636 – order frequency (new buses) – years 1.8 2.1
→ including new buses (auctions) 7680 – order size (new buses) – % fleet 14.0 17.5
(3) Fleet Composition

# std # std

# of brands – in a market 58 – market fleet HHI 0.22 0.06
# of brands – in a market, active 31 – operator’s fleet HHI 0.43 0.29
# of brands – in a fleet 3.5 3.5
# of brands – in a fleet, active 2.0 –

(4) Auction Participation

# bids 0 1 2 3 4+
frequency (%) 7.8 54.3 26.9 8.0 3.0

them, we identify a subset of regular bidders that participate consistently across auctions.

These suppliers account for more than 90% of all bids and supply over 90% of the buses

purchased in our sample1.

Fleet renewal occurs gradually through relatively small procurement events. A typical

auction purchases buses corresponding to about 14% of the operator’s fleet, and procurements

take place approximately once every 1.8 years on average (Panel (2) of Table 1). Such

frequent and incremental procurement would naturally tend to increase fleet variety over

time, as operators repeatedly face opportunities to introduce new suppliers into their fleets.

In reality, however, fleets remain pretty homogeneous. To characterize product differen-

tiation, we proxy bus types by the bus manufacturer (or brand), following Premik and Yu

(2026), who show that brand captures a large share of technological heterogeneity across ve-

hicles. An average operator utilizes vehicles of 3.5 brands, and only two of them correspond

to suppliers currently active in the market for brand new buses. This contrasts sharply with

1In our empirical analysis, we focus primarily on regular bidders. This choice is also justified by the
presence of entry barriers. Tender documentation and all communication between suppliers and buyers must
be conducted in Polish, and suppliers must obtain vehicle certification (the so called homologation) before
their buses can be sold in the market. As a result, bids submitted by occasional or fringe suppliers are
frequently declared invalid, so excluding them does not materially affect our analysis.
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the much larger variety observed at the market level, where 58 brands appear overall and 31

are active at some point during the sample period (Panel (3) of Table 1).

The contrast between substantial market-level variety and relatively unified fleets in-

dicates that operators rely heavily on a limited subset of suppliers. Panel (4) of Table 1

provides evidence consistent with this interpretation. Auction participation is extremely

limited. More than 54% of tenders receive only a single bid, while auctions with four or

more participants account for just about 3% of the sample. In other words, despite the

presence of multiple potential suppliers and the formal openness of the procurement process,

the auctions are far from competitive.

These patterns raise two distinct questions. First, how is suppliers’ participation in the

bidding restricted in practice? In the next section, we describe the design of the procurement

auctions and show how contracting authorities can shape participation through the choice

of technical requirements and scoring rules. Second, why do buyers restrict competition?

Restrictions on competition may reflect operational considerations, such as avoiding switch-

ing costs associated with introducing a new brand into the fleet. Alternatively, they may

arise from buyer idiosyncratic preferences or corruption. We propose an empirical strategy

to distinguish between these explanations in Section 4.

3 How Do Bus Operators Restrict Competition?

In this section, we describe in detail the tools that bus operators use to restrict competition

in procurement auctions. We begin by explaining the institutional setting and defining the

key objects used in our analysis. We then use this framework to examine the data and

document how tender requirements and scoring rules shape auction participation.

3.1 Tender Criteria

The way buyers restrict competition in tenders relies on a range of required and preferred

criteria. We define a criterion as a dimension describing a particular aspect of the bus. Each

criterion can be implemented through several specific attributes that determine the exact

requirement in a given tender. For example, the criterion concerning the division of the
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windshield may require the windshield to be divided, not divided, or allow either configura-

tion. As a result, the criteria defined this way can induce multiple base-level requirements,

depending on the attribute chosen by the contracting authority.

We distinguish two types of criteria appearing in requirements or scoring rules: criteria

related to the offer (but not directly to the bus itself) and criteria related to the technological

characteristics of the bus.

The former include factors such as price, post-sale services, or delivery deadlines. A

key feature of these criteria is that, in principle, any supplier can satisfy them or obtain

the maximum number of points if they choose to do so. They correspond to the standard

interpretation of scoring auctions, in which the scoring rule allows suppliers to account for

the trade-off between price and costly quality improvements (Asker and Cantillon, 2008,

2010).

The second category consists of criteria that assign points to specific technological solu-

tions embodied in the bus. A producer’s technology cannot typically be adjusted in the short

run, or doing so would be too costly relative to the scale of the order. When such criteria

appear as requirements, they effectively exclude suppliers whose products rely on different

technological solutions. Such bidder pre-selection relates to what the literature describes as

set-asides (Athey, Coey, and Levin, 2013). When they appear as part of the scoring rule,

they resemble what the literature describes as favoritism in auctions, whereby the buyer as-

signs preferential weights to particular bidders, creating an advantage or disadvantage that

suppliers can offset only by adjusting their prices (Marion, 2007; Krasnokutskaya and Seim,

2011).

Criteria related to the technological characteristics of the bus therefore play a central role

in shaping competition in procurement tenders. Using them as requirements and building

blocks of the scoring rule, bus operators influence the competitiveness of their procurement

auctions operates along two margins. First, from the set of suppliers capable of fulfilling the

order (potential bidders), the operator restricts who may submit a bid through the technical

requirements specified in the tender, thereby determining the set of eligible bidders. Any

eligible bidder must be able to offer a bus that satisfies all the requirements. Second, the

operator defines the scoring rule, which may favor certain technological solutions and thereby
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affect the relative bidding position among eligible bidders2. Finally, suppliers who decide to

submit an offer become actual bidders. Figure 1 summarizes this process.

Figure 1: Two steps in procurement design that affect competition among suppliers.

Potential
Bidders

Eligible
Bidders

Actual
Bidders

tender requirements scoring rule

3.2 Potential Bidders

To study how bus operators shape competition through requirements and scoring rules, we

first need a clear definition of potential bidders, i.e., the suppliers capable of delivering the

requested order. Importantly, this definition must be independent of the detailed require-

ments set by operators, since those requirements themselves may aim to restrict the pool of

bidders. To construct an objective measure of potential bidders, we therefore rely on the

intended purpose of the bus.

Specifically, we classify buses along two dimensions: size and drive type. Size is cap-

tured through several categories based on bus length, which determines the types of routes

the vehicle is intended to serve. Drive type distinguishes, among others, between diesel,

compressed natural gas, and electric vehicles. Although drive type may appear less central

from the perspective of route characteristics, in practice it is often tied to external funding

programs, and contracting authorities typically specify a particular drive type in the tender.

We therefore define potential bidders in a given auction as the regular suppliers (as defined

in the previous section) active in the market that produce buses belonging to the relevant

length and drive categories. To ensure that no feasible supplier is omitted, we augment

2One may ask why tender design operates along two margins: requirements and scoring, and why operators
could not achieve the same objective through the requirements alone. In practice, restrictions on participation
operate in a legal grey zone, because procurement rules require tender criteria to ensure equal treatment
of bidders. Unfavored suppliers may appeal to the review body, Krajowa Izba Odwo lawcza (KIO), which
may require the operator to revise the specification if the complaint is upheld. In general, the review body
is more likely to sustain complaints against mandatory requirements than against scoring criteria. As a
result, some operators use requirements and scoring as complements: even if an otherwise undesired bidder
remains formally eligible, the scoring system can still place that bidder at a disadvantage. Others rely more
heavily on restrictive scoring alone, since a successful complaint against the specification typically imposes
a financial penalty on the operator.
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this set by including any fringe supplier that actually submitted a bid.3. While alternative

definitions are possible, this approach captures the fundamental purpose of the vehicle and

hence should be independent from bus operators actions toward restricting participation

(defining in turn the set of eligible bidders).

3.3 Scoring Rule

The scoring rule assigns points across different dimensions of the order, as in a scoring

auction. Because suppliers cannot typically adjust their technological solutions in the short

run to obtain additional points, scores associated with bus-related criteria effectively behave

as if they were assigned to particular suppliers. We summarize the resulting degree of

favoritism using bidder preference weights, constructed from the number points assigned

to the eligible bidders4 through bus-related criteria relative to the total number of points

available in offer-related criteria.

We define bidder preference weights θ̃ = {θ̃j}j is a vector of positive numbers, one for

each of the eligible bidders. Bidder preference weights affect the ranking of submitted bids.

The winner is an actual bidder who submits the lowest value of a product of bid and the

weight:

j wins ⇔ argmin θ̃kbk
k

where bk is a price submitted by bidder k. Bidder preference weights give an ex-ante price

advantage to preferred bidders. It is no longer necessary that the winner is a bidder who

submits the lowest price. Bidder preference weights do not have a natural scale, as bids

are evaluated only relative to each other. For convenience, we normalize the lowest θ̃j, the

weight assigned to the most preferred bidder, to 1.

To see how the bidder preference weights are related to the points assigned through

scoring criteria, let y be the maximum number of points possible that could be assigned

throughout criteria related to the offer (i.e. typically non-technological aspects, in which

3Given the strictness of the requirements typically imposed on regular suppliers, it is likely rare for fringe
suppliers to be eligible but choose not to participate.

4It is well defined only for the eligible bidders, as it may rely on criteria that have eliminated some
potential bidders from the participation in the tender. In particular, the scoring rule would only assign
points within the set of allowed features of the bus.
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ex-ante every bidder may receive the maximal number of points) and ρj be the number of

points assigned to the bidders within bus criteria (that is, the technological and potentially

favoring criteria). Without loss of generality, assume ρ1 ≥ ρ2 ≥ · · · ≥ ρJ and normalize the

bidder preference weight for the most preferred bidder to one: θ̃1 = 1. Then:

θ̃j =
y

y − ρ1 + ρj
, j ≥ 2 (1)

This formulation implies that bidder 1 wins if and only if b1 ≤ θ̃j · bj for all j ≥ 2. Therefore

θ̃j’s are bidder preference weights.

Appendix A describes a few frequently used scoring criteria related to bus technology and

provides a simple example of an auction including construction of the scoring rule, points

assignment to potential bidders and the relation between the number of points assigned in

technological criteria and bidder preference weights.

Bidder preference weights θ̃ as formulated above have interpretation in terms of the

advantage of the most preferred bidder over the competitors. For example, if bidder j is

assigned θ̃j, it means that the most preferred bidder may submit a bid that is up to θ̃j times

larger than j’s bids and still win with j. We can also reformulate the weights to have an

interpretation in terms of j’s position. Let:

θj =
(
1− 1

θ̃j

)
· 100%

θj describes the discount in percentage points that bidder j needs to make compared to the

most preferred bidder to win with them. In the remainder of the paper, we use the term

bidder preference weights to refer to this formulation of bidder preference weights.

It is reasonable to assume that eligible bidders observe their own scores as well as the

scores assigned to other eligible bidders before deciding whether to submit a bid. Submitting

a bid is generally costly: an offer typically consists of dozens, if not hundreds, of pages of

documentation, requires the payment of a deposit, and becomes legally binding if the bidder

wins, meaning that the necessary contractual arrangements must be prepared in advance. If
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the perceived chances of winning are low, for example, due to unfavorable bidder preference

weights, an eligible bidder may rationally opt out of participation in the auction.

3.4 Tender Design and Its Impact on Participation

Having described the institutional design of the auctions, we now turn to the data to examine

how these mechanisms operate in practice.

First, note that the number of all possible requirement criteria a bus operate may choose

in their tender is very large. In many cases, requirements are relatively benign and not

exclusionary: most bus producers can satisfy them, at least as an option. In our analysis,

we focus on 29 requirement criteria (Panel (5) of Table 2) that appear to be the most

exclusionary, as suggested by consulted industry experts and confirmed through a detailed

review of tender specifications and bus marketing materials.

Out of these 29 criteria, the average tender includes 12.9 requirements. Conversely,

each criterion appears in approximately 45% of auctions on average. These requirements

frequently affect participation. On average, each excluded potential bidder fails to satisfy

more than 2 criteria. Overall, an average requirement excludes at least one supplier in more

than 13% of potential-bidder×auction observations.

Table 2: Details of Auction Design and its Consequences for Participation.

(5) Requirements
# std # std

# of requirements considered 29 –
# of requirements per auction 12.9 2.5 % auctions with a requirement 45.0 34.2
# exclusionary req. per excluded bid 2.2 1.4 % bids a req. was exclusionary 13.5 12.3
(6) Scores

# std # std

# scoring criteria – all 333 – # scoring points for bus 24.3 24.3
# scoring criteria – processed 67 – scoring criteria – processed (% all pts) 82.7 –
θ – participants 2.4 5.8 θ – incumbents 4.3 9.1
θ – non-participants 12.0 14.0 θ – non-incumbents 11.9 13.0

(7) Bidders

bidders potential eligible actual
average # bidders 4.3 2.3 1.3

Panel (6) of Table 2 describes how operators use scoring criteria and how these translate

into advantages or disadvantages for particular suppliers. Between 2006 and 2024, we observe
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333 distinct scoring criteria referring to the technological characteristics of the bus. In this

paper, we focus on 67 criteria for which we are able to recover the technological characteristics

of all regular bidders. Although this represents only about one fifth of all criteria ever used,

these criteria account for more than 80% of all scoring points assigned to the bidders in our

data, suggesting that they capture the economically relevant part of the scoring rules.

On average, operators select criteria that assign up to 24 scoring points based on tech-

nological characteristics of the bus. This magnitude is substantial. A supplier receiving no

points in this category would need to submit a price roughly 50% lower than a supplier re-

ceiving the full score in order to compensate for this disadvantage. Such price differences are

unlikely to occur given the typical profit margins in this industry, as suggested by industry

experts we consulted.

As expected, scoring rules do appear to influence participation decisions. Among actual

bidders, the average score disadvantage is only about 2 points (i.e. an average participant has

to submit an offer cheaper by 2% than the most preferred supplier to win with them), whereas

among eligible suppliers that choose not to participate the average disadvantage increases to

12 points. Moreover, incumbents tend to receive more favorable bidder preference weights

than non-incumbents (θ at the level of 4.3 vs. 11.9), which is consistent with the hypothesis

that operational considerations, such as switching costs, may play an important role in tender

design.

Finally, we summarize the combined impact of auction design on participation. On

average, a tender would attract 4.3 potential bidders. Technical requirements eliminate

roughly two suppliers, leaving 2.3 eligible bidders. Among those, suppliers facing unfavorable

scores often choose not to participate, leaving on average a single bidder, who ultimately

wins the contract.

4 Why Do Bus Operators Restrict Competition?

So far, we established that the combination of technical requirements and scoring rules

systematically reduces the number of participating suppliers, often to a single effective bidder.
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This data regularity raises the central question of the paper: why do bus operators design

tenders that restrict competition?

Several mechanisms may explain this behavior. One possibility is that tender design

reflects buyer-specific incentives unrelated to procurement objectives, such as informal ar-

rangements between operators and suppliers. In this case, requirements and scoring rules

may be structured to favor particular bidders in exchange for private benefits.

Another explanation relates to operational constraints associated with fleet management.

Introducing a new brand into the fleet may be costly because of compatibility issues, training

requirements, spare parts inventories, and maintenance procedures. If these costs are sub-

stantial, operators may design tenders in ways that discourage the entry of suppliers whose

products would introduce additional fleet variety.

Bus operators may also have idiosyncratic preferences over particular technological solu-

tions or brands and therefore design tenders that favor them. Preferences for brands in this

case are just an implication of preferences for technology.

The three explanations for why buyers restrict the competition generate qualitatively

different predictions. If tender design reflects corruption, the entering brand should receive

more favorable treatment in terms of requirements and bidder preference weights, whereas

the scores assigned to the incumbents should deteriorate. Otherwise, the auction would be

pretty competitive and this is unlikely to be a results of a bribe.

If operational considerations related to fleet management drive tender design, the en-

tering brand should become more favorably treated once it becomes part of the fleet, since

compatibility with existing vehicles reduces operating costs. At the same time, other incum-

bent brands should not be systematically penalized, as their buses are already present in the

fleet.

If operators have idiosyncratic preferences for brands, the entry of a new supplier should

not substantially alter the structure of scores across suppliers. If the preferences focus on

bus characteristics, the choice of buyer’s criteria for requirements and scoring rule should

not respond to changes in the technological solutions by incumbent brands.

Distinguishing between these explanations corresponds to a classic identification problem

in economics: separating unobserved idiosyncratic preferences from path dependence (Heck-
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man, 1981; Honoré and Kyriazidou, 2000; Magnac, 2000). In most empirical settings this

distinction is difficult because researchers observe only final outcomes: for example, which

supplier wins a contract, making it hard to infer how alternatives were evaluated. In our

setting, however, operators specify technical requirements and scoring rules ex ante, which

reveal their relative valuation of all potential suppliers before bids are submitted. In the

following subsections, we verify these predictions empirically.

4.1 Dynamics of Eligibility, Scoring Rules, and Fleet Struc-

ture

We begin by examining the dynamics of the relationship between tender design and the

composition of operators’ fleets. Specifically, we study how eligibility (driven by exclusionary

requirements) and bidder preference weights (driven by scoring criteria) evolve for three

groups of bus brands: the entrant, the incumbents (i.e. brands already in the fleet), and

other non-incumbent brands.

We implement a version of stacked difference-in-differences design centered around brand-

entry events. For each event, defined as the introduction of a new brand into an operator’s

fleet, we construct a time series of eligibility indicators and, conditional on eligibility, bidder

preference weights across all auctions held by that operator. We consider three specifications,

in which the treated observations are defined by pairs ij (brand×operator) in which (1) brand

i is the new-comer (2) brand i is the incumbent, and (3) brand i is a non-incumbent and

non-entrant. These are combined with control observations for brands not present in a

fleet at that time, drawn from auctions of the same (specifications (1) and (2)) and other

operators (all specifications). Time is normalized relative to the last year prior to entry,

and the resulting event-specific panels are stacked into a single dataset, allowing us to pool

information across events while preserving a common event-time structure5.

5A few issues arise in constructing the dataset. (1) Auctions occur at irregular intervals and at different
times across operators. To align observations across events, we measure time in years relative to the intro-
duction of a brand into an operator’s fleet. (2) If an operator organizes multiple auctions within a given
year, we follow a conservative approach and record the most favorable outcome for a considered brand in
that year. (3) We restrict attention to a window of seven years before and after the introduction of the new
brand into the fleet, which reflects the limits of data availability.
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With the data constructed in this way, we move to the analysis. We estimate a difference-

in-differences specification that summarizes post-entry effects:

yijt = βDiD (Postijt × Treatedij) + αPPostijt + αTTreatedij + αxxijt + λij + λit + εijt (2)

where yijt denotes either the eligibility status or the bidder preference weight θ, Postijt

indicates periods beginning from the year of introduction, Treatedij denotes the treated

observations, xijt are other exogenous covariates (including the event id dummies), and λ is

a generic term for the fixed effects.

We also implement a stacked event-study design to trace the dynamics of eligibility and

bidder preference weights around brand entry. For each event, we define event time as

τ = t − Tij − 1, where Tij is the entry date of brand j into operator i’s fleet, and estimate

the following specification6:

yijt =
∑
τ ̸=−1

βEV ENT
τ · 1{τ = t− Tij} × Treatedij + αxxijt + λij + λit + εijt (3)

Table 3 presents the results for the DiD approach, and Figure 2 shows the estimated

event-study coefficients.

Starting in the year of entry, the new entrant is nearly 20 percentage points more likely

to satisfy the auction requirements and be eligible to participate, compared to the non-

incumbents. At the same time, its bidder preference weight, i.e. the price discount required

to outbid the most preferred supplier, declines by almost 9 percentage points. In contrast,

tender design for the incumbents and other non-incumbent brands does not react to intro-

duction of a new brand to the fleet. The estimated effects are both statistically insignificant

and economically negligible.

6Our data construction implies that the panel contains many gaps, since operators organize tenders at
different frequencies. Given the relatively small sample, this irregular timing could introduce composition
bias in estimates for particular event-time periods. To mitigate this concern, we assume that the valuations
revealed through requirements and scores persist until the next auction. Operationally, we carry forward
the most recent observation until a new tender occurs. While this assumption may be strong, we interpret
the resulting estimates alongside those from the baseline specification, which relies only on observed auction
outcomes and does not require such imputation.
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Table 3: DiD estimates: the effects of a new-comer’s entry on the post-entry tender design.

new-comers incumbents non-incumbents
(1) (2) (3)

prob. of being eligible .199
(.067)∗∗∗

−.079
(.060)

.015
(.042)

bidder preference weight θ −8.843
(3.844)∗∗

1.931
(2.441)

.550
(.694)

# events 117 114 189
# auctions 773 665 667
N 23159 23799 32428

The table presents the estimated change in probability of a brand being eligible (that is, allowed by the buyer through the tender
design) to participate in a tender and its bidder preference weight θ (that is, a measure of a price advantage or disadvantage in
bidding based on buyer’s choice of technological scoring criteria) in response to the introduction of a new brand to the fleet among
(1) the new-comers, (2) the incumbents, (3) the non-incumbents. Clustering. We cluster standard errors at the bus operator
level. Presentation. Standard errors are given in parentheses under the estimated effects. P-values. ∗∗∗ <.01,∗∗ <.05,∗ <.1.

These patterns of tender design are consistent with an explanation based on operational

fleet-management considerations. The treatment of a new-comer improves at the entry

and remains stable thereafter, whereas the positions of the incumbents and non-incumbents

remain unchanged7.

A few remarks are in order. In an ideal setting, entry into the fleet would occur as an

exogenous, one-time shock, akin to a helicopter drop of buses. In our context, however, entry

typically requires the operator to first make the tender accessible to the new supplier, often

by relaxing the specification. As a result, the change in revealed preferences may be part

of the process that enables entry, rather than a response to entry itself. Our estimates are

is descriptive of dynamics around entry, not causal evidence that entry caused the change.

However, the subsequent evolution of requirements and scoring remains informative: it allows

us to assess whether the initial change is persistent and whether it extends to other suppliers,

which is key for distinguishing between alternative explanations for the motivation driving

tender design by the buyer.

A natural follow-up question is what drives the initial shift in specifications that en-

ables entry. We provide direct evidence on the underlying mechanism in Section 5 (work

7The observed patterns may also reflect a general increase in competition in procurement. For example,
prior arrangements between buyers and certain suppliers may break down (e.g., due to changes in man-
agement or increased anti-corruption scrutiny). In such a case, new entrants would improve, as they were
previously disadvantaged, while incumbents would remain largely unaffected. The key test is what happens
to other non-incumbent brands: if their outcomes improve alongside the entrant, this would point to a
broad liberalization of tender design.The results indicate that the treatment of non-entering, non-incumbent
brands does not change, allowing us to reject this hypothesis as a primary mechanism driving the observed
variation.
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Figure 2: Event study estimates: the effects of a new-comer’s entry on the post-entry tender design.
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(b) incumbents: prob. of being eligible
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(c) non-incumbents: prob. of being eligible
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(d) new-comers: bidder preference weights
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(e) incumbents: bidder preference weights
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(f) non-incumbents: bidder pref. weights

21



in progress), where we analyze supplier questions and buyer responses during the tender

preparation stage. These data allow us to observe how potential bidders attempt to gain

eligibility: by requesting changes to specifications or threatening appeals, and how operators

respond to such pressures depending on whether the question comes from the incumbent or

a non-incumbent. The evidence is broadly consistent with tender design being shaped by

operational considerations.

4.2 Response to Exogenous Changes in Incumbent Brands’ Fea-

tures

So far, the evidence suggests that favoritism in tender design closely follows incumbency

status. However, because favoritism is not explicit and operates through technical speci-

fications, an important alternative explanation arises: operators may simply have genuine

preferences for certain bus characteristics, and the observed patterns of criteria chosen for the

requirements and scoring rules may reflect these preferences rather than strategic restrictions

on competition.

To distinguish between these two explanations, we exploit a technological change in the

product line of a major manufacturer (the second largest by market share in our data). Bus

manufacturers periodically introduce new generations of vehicles; the one we focus on is

particularly informative because it involves changes in several features that are among the

most commonly used criteria in tender requirements and scoring rules. Importantly, these

changes do not represent a clear improvement from old to new. Rather, the alternative

feature variants within each criterion reflect trade-offs8, as confirmed by the data: different

operators prefer different variants at the same point in time. This allows us to abstract from

mechanical shifts in preferences driven by strictly superior technology in our analysis.

8These features are: (1) windshield division. Windshields can be divided vertically into the left and right
part which lowers the windshield replacement costs, but restricts driver’s range of view; or panoramic, which
allows unrestricted view in the cost of necessity to replace everything once a small crack shows up. (2) fron
axle suspension. Rigid front axle is typically cheaper to produce and maintain and performs well on uneven
or poor-quality roads, whereas independent front suspension results in smoother driving, better passenger
comfort, and improved vehicle stability. (3) engine displacement: smaller and larger engines reflect a trade-off
between efficiency and performance. Two out of three of them are relevant across propulsion types, including
electric buses, which allows us not to worry about the gradual shift from buying conventional buses to their
electric counterparts at the end of our sample.
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We use this setting to examine whether operators adjust their use of such criteria, both

in requirements and scoring, once the corresponding features of their preferred brand are no

longer available in newly produced buses.

Our empirical strategy relies on difference-in-differences (DiD) and triple-differences (DDD)

designs centered on the introduction of the new vehicle generation (early 2020). Because this

change affects three distinct criteria, and operators can adjust each independently, we treat

the response within each criterion as a separate event in a stacked DiD framework. We

construct a separate sub-sample for each criterion and stack them to form the estimation

dataset.

The treated group consists of operators that purchased buses from the affected man-

ufacturer in the preceding four years through auctions, which we interpret as revealing a

preference for that brand, or for the characteristics embodied in its previous generation.

The control group includes all other operators. We restrict the sample to tenders in which

the manufacturer could plausibly participate, i.e., those matching its product offerings in

terms of vehicle length and drive type.

We examine how the use of affected technical criteria evolves around the introduction

of the new generation. The DDD specification tests whether treated operators shift from

the old to the new feature variant after the introduction. In particular, it captures whether

the new technological solutions are more likely to be required or receive greater weight in

scoring rules relative to the old one past the introduction of new generation. Since both

variants can, in principle, be allowed simultaneously, focusing on their relative use isolates

substitution toward the new feature. We estimate parameters of the following equation:

Ycvjt = βDDD · (Postcjt × Treatedcj × New featurecv)

+ αPT (Postcjt × Treatedcj) + αPN(Postcjt × New featurecv) + αTN(×Treatedcj × New featurecv)

+ αxxcjt + λc + λj + λt + εcvjt. (4)

where c denotes the criterion and v the variant within a criterion (for example, if c is

windshield division, then respective v’s are divided vertically and panoramic).
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We complement our analysis by estimating separate DiD specifications for the old and

updated variants of each feature. This allows us to decompose the overall effect into (i) the

removal of previously favored variants (which become obsolete within the brand following

the generation update) and (ii) the adoption of the updated variants. We perform analogous

analyses for scoring rules, examining how many points (out of 100) are assigned to each

variant.

Finally, we estimate a DiD specification for broader criteria that do not distinguish

between variants (e.g., windshield division but not divided/panoramic). This allows us to

assess whether operators drop the entire criterion or merely adjust its specification.

The key hypothesis is as follows. If tender design reflects intrinsic preferences for specific

technological features, operators should continue to favor them even after they disappear

from manufacturers’ product lines. In contrast, if tender design reflects fleet-management

considerations (such as compatibility with existing fleets), their use should decline once they

no longer facilitate the selection of the preferred brand.

Because the number of observations is limited, our main analysis focuses on pre-post

DiD and DDD specifications. We complement this with event-study estimates to examine

dynamic patterns, although these are expected to be imprecisely estimated.

Table 4: DiD estimates: the effects of a change in brand’s features on the post-entry tender
design.

requirement scoring points criterion in
scoring rule

(1) (2) (3) (4) (5) (6) (7)

DDD .192
(.077)∗∗

.093
(.396)

DiD (old) −.094
(.042)∗∗

−.417
(.334)

DiD (new) .083
(.047)∗

−.032
(.162)

DiD (crit gen) −.126
(.063)∗∗

# events 3 3 3 3 3 3 3
# auctions 189 189 189 189 189 189 189
N 1506 753 753 1506 1506 753 753

The table presents the estimated change in probability of a brand being eligible (that is, allowed by the buyer through the
tender design) to participate in a tender and the number of scoring points (out of 100; a measure affecting price advantage
or disadvantage in bidding based on buyer’s choice of technological scoring criteria) in response to the change in technological
solutions adopted by a preferred brand. Clustering. We cluster standard errors at the bus operator level. Presentation.
Standard errors are given in parentheses under the estimated effects. P-values. ∗∗∗ <.01,∗∗ <.05,∗ <.1.

24



Figure 3: Event study : the effects of a change in brand’s features on the post-entry tender
design.
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Table 4 and Figure 3 present the results. First, we observe a substantial shift in require-

ments: the DDD estimates indicate that the updated variant (new to the affected brand,

though not novel in general) becomes nearly 20 percentage points more likely to be allowed

relative to the old one. This effect is driven by both margins: DiD estimates show a 9.4

percentage point decline in the probability of allowing the old variant and an 8.3 percentage

point increase for the updated variant.

In contrast, we do not observe meaningful adjustments in scoring. The DiD estimates

for scoring weights are small and statistically insignificant. This reflects the fact that the

corresponding criterion often disappears from the scoring rule altogether, as confirmed by

specification (7), suggesting that operators avoid assigning points to mutually exclusive

variants.

As expected, the event design estimates suffer lack of precision due to small sample size,

but the point estimates preserve the main conclusion.

Overall, this pattern strongly supports our hypothesis that buyers’ choices of require-

ments and scoring criteria reflect preferences for suppliers rather than for specific techno-

logical solutions. At the same time, it is also consistent with an operational explanation:

while a few feature variants change, the broader technological concept of the brand, and

its compatibility with the existing fleet, remains largely unchanged across generations, as

evidenced by Premik and Yu (2026).

25



5 Additional Results

In this section, we outline several ongoing extensions of the analysis that we plan to present

at the conference, provided the results are informative.

5.1 Supplier’s Questions and Buyers Answers

Before the bid submission deadline, potential bidders often submit requests to liberalize the

tender specification, either to allow them to participate or to improve their position under the

scoring rule. In some cases, the buyer declines to make any changes. We collect such requests

and examine whether buyers are more likely to update the specification when the requests

concern features associated with incumbent brands. These data are currently available for

a subset of tenders and will allow us to study this mechanism directly. It have only recently

become available, so the analysis is forthcoming.

6 Conclusion

This paper studies how and why contracting authorities influence competition in public pro-

curement. We collect detailed data on tender design in repeated purchases of urban buses

in Poland, and show that buyers shape supplier participation through the choice of ten-

der criteria, often narrowing competition substantially. A stacked difference-in-differences

analysis reveals that once a supplier enters an operator’s fleet, subsequent tender criteria

become persistently more favorable to that supplier, while the treatment of incumbent sup-

pliers remains unchanged. This pattern is consistent with operational considerations, such

as switching costs and fleet compatibility, rather than explanations based on corruption.

Exploiting a technological change in vehicle design, we show that operators adjust tender

specifications in a way that is difficult to reconcile with stable preferences over technological

features. When previously used feature variants become unavailable for buyer’s preferred

brand, they shift requirements toward the updated variants while relaxing the use of the old

ones, and drop the respective criteria from the scoring rule. This pattern is consistent with
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operators tailoring specifications to accommodate specific suppliers rather than to reward

particular technologies.

Our findings highlight that limited competition in procurement cannot be interpreted

at face value. The same noncompetitive outcome may arise either from distortions or from

attempts by buyers to manage operational trade-offs that are not explicitly recognized by

procurement rules. More broadly, the paper underscores the importance of carefully an-

alyzing the conduct of economic agents when evaluating market outcomes. Policies that

focus narrowly on increasing bidder participation may misdiagnose the source of limited

competition and risk generating inefficiencies when important organizational frictions are

present.
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Appendix

A Procuring City Buses in Poland

A.1 Producers’ Technological Solutions – Examples

As specified in EU directives (2014/24/EU, 2014/25/EU), scoring auctions and associated

scoring rules aim to take into account the quality of the goods procured in addition to

their price and ensure, in this way, the best value for money purchases. Operators choose

bus-related criteria to promote specific qualities, fulfilling lawmakers’ intentions. However,

in many cases, the solution receiving a full score may not be objectively better than non-

preferred solutions. For example, windshield division is the most frequently used criterion

related to bus technology. Bus windshields can be divided vertically into two halves, making

replacement cheaper in case of one-sided damage. However, the dividing column may affect

the driver’s view. Panoramic (non-divided) windshields offer a better view. However, in

case of any damage, replacement gets more costly. Operators assign a full score for both

solutions, confirming that neither solution dominates the other. The possibility of applying

windshield division is related to how the bus chassis is constructed. Some producers do not

offer a divided windshield.

Another frequently used criterion assigns points for the engine’s horizontal or vertical

alignment. Using horizontal engines, producers can increase the number of passenger seats.

In addition, necessary components may be more accessible. Vertical engines, in turn, decrease

the number of passenger seats but usually allow for limiting the number of stairs passengers

need to climb to take a seat. Again, the alignment of an engine is an essential part of a bus

and cannot be easily adjusted. Depending on the operator, both solutions may be given a

full score.

A.2 A Simple Example of Auction

To understand how the mechanism of assigning bidder preference weights through scoring

criteria related to bus technological solutions works, consider a simple example of an auction
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Table A.1: Scoring auction design – example.

Auction Design Bidders
S M

criterion max points value points value points

price prop. to lowest 80 $150k 80 $200k 60

windshield division
yes 5 5 – –
no 0 – – 0

engine alignment
horizontal 15 – – 15
vertical 0 0 – –

total 100 85 75

with three scoring criteria: price, windshield division, and engine alignment. The lowest price

scores 80 points, and more expensive offers receive proportionally less. Buses with their

windshields divided receive 5 points, and horizontal engine alignment is worth 15 points.

Table (A.1) presents the details.

Suppose that two bidders submit their offers. S offers cheaper buses, hence gets 80 points

in price criterion. Their buses have divided windshields and vertically aligned engines, which

results in 5 points assigned for bus-related criteria. M submits a higher price and hence

receives fewer points. They offer no windshield division but receive 15 points for a vertically

aligned engine. Eventually, S wins with 85 assigned points.

In this auction, M receives more points than S in bus-related criteria. Hence, it is more

preferred than S by the operator. If M submits a price lower than S, then they surely win.

The link between points assigned by the scoring rule and bidder preference weights lies in the

question of how much higher price M can submit compared to S’s bid and still win. Using

the fact that points for price are assigned proportionally to the lowest submitted price, the

necessary and sufficient condition for M to win despite bidding a higher price is:

bS
bM

· 80 + 15 ≥ 80 + 5 ⇒ bM ≤ 1.143bS

The second inequality corresponds precisely to how we define bidder preference weights

θ. The weight for the most preferred bidder M θM = 1, and θS = 1.143.
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