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Abstract

Vertical mergers along the supply chain can generate efficiency gains by improving
coordination, and anti-competitive harms by disadvantaging rivals. However, the anal-
ysis is usually static, limiting our ability to assess recent policy concerns about their
dynamic consequences. This paper evaluates how demand-induced dynamics reshape
the effects of vertical mergers and uses deep reinforcement learning to overcome the
computational challenges. I develop a dynamic model in which downstream firms have
multiple suppliers and face dynamic demand, and I train neural networks to approx-
imate the Markov perfect equilibrium. I estimate the model using data from a U.S.
consumer goods industry, where habit formation in demand induces strong dynamics.
I find that dynamic considerations magnify the consequences of any competitive dis-
advantage. This prompts firms to moderate their margins, but also strengthens their
incentives to disadvantage non-integrated suppliers. Together, these forces produce a
perverse outcome: as demand dynamics strengthen, efficiency gains from integration
shrink by up to 35% compared to the static case, and integrated firms reduce prices of
integrated products by up to 30% less, while foreclosing non-integrated products more
severely. Overall, dynamic considerations dampen the pro-competitive effects of vertical
mergers and amplify their anti-competitive risks.
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1 Introduction

A wave of high-profile vertical mergers—AT& T /Time Warner, Illumina/Grail, Nvidia/Arm,
Microsoft /Activision Blizzard—has revived debate over how vertical integration should be
assessed. Once regarded as largely benign, vertical mergers are now subject to closer scrutiny
amid fears they could have persistent effects on industry dynamics, raising prices, dampening
innovation, or reducing consumer choice. These concerns have prompted revisions of merger

guidelines and renewed calls for a better understanding of their dynamic consequences.!

Traditional analysis weighs the efficiencies that an integrated firm can generate by cen-
tralizing decisions and eliminating double marginalization (incentive alignment) against the
risk that it might disadvantage rivals to its own benefit—by raising their costs or denying
access to inputs or customers (foreclosure) (Perry, 1989; Rey and Tirole, 2007; Riordan,
2005; Bresnahan and Levin, 2012). This trade-off is typically examined within a static
framework. However, the effects of vertical integration can shape market evolution and com-
pound over time. With dynamic considerations—due to innovation, investments, or con-
sumer dynamics—an integrated firm centralizes dynamic decisions, increasing the efficiency
gains from integration; yet harms to disadvantaged firms become persistent, amplifying fore-
closure risks. The interplay of these opposing channels and firms’ strategic responses renders

the overall effect an empirical question, potentially overturning static predictions.

The paper makes two complementary contributions. Substantively, it analyzes how dy-
namic considerations—arising from habit formation in demand—affect the efficiency of verti-
cal relations, foreclosure incentives, and the overall impact of integration. Methodologically,
it adapts deep reinforcement learning methods to approximate Markov perfect equilibria
in high-dimensional dynamic games, enabling counterfactual analyses that were previously
infeasible. To this end, I develop a dynamic model in which downstream firms have multiple
suppliers and face consumers who form habits and are more likely to repurchase products
they bought in the past. I estimate the model using data from a U.S. consumer goods in-

dustry, where I show that habit formation in demand generates strong dynamics and waves

1See, for instance, the U.S. DOJ & FTC Merger Guidelines (https://www.ftc.gov/system/files/
ftc_gov/pdf/P234000-NEW-MERGER-GUIDELINES.pdf), and the European Commission’s Merger Guidelines
review (https://competition-policy.ec.europa.eu/mergers/review-merger-guidelines_en).


https://www.ftc.gov/system/files/ftc_gov/pdf/P234000-NEW-MERGER-GUIDELINES.pdf
https://www.ftc.gov/system/files/ftc_gov/pdf/P234000-NEW-MERGER-GUIDELINES.pdf
https://competition-policy.ec.europa.eu/mergers/review-merger-guidelines_en

2 The findings reveal that demand

of mergers provide rich variation in vertical structure.
dynamics magnify the consequences of any competitive disadvantage—arising from higher
costs or lower product appeal. This motivates firms to moderate margins to preserve the
competitiveness of the vertical structure, but also strengthens their incentives to disadvan-
tage non-integrated suppliers. When firms are vertically separated, the moderation effect
tends to dominate. This alleviates the double marginalization problem and reduces the scope
for pro-competitive efficiency gains from integration by up to 35% compared to the static
case. This mechanism is stronger for market leaders than for smaller competitors, who have
greater incentives to integrate to improve their competitive position. At the same time,
demand dynamics amplify the anti-competitive effects of integration, as firms find it more
profitable to distort rivals’ access to consumers. Counterfactual merger simulations show that

integrated firms reduce prices less for their own products while foreclosing non-integrated

products more severely.

The model considers vertically related firms competing in prices over an infinite horizon.
It flexibly captures demand-side dynamics, as well as supply-side constraints relevant to the
industry under scrutiny. The demand side incorporates habit formation by allowing past
consumption to affect current utilities, while the supply side reflects two key features. First,
given the prevalence of long-term contracts in this industry, the model includes a preliminary
stage in which upstream firms set input prices, anticipating the effects on downstream com-
petition and future profits. Second, downstream firms set prices each period internalizing
that customers form habits and become loyal, which in turn affects future demand. This
framework captures how dynamic incentives shape firms’ strategies—an essential feature for
reliably estimating marginal costs and evaluating the effects of vertical integration. Specif-
ically, the model includes the incentives of a downstream firm that integrates only part of
its suppliers, to strategically steer consumers from its non-integrated products towards its

integrated ones (partial consumer foreclosure).

Computing counterfactual mergers or alternative market configurations requires char-
acterizing the equilibrium of the downstream dynamic game given input prices as well as

the equilibrium of the preliminary input-pricing stage. Downstream firms must track past

2The specific industry is not disclosed in compliance with the data provider’s confidentiality policy.



market shares, set prices for multiple products, and anticipate rivals’ strategies. This is
computationally challenging because states and actions are multidimensional and continu-
ous, and the equilibrium needs to be solved for each profile of input prices. As a result,
exact solution methods—even with coarse discretization—are computationally prohibitive.
[ therefore adopt methods from the reinforcement learning literature (Silver et al., 2014;
Lillicrap et al., 2015a; Lowe et al., 2017a) and adapt them to characterize Markov perfect
equilibria. I use neural networks to approximate both the policy and the value functions,
which allows me to handle continuous, high-dimensional state and action spaces. I depart
from these algorithms in two ways. I do not aid the learning of a given player with informa-
tion about the rivals’ strategies, and I reformulate the algorithm from a simultaneous to a

sequential best-response procedure.

Estimation proceeds in two steps. First, I estimate demand parameters by simulated
maximum likelihood on observed purchase sequences. To address the potential endogeneity
of retail prices, I use a control function approach using cost shifters such as prices of the
main inputs, electricity, or diesel. To reliably estimate habit formation in demand, I al-
low for a flexible specification that accommodates both observed and unobserved preference
heterogeneity. Second, I estimate the supply-side parameters using the method of simu-
lated moments, matching price moments. Importantly, I pre-train the neural networks to
characterize the equilibrium policies over a feasible set of supply parameters. This proce-
dure concentrates the computationally intensive step on an initial stage, allowing moment

matching to rely only on functional evaluations during estimation.

The findings show that dynamic considerations generate a dynamic double marginaliza-
tion problem that, holding other factors constant, magnifies the inefficiencies of vertical sepa-
ration. This prompts firms to moderate their margins to alleviate this coordination problem
within vertical structures, but it also strengthens their incentives to disadvantage rivals. The
first effect tends to be offset by the second, so that as demand dynamics strengthen, efficiency
gains from integration shrink by up to 35% compared to the static case. In extreme cases
with strong differences in the competitive positions of firms, these effects can vary. In that

case, stronger dynamic considerations—where current consumption has a greater effect on



future demand—can exacerbate the problem for laggard competitors, potentially increasing
gains from integration. By contrast, the double marginalization problem tends to be alle-
viated for leader competitors. These firms have little to gain from improved coordination,
whereas integration leads to more aggressive rivals, thus reducing gains from integration.
Counterfactual merger simulations reveal that integrated firms reduce prices of integrated
products by up to 30% less relative to a static setting, while foreclosing non-integrated prod-
ucts more severely. Overall, intertemporal linkages dampen the pro-competitive effects of

vertical mergers and amplify their anti-competitive risks.

Related Literature. This paper contributes to two main strands of the literature: the
literature on the effects of vertical integration, and the literature on solving and estimating

dynamic games.

A large theoretical literature has analyzed the efficiency of vertical relations through
improved coordination (Spengler, 1950; Williamson, 1985; Grossman and Hart, 1986; Rey
and Tirole, 1986; Katz, 1989; Rey and Vergé, 2008), as well as foreclosure concerns triggered
by vertical integration (Salop and Scheffman, 1983; Krattenmaker and Salop, 1986; Hart
and Tirole, 1990; Ordover et al., 1990; Salinger, 1988). However, little attention has been
paid to dynamic considerations. A few exceptions analyze vertical relations in a dynamic
setting, including Fumagalli and Motta (2020) and Sandiumenge-i-Boy (2023), who study
foreclosure by vertically integrated firms, and Asker and Bar-Isaac (2014), who examine the
use of vertical restraints to deter entry. The present paper contributes to this literature by
studying how intertemporal linkages shape the trade-off between efficiencies and harms from

integration.

Additionally, there is also a growing empirical literature documenting the effects of ver-
tical integration (Hastings and Gilbert, 2005; Ciliberto, 2006; Hortagsu and Syverson, 2007;
Houde, 2012; Lee, 2013; Atalay et al., 2014; Crawford et al., 2018; Luco and Marshall, 2020).
However this literature has so far focused on the static effects of vertical integration. This
paper quantifies how these effects vary with the strength of intertemporal linkages, and

contrasts the predictions with those obtained in the static benchmark.



This paper contributes to the literature on the estimation of dynamic games, and more
broadly to the growing effort to connect structural econometrics with machine learning
(Igami, 2020; Iskhakov et al., 2020). Early work relied on exact solution methods with
discretized states and actions (Rust, 1987; Pakes, 1984; Seim, 2006; Abbring and Camp-
bell, 2010; Igami, 2017). A central challenge in these methods is the computational burden
of computing the solution. To address these challenges, faster estimation strategies have
been proposed that do not require solving the game at each guess of parameters (Hotz and
Miller, 1993; Bajari et al., 2007; Pakes et al., 2007; Pesendorfer and Schmidt-Dengler, 2008;
Aguirregabiria and Mira, 2007a).

When the solution of the game is required, but the complexity of the model precludes the
use of exact solution methods, the literature has relied on approximations. One approach
approximates the game itself by reducing the dimensionality of the state space that play-
ers consider (Weintraub et al., 2008; Ifrach and Weintraub, 2017; Weintraub et al., 2010).
An alternative approach keeps the original game but approximates its solution rather than
solving it exactly, and is based on the literature on approximate dynamic programming
(Powell, 2007; Bertsekas and Tsitsiklis, 1996; Sutton and Barto, 1998). Pakes and McGuire
(2001) pioneered the adoption of reinforcement learning methods using a stochastic algo-
rithm with simulation for computing symmetric Markov perfect equilibria. Farias et al.
(2012) use simulation and approximate the value function as a linear combination of ba-
sis functions to compute approximate equilibria in high-dimensional dynamic games. My
approach is to preserve the original game but approximate its solution using deep reinforce-
ment learning. Compared to previous work, I approximate both value and policy functions
with neural networks—which scale to high-dimensional continuous state and action spaces—
and train them with modern deterministic policy-gradient algorithms using simulated data
(Silver et al., 2014; Lillicrap et al., 2015a; Lowe et al., 2017a). In a non-strategic setting,
Hu and Yang (2025) employ policy-gradient methods combined with indirect inference to
estimate single-agent dynamic discrete-choice models with unobserved continuous states and
discrete actions. I contribute to this literature by advancing the adoption and reliability of
novel deep reinforcement learning methods for solving dynamic games. I apply these tools

to a setting with rich intertemporal dynamics and vertical relations, using them to conduct



counterfactual exercises that would be infeasible with traditional solution methods.

Some of these approaches have been applied in macroeconomics and finance; see, for

example, (Ferndndez-Villaverde et al., 2020; Maliar et al., 2021; Azinovic et al., 2022).?

2 Institutional Detail and Data

2.1 Industry Background

The industry under study is composed of two vertically related segments: an upstream sector
that produces the main input, and a downstream sector that manufactures and markets the
final products. Upstream firms, which typically own the brands, sell the input to franchised
downstream firms. Downstream firms are responsible for manufacturing, packaging, dis-
tributing, and locally marketing the final product. Facilities in both segments are generally
located near population centers, with upstream production sites also strategically placed

close to key sources of raw materials.

Agency frictions have historically shaped the contracts in this industry. Franchise agree-
ments typically specify long-term contracts with constant per-unit prices for the input.
Historically, input prices were fixed, but more recent contracts include unilateral price-
adjustment clauses to account for inflation. Downstream firms are contractually respon-
sible for producing the final product, determining retail and wholesale prices, and executing
local advertising.? To support relation-specific investments on both sides, contracts grant
downstream firms perpetual and exclusive rights to manufacture and distribute the brand’s

products within their territories.” Downstream firms are generally allowed to contract with

3See Fernandez-Villaverde (2025) for a recent overview of deep-learning approaches to solving economic
models; the DSE 2023 summer school materials (Scheidegger et al., 2023) for an accessible introduction and
recent applications in macroeconomics and finance; and (Powell, 2007; Bertsekas and Tsitsiklis, 1996; Sutton
and Barto, 1998) for introductions to reinforcement learning.

4Brand owners may coordinate negotiations among nationwide retailers and regional downstream firms
regarding pricing or product availability. However, downstream firms retain the right to reject such terms.
In that case, importing products from other territories would require the downstream firm’s consent and a
corresponding compensation.

5This contractual structure is permitted under U.S. antitrust law. Specific statutory references and
industry sources are omitted in accordance with the data provider’s confidentiality agreement.



multiple upstream firms, provided the products are not close substitutes. However, leading

brands prohibit their partners from contracting with direct rivals.

2.2 Vertical Transactions

In the last decades, a series of vertical acquisitions by upstream producers reshaped the
industry’s vertical structure. These transactions reflected a strategic shift toward greater
downstream control, especially over pricing and product availability, motivated in part by

coordination frictions that limited firms’ ability to adapt to changing market conditions.

First, one upstream producer acquired two of its largest independent downstream firms,
which together accounted for approximately 70-80% of its U.S. volume. Then, it acquired
an additional downstream firm that represented a relatively small share of its national sales.
At the time of the initial acquisitions, the firm already held a 30%-40% equity stake in each

of the two downstream firms but had no ownership interest in the third.

A second important upstream firm, which previously relied on independent downstream
firms for distribution, completed a vertical acquisition by purchasing full ownership of its

main partner, which accounted for roughly 70-80% of its volume.

The third relevant upstream firm did not engage in vertical integration but was directly
affected by the acquisitions, as some of its downstream partners were acquired by rival
firms. It relied on a mix of internal facilities and third-party partners—including some
affiliated with competitors—to produce and distribute its products. Approximately half of
its total volume in the U.S. was distributed through its own network, while the remainder was
managed by licensed or independent firms. Partners acquired by competing firms accounted
for roughly 30-40% of the firm’s U.S. volume. Even though licensing agreements stipulated
that ownership changes would automatically terminate existing contracts unless renegotiated

or explicitly approved, all contractual relationships involving acquired firms were preserved.



2.3 Data

This paper uses data from several sources. First, I use the NielsenlQ-Kilts datasets, which
provide store-level weekly product information, as well as household-level purchase and so-
cioeconomic data. Second, I hand-code territory maps and use Federal Trade Commission
merger investigation documents to identify the geographic coverage of companies involved in
the mergers.’ Third, I construct market-level cost shifters using data from the U.S. Bureau
of Labor Statistics, the U.S. Energy Information Administration, and the U.S. Department
of Agriculture.

2.3.1 Household data, Downstream Prices and Quantities

I use the NielsenlQ Consumer Panel Data and Retail Scanner Data for the Pacific and Moun-
tain time zones covering roughly five years before and after the mergers. The Consumer Panel
Data provides purchase decisions and household-level information of a representative panel
of households in the United States. This dataset contains information on the history of pur-
chases, prices paid, and individual characteristics. The Retail Scanner Data contains weekly
product-level pricing, volume, promotion, and store information provided by participating
retail stores in all U.S. markets. Both datasets include geographic identifiers, allowing the

construction of localized choice sets and price measures.

For each year, I include a selection of products that captures approximately 95% of total
volume. I define products by aggregating Universal Product Codes based on brand and prod-
uct characteristics. Products accounting for less than 0.1% of annual sales are excluded. I
normalize all product information to a single size equivalent. I focus on households’ decisions
to purchase among nine alternatives: the standard and alternative versions of three popular
brands’ leading products, the standard and alternative versions of other popular products,
and all remaining products, which I define as the outside option. I consider all grocery
trips in which households purchased any of the products in the defined choice set. Since the

panel reports the full universe of purchases, I observe the household’s complete product-level

6Specific data sources and references are not disclosed in accordance with the data provider’s confiden-
tiality policy.



purchase history. This allows for the construction of state dependence variables, based on

lagged product-specific purchases.

I use the Retail Scanner Data to construct store-week level choice sets using price and
availability information, as well as market-level prices and shares. Prices are computed as
the ratio of total revenue to total volume sold for each product. Market shares are calculated
by dividing the volume sold of each product by the total volume of all included products

sold in that market.

2.3.2 Geographic Coverage

I combine distributor-system territory maps with FTC merger investigation documents to
identify the geographic coverage of companies involved in the mergers. The resulting dataset
includes county-level data for the two largest brands, indicating the territories where fran-
chised companies that integrated held exclusive distribution rights. The FTC documents
supplement this information by identifying counties where companies affiliated with the two
largest brands also distributed products of the third-largest brand, both before and after

consolidation.

To distinguish territorial overlap, I classify counties into three categories: (i) those served
by integrated downstream firms that did not distribute the third-largest brand; (ii) those
served by integrated downstream firms that did; and (iii) counties served by downstream
firms that remained independent. This classification is applied separately to each integrated
structure. The territorial coverage of each downstream firm remained fixed over time, and
all pre-merger vertical relationships continued post-merger. The analysis focuses on the
Western census region, comprising 333 counties, with the two main downstream firms active

in approximately 170-210 of them.

There is substantial geographical variation across brands and regions, with areas ex-
hibiting all possible combinations of integration patterns — including regions where only
one merger occurred, where both did, and where the non-integrated firm was directly or

indirectly affected.



2.4 Inertia in demand

I begin by documenting patterns in the raw data that suggest state dependence and in-
form identification. Table 1 shows that repurchase frequencies are consistently higher than
marginal purchase frequencies across products, indicating inertia in consumers’ choices. How-
ever, higher repurchase rates alone do not distinguish true state dependence—where past
choices causally affect current preferences—from spurious state dependence, where unobserved
heterogeneity in preferences correlated over time drives persistent behavior (Heckman, 1981).
For example, a consumer who repeatedly buys the same product may simply have a stronger
intrinsic preference for it; if this preference is not properly accounted for, such behavior
could be mistaken for state dependence. By contrast, a pattern more indicative of true state
dependence arises when a consumer usually purchases one product, temporarily switches to
another due to a price discount or stock-out, and then continues purchasing the new product
more frequently than before. Such persistent shifts following exogenous shocks suggest that
trying a new product causally affects future preferences—even when the consumer initially
had a strong preference for the original option. Following Dubé et al. (2010), I report in col-
umn 3 the repurchase frequency for non-preferred products that were initially purchased at
a discount. We can see that also in this case repurchase frequencies are substantially higher.
These patterns help illustrate how temporary deviations can lead to persistent changes in

choice behavior.

Identification of structural state dependence relies on how the order of purchases affects
the likelihood of observed sequences. Under the hypothesis that there is state dependence
in demand, the order in which a household purchases products influences subsequent choice
probabilities. Variation on prices and product availability aids identification by inducing
consumers to switch products for reasons not merely governed by heterogeneous preferences.
These forced switches initiate new choice spells, and longer subsequent spells of repeated

purchases following such shocks are indicative of stronger state dependence.

10



Table 1: Repurchase Frequencies

(1) (2) (3)
Product Purchase Repurchase Repurchase Frequency
Frequency Frequency (non-preferred after discount)
Product 1 0.109 0.574 0.311
Product 2 0.091 0.608 0.315
Product 3 0.039 0.452 0.276
Product 4 0.054 0.489 0.278
Product 5 0.086 0.599 0.312
Product 6 0.102 0.596 0.329

Notes: Selected products are the standard and alternative versions of three popu-
lar brands’ leading products, aggregated over package sizes. Column (1) reports the
marginal purchase frequency; (2) the within-product repurchase frequency; (3) the
repurchase frequency for purchases of a product other than the household’s most-
purchased product, where the switch was initiated after a discount.

3 Model

In this section, I present a dynamic model of oligopolistic competition with vertical relations
and habit formation in demand. The model predicts: (i) household purchase behavior, where
utility can depend on past purchases, (ii) pricing strategies by downstream firms, and (iii)

input prices set by upstream manufacturers.

3.1 Overview

Time is discrete, infinite-horizon, and indexed by ¢t = 0, 1,.... Demand for J final products
depends on current prices and on consumers’ previous choices, reflecting state dependence
through brand loyalty. However, households are myopic, and when deciding which product

to choose, if any, they do not consider how their choices impact their future preferences.

On the supply side, the industry consists of upstream manufacturers and downstream
firms. Each manufacturer owns a set of products and supplies the input for its products
to a single downstream firm in each region. Downstream firms can contract with multiple
manufacturers and, for each input they receive, they produce and price the corresponding
final product. These vertical relationships are assumed to be exogenously determined, and

regions are assumed to be independent. Downstream firms set prices each period, assumed

11



to be a month, conditioning their strategies on the distribution of loyal consumers from
the previous period, captured by last period’s market shares, and on contemporaneous cost

shocks.

Timing. In a preliminary stage, manufacturers choose the margins they charge to down-
stream firms. 7 Then, each period: (1) Downstream firms set retail prices, taking into
account last period’s market shares and current costs. (2) Households make purchase deci-

sions. I next detail each stage of the model in reverse order of timing.

3.2 Household demand

I model households making discrete choices among products j € J = {1,...,J} and the
outside options at each purchase opportunity ¢t. Households are classified into groups defined
by being above or below the median income level and household size in the sample. State
dependence in demand is introduced by allowing current utilities to depend on previous
choices. The indirect utility that household ¢ obtains conditional on purchasing inside option
7 at time t is

Uit = Xij — uDjr + v 1{j € 8u} + €ije, (1)

The first component, Y;;, are product-specific constants that capture persistent char-
acteristics of products unobserved by the econometrician but known to households, such
as quality or brand appeal. They can be interpreted as controlling for vertical differentia-
tion across products. I allow the effect to vary with household demographics by specifying
Xij = X; + 11, Z;, where Z; is a vector of dummies indicating household i’s demographic

group for each observed heterogeniety variable.

The second component, a;p;:, governs the household-specific price sensitivity. I allow for

heterogeneity by assuming that a; = exp(a@ + [1,Z; + 04va;), where vy ~ N(0,1).

The third component, v, 1{j € 5;}, introduces state dependence in demand. The house-

hold’s state variable, 5;, is the inside good purchased in the previous period, if any. The

"Contracts have historically specified constant per-unit prices and been long-horizon—originally perpet-
ual—but were later amended to allow price-adjustments based on cost indexes

12



indicator function equals one if inside product j was purchased in the previous purchase
occasion, and zero otherwise. The coefficient ~; governs the degree of state dependence. A
positive value implies inertia in brand choices, meaning that if an individual switches to
product k, the probability of a repeat purchase of product k is higher than prior to the
purchase. I assume that v; = v + 11, Z;.

Finally, €;5; is an idiosyncratic shock assumed to be i.i.d. Type I Extreme Value. I also
allow households to choose among {0, 0, 0} alternatives, that correspond respectively to
any other standard product, non-standard product, or any other product in the category.
I assume that the decision utility from each of the three outside options is w,; = &0,
Uioe = Xio + Eines and wior = Xio + Eior-

I denote by 0P the vector collecting all demand-side parameters
eD = (d7 HCM O, /77 H’V; {Xﬁ HXj}j:la XG? HX@? XQ7 HXQ)'

The probability that household ¢ purchases product 7 € J at time ¢ is given by integrat-
ing the standard multinomial logit probabilities over the distribution of consumer-specific

preferences:

exp(Xij — @i pje + Y 1{j € 3i})

P = [ —
1+ exp(xi) + exp(xio) + Y exp(xij — @ipje + 7% 1{j’ € 8u})
ieg

dF(a’|0P).

3.3 Supply-side

Let U and D denote the sets of upstream manufacturers and downstream firms, respectively.
Each upstream firm u € U, which is the brand owner of products 7, C J, supplies the
input for each of its products to a single downstream firm in each region. Upstream firms
set constant input margins simultaneously in a preliminary stage. Downstream firms may
contract with multiple upstream firms and, for each input they receive, produce and price
the corresponding final product. Let U; denote the set of upstream partners of downstream
firm d and define Jy = U,ey, Ju as the set of products that downstream firm d produces

and sells.

13



3.3.1 Downstream firms’ problem

This section builds on Bajari et al. (2007) and develops a dynamic model of oligopolistic
competition. Downstream firms compete in prices each period and taking into account that
there is habit formation in demand: consumers’ current choices affect their future utility and

therefore future demand.

Firms make pricing decisions in each period ¢t = 0,1, ..., 00. Conditions at time t are sum-
marized by two commonly observed industry-wide states: the input margins m = (m;)/_, €
M determined by manufacturers in the preliminary stage, and the distribution of loyal con-
sumers at the beginning of period t, ; = (:vjt)le, represented by the vector of aggregate
market shares in the previous period. I assume firms observe only the aggregate vector
of last-period shares, and they neither observe nor attempt to predict demographic group

composition of these shares. ®

Before setting prices at time ¢, each downstream firm d receives a private, product-
specific, marginal cost shock v;; € V for each j € [J;, drawn ii.d. over time and across
firms and products from a normal distribution v;; ~ N(0,07 ). The vector of private shocks
is denoted by vy = (v;¢)7_;. Upon observing @; and (vj)jez,, firms simultaneously choose

prices p;; € R. Let p, = (p;i) 3-]:1 denote the vector of action profiles of all firms at period ¢.

Firm d’s per-period profit from product j € J; is given by
(Do, @, Vi, my) = [pje — (6§ + ¢ + my + v0)|Dj(pr, x| 07),

where ¢} and c? are the upstream and downstream fixed marginal costs of production, m; is
the per-unit input margin set by the manufacturer prior to downstream price competition,
and v, is the private cost shock. The term D;(p;, x; | 0F) is the demand for product j

given prices p; and market shares in the previous period x;, which is parametrized by 0

8Firms cannot price discriminate on demographics, therefore the assumption only affects forecast preci-
sion.
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and given by:

Dj(pi, x| 0°) = Y aj Pi(pr,s=j | 0°) + (1 - > xj/t) Pi(p:,s=1016"),
j'eJg Jj'eg
where IBj(pt, s | BP) is the share of consumers that having consumed s in the previous period,
purchase product j in the current period, obtained by integrating over the distribution of

consumer-specific preferences and demographic groups.

I assume that the distribution of costs, and the parameters governing demand, are known

to all players in the industry.

Given industry-wide states (x;,m) and cost shock realization vy := (vj1)jeq,, firm d’s

expected future profit is

oo
E ZﬁT*t Z T (pT7wT7VjTij) L, Vg, T
T=t JETd

where 5 € (0,1) is a common discount factor, and the expectation is taken over current and

future cost shocks as well as the evolution of the state and firms’ actions.

To complete the model, consider that the evolution of loyal consumers between periods
is determined by the J-dimensional vector of aggregate market shares. Then, the transition

between states evolves according to the following law of motion:
Ty = D (pt>fl3t | QD)

To focus on the core features of dynamic competition and abstract from reputation or col-
lusive considerations, I restrict attention to pure-strategy Markov perfect equilibria (MPE)
induced by the profile of input margins m that result from the preliminary stage. In this
framework, each firm’s strategy depends only on payoff-relevant state variables. Formally, a
Markov strategy for downstream firm d is a function o4 : X x VWil x M — RWVal A profile

of Markov strategies is then o = (04) ep-

Because (x;,m) encapsulates all relevant information from the past, and behavior is

given by the Markov strategy profile o, future profits dependent only on the present state
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and actions, and the expected profit of the firm can be written recursively:

Vi(x,vg,m | o) = E{ > Wj(a(m,l/,m),a:,yj,mj> + BVl v),m| o) ‘ Cl?,l/d},
J€Ta
where Vy(x,vy,m | o) is firm d’s value function in state (x,m) and shocks v, under a
strategy profile o, and (&', V) are the next-period states determined by their corresponding
law of motion and probability distribution. I assume that V; is bounded for any Markov
strategy profile o. The expectation accounts for rivals’ contemporaneous shocks as well as
future shocks. The strategy profile o is a MPE if, given the opponent profile o_4, each firm

d prefers its strategy o4 to all alternative Markov strategies o/,

o4 € argmax E[ > o (U&(w,ud,m), a,d(m,u,d,m),zc,l/j,mj) + ﬁ‘/d(-’l?/,yélvm | a;,adﬂ.
o J€Ja
Previous work has established conditions for the existence in dynamic games with similar
structure (Aguirregabiria and Mira, 2007b; Doraszelski and Satterthwaite, 2010). In this
paper, I assume the existence of an MPE in the continuation game defined by the vector of

input margins m.

3.3.2 Upstream firms’ problem

Upstream margins are determined in a preliminary stage prior to downstream price com-
petition. Manufacturers make simultaneous take-it-or-leave-it offers to their partner firms.
These offers are constant over time, observed by all players, and once agreed upon, cannot
be renegotiated nor broken. Then, each upstream firm u sets margins m, for each of its
products to maximize the induced expected net present value of flow profits when the state

at negotiation time is xq, given the strategies of all other manufacturers m_,:

330] y

where D;(-) denotes product j’s per-period demand, parametrized by 87, which depends on

m, € argmax E Zﬁt Z m; Dj(a'(wt,l/t,(mu,m_u)),azt;QD)

{m;}ieq t=0  jeTu

the profile of downstream actions and the state at a given period. The expectation is taken
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over the distribution of downstream cost shocks and the evolution of the state and actions.

When manufacturers set their margins, they face a trade-off between increasing imme-
diate profits with high margins and preserving future profitability with low margins. They
anticipate that setting high margins will decrease the ability to compete of their partner
firms, and in particular, will distort their dynamic incentives to accumulate loyal consumers.
This in turn will affect future demand for their product, which disciplines the manufacturers’

pricing incentives.

Any profile of manufacturers’ margins m = (m;);es induces a MPE in the firms’ con-
tinuation game, which in turn determines payoffs in the upstream manufacturers’ game. A
Nash Equilibrium of the manufacturers’ margin-setting game is a profile m* = (mj);c7 such
that no manufacturer has an incentive to deviate, given the continuation MPE that results

from m*.

Denote by 0% = (c**, &) the vector of supply-side parameters, where c**¢ = (c}‘—kc?) jeg
is the vector of constant marginal costs for each product, and o, = (0,,);es is the vector of
standard deviations of private shocks. The profile of strategies (o, m) are implicit functions

of the structural parameters of the model 8 = (67, 67).

The next section describes the solution method used to characterize the MPE of the
firms’ dynamic pricing game and the Nash equilibrium of the manufacturers’ margin-setting

game as a function of the parameters to be estimated.

4 Solution Method

The problem described in the previous section is computationally challenging for several
reasons. First, even solving the firms’ dynamic game for a fixed vector of input prices and
supply-side parameters can be infeasible. This dynamic game involves a multidimensional
and continuous state and action space. Solving it requires computing a fixed point, where
at each iteration both the policy and choice-specific value functions for each player must be
computed. These functions depend respectively on J+ J; and J+2x*.J; continuous variables,

and need not be linear. Second, endogenizing vertical contracts requires repeatedly solving
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the downstream dynamic game for different values of input prices. The input price vector
is a J-dimensional continuous variable, which further increases the computational burden.
Third, all this needs to be done for each candidate value of the structural parameters during

estimation.

To overcome these challenges, I use recent methods from the reinforcement learning litera-
ture, which approximate both value and policy functions using flexible functions (e.g., neural
networks). The method implemented in this paper is closely related to recent actor-critic
policy gradient methods (Lowe et al., 2017b; Silver et al., 2014; Lillicrap et al., 2015b; Mnih
et al., 2016). However, motivated by equilibrium analysis, I depart from these algorithms in

that I use a sequential training approach and decentralized policy evaluation.

Function approximators. I use fully connected feed-forward neural networks as function
approximators. These models are flexible and suitable for high-dimensional input data.
Under mild conditions they can approximate any continuous function on a compact set
(universal approximation; Hornik et al., 1989). A network applies a sequence of simple linear
transformations followed by pointwise nonlinearities. By composing these simple functions, it
can approximate complex mappings while remaining efficiently trainable via gradient-based

optimization.

A single neuron. Given inputs x1,..., x4, weights wq,...,wy, and bias b, one neuron com-

putes

d
z = g(ija:j—i-b),

j=1
where g(+) is an nonlinear activation function. A multi-layer network consists of multiple
such neurons arranged in layers, and each neuron in a layer applies this same rule, taking as

inputs all outputs from the previous layer.

Full network. Given hyperparameters {K, {m;}%,, {¢g;},} and trainable parameters p, a

dense feed-forward network N” encodes the mapping

r — NP(x)= gK<WK gK—l(WK—l e g(Whz+by) -+ bK—l) + bK);
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where K is the number of layers, mg is the input dimension, and m; is the number of
neurons in layer ¢ for ¢ = 1,..., K. The parameters W; € R™>*™i-1 and b; € R™ are the
weight matrices and bias vectors, respectively, and each activation g; is nonlinear and applied
elementwise: ¢;(v) = {gi(vl), ce gi(vmi)r. The parameter vector p collects all entries of

{mab%}fil

4.1 Downstream Solver

Before presenting the solution method, I augment the state to include variables over which
the networks should generalize: X = (x,m, 0%, \), where x is the industry-wide state, m
is the vector of manufacturers’ margins, 6° are the supply-side parameters, and A a scalar
that scales the state-dependence parameters on the demand side. During training, (m, 6%, \)
are treated as stationary states, and demand parameters are fixed throughout. The state is
augmented in this way so that the networks can learn value functions and policies that are

explicit functions of these parameters.

The main idea of the solution method is to replace exact representations of the value
functions and policies with parametric approximations that can be efficiently trained on
simulated state-action transitions. This is a grid-free, simulation-based, and highly flexible

method that can handle high-dimensional models.

Denote by ¢ = {agd}dep the downstream firms’ policies, each represented by a neural
network parameterized by ¢,. Furthermore, let the value of taking action p in state (X, vy),
the choice-specific value function, be de(X , Vg, p; 0®), a neural network parameterized by

®,. This function approximates the choice-specific value function:

Qr' (X v, p;0?) ~ E[ > (X, vp, 0% (X va) + BVa(X v a‘ﬁ)},

J€Td

where V is the value function implied by the policy profile o®.

A deterministic policy for firm d is then recovered by:

O-(dz)d(X’Vd) = arg;nax Qfl)d(Xuydap; 0-4))
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For a given player, fixing rivals’ policies, training has two main components. The first
one, value function approximation, consists in approximating the value of the agent’s policy,
which is kept constant throughout this step. It trains the choice-specific value function by
minimizing a mean-squared “Bellman error” loss function on simulated state-action transi-
tions for a fixed policy. The second one, policy function approximation, approximates the
dynamic best response given the latest choice-specific approximation using policy gradient

methods. For each player, the algorithm alternates between the two steps until convergence.

Value function approximation. The choice-specific value function is approximated us-
ing simulated data generated from the model. Specifically, I sample points from the state
space and apply the current policy and state transition functions—adding exploration noise
to the first action—to obtain state-action trajectories and the associated per-period profits.

These simulated trajectories of length T" are then used to construct target values:

T-1

@/

Yy = Z Bt Z T (Xtv Vits Pjts dei) + BT Qdd (XT7 Vd,T7pd,T)7
t=0 JET,

with delayed parameters ®,;. Then, the neural network is trained to minimize the mean

squared Bellman error between the predicted and target values:
L(®g) = Ego [ (Q2 (. v P 0?) — ) ],
and parameters ®,; are updated by stochastic gradient descent in the direction
AdP,; = —%acv% L(Dy),

where «. is a learning rate parameter. Delayed parameters @, are updated regularly using
Polyak averaging: ®; < 77 ®;+ (1 —7F) ®,/, where 77" is the Polyak averaging parameter.

TMC wyith TMC = 1 recovering the

In practice one may choose different rollout lengths
standard Temporal Difference TD(0) method—and to encourage exploration the very first
action in each simulated trajectory includes noise € ~ N(0,0,,). This step is performed

repeatedly and the gradient Vg, L(®,) is estimated over batches of simulated data, which
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can be first stored and then randomly sampled from a replay buffer.

Policy function approximation. Given the choice-specific value functions, the policy
network is updated via the policy gradient of the firm’s objective given sampled state points.’
Similarly to the value function update, I sample points from the state space. Then, with

deterministic policies, the policy gradient is given by:

Vo, J(05Y) = E|Vy, 054X, v4) V,Q5 (X, va, p; o)

—_,%d ] ’

and parameters ¢4 are updated by ascending the gradient such that A¢ = «,V4J (), where

Q, is the learning rate.

In practice, the training algorithm proceeds by iterating over players sequentially. For
each player d, holding rivals’ policies fixed, it repeatedly trains (i) the choice-specific value
function given d’s policy and (ii) the policy given the choice-specific value function. Each
training is performed for multiple episodes of simulated batches of data until approximate
convergence. The whole process is then iterated until overall convergence. The following
algorithm summarizes the steps of the downstream solver. A complete algorithm description

is provided in the Appendix A.

4.2 Upstream Solver

The upstream solver follows a similar methodology, the only difference lies in the computation
of the target to compute the Bellman error. Let pu¥ = {u’"},cy be the upstream firms’
policies, each one with parameters v,,. The choice-specific value function of upstream firm

can be approximated by some QY capturing the expected profit from choosing margins m:

'IO:| )

9See (Silver et al., 2014; Lillicrap et al., 2015b) for more details on the theory and early adaptation to
deep reinforcement learning settings.

QE“(QS,)\,m; ;ff;“) ~ E Zﬁt Z m; Dj(o'd’(Xt,ut),wt;@D)
t=0

= ]6;711,
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where xg is the vector of market shares at the margin-setting period. Given the downstream
firms’ policy profile, which are already trained, I use batches of Monte Carlo simulations to

evaluate the implied net present value of each upstream firm’s margin choice to construct

Then, the neural network is trained to minimize the Bellman error loss:

target values:
T

y= |28 > m;Di(e®(Xe, 1), 2;07)

£(0) = B [(QU(05 A mip?t) = y)]

For each sample from the state space, cost shocks are drawn for all players and periods, and
the downstream solver is used to recover price choices, profits, and the evolution of consumer
affiliations. For each simulation, the downstream solver is used to generate price choices
(and thus profits) in response to sampled cost shocks and evolving affiliations. A sufficiently
long horizon is simulated so the remaining value contributes little due to discounting. In
practice, it can help to approximate the final continuation value as the infinite sum of the
last period’s payoff. Then, the parameters are updated by stochastic gradient descent similar

to the downstream solver.

The upstream solver thus provides an approximate characterization of the optimal pricing
function for each value of the parameters included in the state vector. When #° is incor-
porated into the state, the combination of upstream and downstream solvers yields a fully
integrated reinforcement learning framework for characterizing (approximate) equilibrium

behavior in high-dimensional dynamic oligopoly settings with vertical relationships.

4.3 Approximation quality

Given a profile of strategies, the accuracy of the choice-specific value function approximation
can be monitored by sampling points from the state space and comparing its output to large
Monte Carlo simulations. More concretely, given a sampled state point, we can compare the
value of the approximation to the discounted sum of flow payoffs for 77 periods averaged over

RY paths initialized at that state point. For 7% and R? large enough, this provides the correct
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value of taking a given action at a given state. Then, for many state points and on or off
policy actions, we can compute the average percentage error between the approximation and
the "true" value, and thus monitor the performance of the approximation. More precisely, for
given strategy profile o, state point X (including all relevant state variables), and actions

a, we can compute the choice-specific percentage error of firm d as:

QF(X,ai0) — 2 I ST B S jeq, m(X 0l | )|
e SRS B e, (XL a0 | o)

PE.(X,a;0) =

Y

where X(()T) = X, ag) —a,andfort > 1,a!"”) = ab(Xtr), I/IE;)), and Xt(i)l = D(agr)7 o_j, z": 6P).
The shocks 1/,52) are drawn from the distribution of cost shocks. The average percentage error

can then be computed over a set of N? state points and actions:

N4

1
Avg.P.E.(o) = Ve > PE.(X,,a,;0).
n=1

Table 2: APE Value Function Approximation

Solver Mean APE SD APE
Upstream solver

Firm 1 0.6353 0.4662
Firm 2 0.5534 0.4576
Firm 3 0.8335 0.8395
Downstream solver

Firm 1 1.4845 1.1934
Firm 2 1.6089 1.6029
Firm 3 1.1043 0.8552

Notes: Mean and standard deviation of the Average Percentage
Error (APE) during the last training stage. The choice-specific
value function is evaluated at the action predicted by the policy.
Number of random state points: 300.
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Table 3: APE Value Function Approximation (off-policy actions)

policy—0.1 policy policy+0.1
Downstream solver
Firm 1 1.3368 1.4845 1.3828
(1.2173) (1.1934) (1.2339)
Firm 2 1.4802 1.6089 1.5244
(1.4205)  (1.6029)  (1.5072)
Firm 3 1.0290 1.1043 1.0513
(0.7926) (0.8552) (0.7789)

Notes: Mean and standard deviation of the Average Percentage Error
(APE) during the last training stage for on- and off-policy actions.
Number of random state points: 300.

Table 4: APE Value Function Approximation (across \)

Range A [0-0.33] [0.33-0.66] [0.66 — 1]

Downstream solver

Firm 1 0.7876 1.5751 1.9736
(0.5137) (1.2655) (1.2950)

Firm 2 1.4946 1.9247 1.3643
(1.9859) (1.7657) (1.2720)

Firm 3 0.8225 1.2210 0.3299
(0.3140) (1.0204) (0.2793)

Notes: Mean and standard deviation of the Average Percentage Error
(APE) during the last training stage for grouped by lambda values.
Number of random state points: 300.

Policy function accuracy. Given an approximated choice-specific value function we can
monitor the quality of the trained policy function. At a given state point, we can find the
action that maximizes the choice-specific value function. This action can be compared to
the one given by the policy function at that state point to compute a percentage error. More
precisely, for given strategy profile o and state point X, we can compute the percentage

erTor as:
‘ab(X, V) — argmaxeecq QF (X, a; a’)‘

PE.(X;0) =

bl

l|arg maxge 4 Qg’(X, a;o)
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where v, is drawn from the distribution of cost shocks. The average percentage error can

then be computed over a set of N? state points:

1 X
Avg.P.E.(o) = Ve > PE.(X,;0).
n=1

When the policy function has only one dimension, we can simply evaluate the choice-
specific value function at a grid of actions centred around the policy action to find the
argument that maximized the value. The grid can be generated with even spaces or by
sampling noise from a random distribution and adding the policy action. Different sampling
choices, bounds, and number of actions per grid allow to evaluate the policy at different
regions within a reasonable computational cost. When the policy function has multiple
dimensions, it can be computationally preferable to find the argument that maximizes the

choice-specific value function using numerical optimization methods.

Table 5: APE Policy Function Approximation

Solver Mean APE SD APE
Upstream solver

Firm 1 1.8431 1.0529
Firm 2 1.2514 1.0147
Firm 3 1.5423 1.0818
Downstream solver

Firm 1 1.3084 1.1078
Firm 2 1.4128 1.0564
Firm 3 1.4022 1.0455

Notes: Mean and standard deviation of the policy Average Per-
centage Error (APE) during the last training stage. Number of
random state points: 10000.

5 Estimation and Identification

There are two sets of parameters to estimate, {#° 0”}. 1 estimate the demand-side pa-
rameters separately in a first stage using simulated maximum likelihood, by matching the

probabilities of the sequences of purchases. The recovered demand parameters are then used
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to solve and estimate the dynamic model via the method of simulated moments.

Demand-side parameters. 67 = (6,V})

Demand parameters determine household demand for the alternatives, substitution pat-
terns, and the impact of past purchases on current propensities to repurchase. Indirectly,
the resulting demand affects the level of competition as well as firms’ pricing strategies to

accumulate loyal consumers.

Demand parameters are identified using price and product availability variation over
time. To address the potential endogeneity of retail prices, I use a control function approach
Petrin and Train (2010). In the first stage, I regress prices on product and time fixed effects,
as well as different sets of instruments. I consider cost shifters as electricity prices, diesel and
gasoline prices, proxies for prices of inputs, as well as Hausman-type price instruments, and
lagged prices. The residuals from the first stage are then included as an additional regressor
in the second stage to control for the correlation between prices and unobserved product

characteristics.

The main challenge in identifying the state dependence parameter is to disentangle true
state dependence from unobserved preference heterogeneity that is correlated over time. No-
tice that in the absence of state dependence, the probability of a purchase sequence depends
only on which products were chosen. Instead, when state dependence is present, current
utilities depend on past choices, making the probability of the sequence depend on the order
in which purchases were made. The likelihood of a sequence varies with the value of the
state dependence parameter: high values amplify the tendency to repeat a recent choice,
while low (or negative) values make switching more likely. Identification of this parameter is
thus informed by the extent to which households persist in or switch from previously chosen
products over time. Exogenous variation in prices and product availability—such as tempo-
rary price reductions or stockouts—induces deviations from preferred choices. These devia-
tions—and whether consumers revert to their earlier choices in subsequent periods—provide
the variation needed to disentangle true state dependence from static unobserved preference

heterogeneity.
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I estimate the vector of demand parameters §” by maximizing the simulated log-likelihood
of the sequences of purchases observed in the data. The integral involved in the likelihood
of an observed sequence of purchases is approximated using simulation. I use Halton (1960)

draws to increase accuracy instead of independent random draws.

Supply-side parameters. 0° = (¢, 0?)

The supply-side parameters include the marginal costs and the variance of cost shocks
associated with each vertical structure. Marginal costs affect price levels by shaping firms’
ability to compete and invest. The parameters o2 capture the variance of privately observed

marginal cost shocks, which influence the extent of price dispersion.

I estimate the model parameters using the Method of Simulated Moments. For each firm,
I minimize the difference between the mean and standard deviation of prices observed in the
data and those predicted by the model. The estimation uses data from the period preceding
the vertical transactions. The neural networks are trained over §° values, while the demand

parameters 07 are fixed at the values estimated in the first stage.

I construct the price moments using the upstream and downstream solvers in conjunction.
For any vector of parameters 6°, state &, and cost shocks v, the predicted price of firm d is
given by:

oft (2, va; | T4 P (e 0y, ), 0,0, (2)

Moments predicted by the model are evaluated at the average market share observed in

the data.

Identification of these parameters relies on the model’s structure, which links equilibrium
prices to marginal costs and cost shocks. The key idea is that, conditional on the recovered
demand parameters and a candidate value of #°, I can simulate equilibrium prices by solving
the dynamic game between downstream firms, taking into account the upstream marginal

costs and the realizations of cost shocks.

27



6 Results and Parameter Estimates

This section discusses the results from the estimation of the demand and supply-side param-

eters.

6.1 Demand-side parameters

The parameters provided in Table 6 are the key demand-side parameters that shape consumer
preferences and behavior. In particular, these are the coefficients common across observed

and unobserved heterogeneity.

The price coefficient governs consumers’ price sensitivity and substitution patterns. The
utility especification enters price with a negative sign, so larger positive values of the price
coefficient indicate greater sensitivity to price changes. Using the demand estimates and the
log-normal specification, the mean price coefficient is estimated to be 6.27. Average own-
price elasticities in the observed trip-level data are approximately —2.3, while cross-price
elasticities range from 0.12 to 0.415 (Table 13). All demand parameters are reported in
Table 11.

The state-dependence parameter measures the effect of having purchased a given prod-
uct on current utility. The positive value implies inertia in brand choices. This ultimately
drives firms’ incentives to invest in consumer retention through lower prices. The mean state
dependence parameter, accounting for observed heterogeneity, is estimated to be 2.172. Com-
paring the magnitude of the mean state dependence parameter to the mean price coefficient
provides a sense of the economic importance of state dependence. A consumer with price
coefficient 6.27 and state dependence parameter 2.172 would require a price reduction of
roughly 2.172/6.27 ~ 0.346 dollars to be indifferent between switching to a new brand and
remaining loyal to their previous choice. Given that the average price of the normalized prod-
uct in the data is around 0.5 dollars, this indicates that state dependence has a substantial

impact on consumer behavior.

Product fixed effects capture product-specific mean utility that is not explained by ob-

served covariates. Differences in these parameters therefore reflect the relative intrinsic
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appeal of products.

Table 6: Estimates of Key Demand Parameters

Variable Parameter Estimate S.E.
Price a 1.841 0.063
State Dependence ~ 2.347 0.018
Product FE 0 X -1.411  0.015
Product FE 0 X0 -1.910  0.024
Product FE 1 X1 2.196 0.217
Product FE 2 X2 2.230 0.220
Product FE 3 X3 1.792 0.250
Product FE 4 X4 1.578 0.233
Product FE 5 X5 1.939 0.210
Product FE 6 X6 1.828 0.210

Note: Selected key estimates of the demand side coefficients. An exhaustive list
of all estimated parameters is provided in the Appendiz.

6.2 Supply-side parameters

Table 7 reports the estimated supply-side parameters, including the fixed marginal cost of
producing each product, net of upstream margins, as well as the standard deviation of the
downstream firms’ private cost shocks. The marginal costs affect the level of competition
by shaping firms’ ability to invest and compete. The variance of cost shocks influences the
extent of price dispersion. The fixed component of marginal costs, net of input margin, for
each vertical structure is estimated to be between 0.077 and 0.182 cents for a normalized

product. The standard deviations of the private cost shocks are estimated to be around

0.023.

Firms’ ability to generate consumer retention is driven by the product fixed effects pa-
rameters and the marginal costs. Higher product fixed effects give a greater ability to attract
consumers at given prices, while lower marginal costs enhance firms’ capacity to compete
through lower prices. Abstracting from state dependence, the maximum utility that a given
product j could profitably generate to consumer ¢, x;; —OziC}L+d, indicates the ability or poten-

tial competitiveness that product has to capture the consumer’s attention. Then, intuitively,

we can think of a metric that combines the two dimensions of product competitiveness at the
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aggregate demand level as the maximum utility each product can generate to the average
consumer, net of marginal costs: E[x;;] — E[a;]c¥™. This provides a sense of how much a
given product can invest in consumer retention by offering lower prices. A product that has
the potential to generate high utility, will be relatively more able to compete for consumer
retention.

Table 7: Supply-side parameters

Variable Parameter Estimate S.E.
Mg cost product 1 cutd 0.087  0.033
Mg cost product 2 cé”d 0.085 0.032
Mg cost product 3 cytd 0.140 0.031
Mg cost product 4 cytd 0.157  0.027
Mg cost product 5 cutd 0.035 0.037
Mg cost product 6 cutd 0.062 0.031
SD Shocks product 1 Oy, 0.023 0.002
SD Shocks product 2 Ouy 0.019 0.002
SD Shocks product 3 Ous 0.013 0.001
SD Shocks product 4 Ou, 0.018 0.001
SD Shocks product 5 Ous 0.020 0.001
SD Shocks product 6 Oug 0.027 0.002

Note: Simulated Method of Moments estimates of supply-side parameters. Es-
timation is performed on markets where each downstream firm contracts with a
single supplier. Neural networks are pre-trained on a feasible set of supply-side
parameters. Standard errors are computed using numerical derivatives and are
not bootstrapped. Appendiz F provides a comparison with estimates from a static
model.

Table 8 reports this metric for each product using the estimated demand and supply-side
parameters. We can see that products 1, 2 and 5 have a relative advantage. While the
advantage of the first two products is driven by their high product fixed effects, product 5

has a relatively low marginal cost that enhances its competitiveness.

Table 8 reports input margins and total constant unit costs of production for each prod-
uct. The input margins are the model prediction in the market configuration where firms
are vertically separated and each downstream firm only sells the products of one upstream
firm. The total constant unit costs of production include the upstream margins, and the

total fixed marginal costs of production.
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Table 8: Predicted Downstream Costs and Competitiveness

(1) (2) (3)
Total production
Input margin cost Competitiveness
Product (m;) (C}L+d +m;) (Elxij] — E[ay] c;”rd)
1 0.202 0.289 1.225
2 0.205 0.290 1.290
3 0.200 0.340 0.456
4 0.182 0.339 0.299
5 0.244 0.278 1.346
6 0.212 0.274 1.058

Notes: Column (1) reports the predicted upstream input margin m; (cents
per normalized product). Column (2) reports the estimated downstream
marginal cost including the upstream margin. Column (3) reports the com-
petitiveness metric U; = E[x;;] — E[a;] c}”d. Values rounded to three deci-
mals.

6.3 Downstream policies

This section and the remainder of the paper uses as baseline market configuration the case
where each upstream firm produces one product, and each downstream firm sells the products
of two upstream firms. This configuration allows to analyise all relevant features regarding
efficiency gains and foreclosure harms. Differences with other market configurations will be

commented in the text while the details will be provided in the Appendix.

Dynamic considerations incorporate several effects. A downstream monopolist would
face a trade-off between investing in accumulating loyal consumers and exploiting them.
When firms face competition and there are intertemporal linkages, the investment incentive
is intuitively exacerbated as accumulating consumers allows firms to become relatively more
attractive over time and to escape competition. However, the overall effect remains unclear
ex-ante. To understand the overall effect, we can plot the equilibrium policies using the

model prediction:

i (@ {v}jeq, | T4 (e 0, 0),00,0).

Figure 1 plots optimal policies at different state points as a function of A, which governs

the extent of intertemporal linkages. This parameter multiplies the parameters of the dis-
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tribution of the state dependence coefficient. When A = 0, utility does not depend on past
choices, and thus there are no intertemporal linkages. When A = 1, the distribution of the
state dependence coefficient is the estimated one, and thus the model captures the extent of

intertemporal linkages present in the data.

When all firms are strategic, a similar pattern arises, intertemporal linkages generate a

downward pressure on downstream prices and increase the extent of competition.

Since firms are differentiated and have asymmetric costs, firms are asymmetric in their
incentives and ability to invest. Following the discussion related to column 3 in Table 8, it
seems that downstream firm 1 and 2 have the portfolio of products with the highest ability
to compete for consumer retention, a combination of high consumer valuation and low cost.
This is reflected in two ways. First, at no intertemporal linkages A = 0, they have the ability
to relatively set larger equilibrium prices and margins. Second, as intertemporal linkages
increase, they have the strongest incentive and ability to invest in consumer retention, which

can be seen in the steepness of their downward sloping price policies.

The results illustrate that intertemporal linkages act as a disciplining mechanism, prompt-
ing firms to moderate their prices. Then, other things equal, state dependence in demand

will tend to increase competition for each structure.

When firms are monopolist on the residual demand induced by non-responsive rivals,
the Appendix shows that the investment incentive dominates the exploitation incentive, and

equilibrium prices decrease with intertemporal linkages.
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(a) Downstream firm 1’s pricing (b) Downstream firm 2’s pricing

(c¢) Downstream firm 3’s pricing

Figure 1: — Downstream firms’ prices and magnitude of intertemporal linkages (\) when
each firm sells two products.

Notes: State points are randomly sampled, the mean and standard deviation of marginal costs are
fized at their estimated values, the input margins are fixed at the predicted values when manufac-
turers are separated single-product firms, and lambda is equal to one.

6.4 Upstream policies

Dynamic considerations exacerbate the consequences of a cost disadvantage relative to com-
petitors, as disadvantaged firms become less able to invest and therefore increasingly less
attractive to consumers over time. Recognizing this, upstream firms understand that exert-
ing market power over their downstream counterparts affects the latter’s ability to compete
and build consumer loyalty. This, in turn, limits the rents upstream firms can extract, since
their downstream partners are their only channel to reach consumers. This introduces a

cooperation incentive in the pricing strategy of upstream firms.

The following figure plots optimal upstream policies across different parameter values.
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The results illustrate that intertemporal linkages act as a disciplining mechanism, prompting
upstream firms to moderate their prices. Then, other things equal, state dependence in

demand will tend to decrease the vertical coordination problem for each structure.

Figure 2: — Manufacturers’ margins and magnitude of intertemporal linkages (A) when each
firm produces one product.

Notes: Mean and the standard deviation of marginal costs are fixed at their estimated values.

7 Vertical Integration and Intertemporal Linkages

The overall effects of vertical integration are unclear ex-ante. In a static setting where
firms use constant per-unit prices, the pro-competitive benefits primarily stem from the
well-known elimination of double marginalization: relative to separation, the downstream
prices are set according to the true input cost, eliminating the input margin, which results
in lower final prices, higher output, and increased joint profits. Anti-competitive losses, by
contrast, occur when an integrated firm limits rivals’ access to inputs or consumers, raising
their costs, distorting their normal operation, or excluding them from the market. In a
setting with intertemporal linkages—whether through innovation, learning by doing, or, as
this paper focuses on, brand loyalty in demand—the analysis becomes more complex. When
firms have dynamic considerations, double marginalization also distorts dynamic decisions,
amplifying the coordination problem and, therefore, the benefits of integration. However,

dynamic considerations can also intensify the consequences and incentives of anti-competitive
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practices because raising rivals’ costs or excluding them in the present can have persistent
effects due to demand inertia. At the same time, in both cases, intertemporal linkages can
have an indirect effect: firms may internalize the long-term impact of their actions and may
adjust their markups to preserve future profits. This feedback effect can partially offset both
the benefits and the harms of integration, making the overall impact ultimately a quantitative

question.

The previous section showed that intertemporal linkages exert downward pressure on
prices: to remain competitive, firms invest in consumer retention and mitigate the coordina-
tion problem under separation by moderating their margins. This section analyzes how this
effect interacts with vertical integration to shape its overall impact on prices and welfare.
This section examines how dynamic considerations interact with the efficiencies and harms

of vertical integration.

7.1 Magnitude of Coordination Failures

Let ITYS be firm A’s expected profit under vertical separation, and let II,, be the correspond-
ing profit absent coordination frictions with its partners (e.g. through richer contracts or

integration). Where both depend on the initial distribution of consumers affiliations.

Then the coordination problem of vertically related firms is measured as the ratio of their
joint profits under separation to their joint profits under full coordination. Formally, for an
upstream-downstream pair (u, d) or for the full vertical structure of downstream firm d (with

U, the set of upstream partners of d) define

g IS S T
v ﬁu + 1:Id Zueud ﬁu + 1:Id

I

If vertical contracting between the parties generates no inefficiencies, their combined profits
will be the same as absent frictions, and the ratio ® will be equal to 1. However, if vertical
separation introduces inefficiencies, counterfactual profits will be higher, and the value of ®

will fall below 1. A lower ® thus indicates a more severe coordination problem.

There are two cases to consider depending on what is assumed about the response of rival
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vertical structures. First, when rival vertical structures are assumed not to respond to the
fact that one structure resolves its coordination problem. This case isolates the underlying
coordination problem from competitive considerations. Second, when rival vertical structures
are assumed to respond to the resolution of the coordination problem by adjusting their
pricing strategies. This case is particularly relevant in understanding how intertemporal

linkages affect the incentives to resolve coordination problems in a competitive environment.

7.1.1 Non-responsive rivals

For each vertical structure, fixing the behavior of rivals, intertemporal linkages introduce two
forces that affect the coordination problem. First, for any above-cost input price, the coordi-
nation problem is exacerbated because double marginalization prevents the downstream firm
from investing optimally over time and from accumulating the efficient mass of consumers.
This generates a dynamic coordination problem, resulting in per-period demand that is even

lower than the already suboptimal static level.

The second effect acts as a disciplining force on upstream firms, leading them to mod-
erate their pricing behavior in an attempt to mitigate the consequences of the direct effect.
Holding other factors constant, this indirect effect tends to reduce the severity of the coor-
dination problem as intertemporal linkages become more important. Depending on which
effect dominates, intertemporal linkages can either exacerbate or mitigate the coordination

problem.

The following figure plots the magnitude of the coordination problem for each vertical
structure across different levels of intertemporal linkages when rivals are non-responsive.
In particular, rivals believe the integrated downstream firm faces the input costs under

separation.

When there are no intertemporal linkages, each vertical structure is able to obtain arround
80% of the profits under full coordination. As intertemporal linkages increase, each vertical
structure is able to obtain up to 86% of the profits under full coordination. Therefore, the

moderation effect more than compensates the direct effect of generating a dynamic distortion.
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Appendix C.1 shows that this result holds when considering the coordination problem of each

vertical relation separately instead of the whole vertical structure.

Figure 3: — Coordination problem and magnitude of intertemporal linkages ().

Notes: Mean and the standard deviation of marginal costs are fixed at their estimated values.
Single-product manufacturers and each downstream firm sells two products. Non-responsive rivals
are assumed to follow strategies prior to integration and do not adjust to the vertical integration.

7.1.2 Responsive rivals

When a vertical structure faces strategic rivals, integration incorporates two opposing forces.
First, by removing coordination failures integration raises the structure’s efficiency and com-
petitive position. As intertemporal linkages intensify and increase the degree of competition,
these gains become more valuable. Second, rivals respond to the more efficient integrated
structure by lowering prices, which intensifies competition and reduces profits under inte-

gration. Which effect dominates depends on the firms’ initial competitive position.

For firms that already hold a competitive lead, further enhancing their competitive po-
sition by resolving coordination problems is relatively less important than the costs of in-
tensifying competition. For laggard competitors, integration’s efficiency gains provide an
opportunity to improve their competitive position while provoking little rival retaliation,

since they are not aggressive competitors to begin with.
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Figure 12 shows the magnitude of the coordination problem for each firm across different
levels of intertemporal linkages when downstream firms sell the products of two upstream
firms. The figure shows that in this market configuration, intertemporal linkages also miti-

gate the coordination problem when rivals respond strategically to the integration.

Figure 4: — Coordination problem and magnitude of intertemporal linkages ().

Notes: Mean and the standard deviation of marginal costs are fixed at their estimated values. Single-
product upstream firms and each downstream firm sells two products.

Appendix D.3 shows that this result holds when each downstream firm sells the products
of a single manufacturer, and the setting with multi-product manufacturers is provided in

Appendix E.1.3.

7.2 Vertical Integration and Foreclosure

Intertemporal considerations shape the price effects of vertical integration by altering the
effective input prices generating the distortions, the pass-though of efficiency gains, and
the foreclosure incentives. The previous sections show that intertemporal linkages typically
discipline upstream margins quickly enough to mitigate the coordination problem. This

section analyzes the net impact on prices of products sold by integrated downstream firms.

Table 9 reports the percentage change in prices of integrated downstream firms for dif-

ferent values of intertemporal linkages. The table is divided in three subtables, each one
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corresponds to a different downstream firm that integrates and includes three cases depend-

ing on whether the merger includes either one of the upstream firms or both.

The results show that as intertemporal linkages increase, an integrated downstream firm
reduces the prices of integrated products less. This result is mainly driven by the fact
that dynamic considerations intensify competition and moderate upstream margins, which
reduces the potential cost reduction and the scope to reduce prices. At the same time,
as intertemporal linkages increase, an integrated downstream firm will foreclose more non-
integrated products. As dynamic considerations are more pronounced, steering consumers
towards the integrated products is more attractive because the retention it generates in
the future. As a consequence, non-integrated products experience smaller price reductions
or larger price increases than absent intertemporal linkages. These patterns are consistent

across all downstream firms and merger scenarios.

Appendix D.4 shows that these results hold for the no common downstream firm case.

Appendix E.1.4 provides similar results for the multi-product upstream firm case.
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Table 9: Change in own-prices (%)

Range A
Scenario Product - ¥eeraed g gon 1095 05 (0.5 0.75] [0.75 - 1]
nart roau Manufacturer ’ ’ ’ ’ ’ ’

D. Firm 1 VI

Case 1 1 Yes —39.10 —-39.61 —-37.07 —34.89
2 No —7.22 —4.98 -1.79 1.03

Case 2 1 No 2.09 1.27 2.87 5.57
2 Yes —42.67 —41.01 —38.16 —35.63

Case 3 1 Yes —32.52 —-33.14 -30.19 —26.77
2 Yes —36.13 —-33.35 —29.53 —26.01

D. Firm 2 VI

Case 1 3 Yes —35.57 —34.43 —-32.85 —31.79
4 No 31.34 34.72 37.17 39.40

Case 2 3 No 2.60 3.74 4.07 1.13
4 Yes —34.07 —33.68 —-33.79 —34.65

Case 3 3 Yes —31.62 —31.12 —29.68 —29.64
4 Yes —28.50 —27.45 —27.35 —27.75

D. Firm 3 VI

Case 1 5 Yes —42.39 —41.37 —40.31 —37.89
6 No 2.78 4.00 5.70 7.55

Case 2 5 No —1.95 2.50 6.39 12.09
6 Yes —32.78 —32.01 —31.71 —32.39

Case 3 5 Yes —-36.62 —35.22 —-34.10 —-32.36
6 Yes —26.92 —23.50 —20.84 —16.86

Notes: Each row reports a merger scenario and the two products carried by the integrated downstream
firm. Scenarios simulate integrating one upstream firm, the other, or both. Table entries show per-
centage changes in each product’s own price (post-integration vs. pre-integration steady state values),
averaged over 1,000 simulations for each value of the intertemporal-linkage parameter in the specified
range.
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8 Conclusion

Vertical integration spans industries from telecommunications and biotechnology to semi-
conductors and gaming, and has the potential to generate efficiencies, but also of negatively
affecting the evolution of an industry, leading to higher prices, lower innovation and de-
creased consumer choice. Concerns about the long-term effects of vertical integration have
motivated tightened antitrust scrutiny and called for a better understanding of its impact
in industry dynamics. The complexity involved in studying vertical relations in a dynamic
setting renders traditional methods insufficient, and has so far limited our ability to assess

these concerns.

To overcome these challenges, this paper adapts novel techniques from the reinforcement
learning literature to approximate Markov perfect equilibria in high-dimensional dynamic
games. This approach allows me to develop a dynamic model of vertical relations to dis-
entangle how intertemporal linkages affect the efficiencies and foreclosure effects of vertical
mergers. | estimate the model using data from a consumer goods industry in the U.S., where
I show that brand loyalty induces strong demand inertia. The findings show that intertempo-
ral linkages magnify the consequences of any competitive disadvantage. This prompts firms
to moderate their margins to alleviate coordination problems within vertical structures, but
it can also strengthen their incentives to disadvantage rivals. Together, these forces produce
a perverse outcome: as intertemporal linkages strengthen, efficiency gains from integration
shrink, and integrated downstream firms reduce prices of integrated products less, while

foreclosing non-integrated products more severely.
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Appendix

A Algorithm for Downstream Solver

Algorithm 1: Downstream Solver

13
14
15
16

17
18

19

29
22
23
24

25

Data: hyperparameters {f3, Nout, Nin, Nyt , NPF TMC 5 g, e}

ep 2*Vep

Initialize networks with weights ®; and ¢; for each downstream firm j

Initialize target networks Qj)j and ofj with delayed weights @ <— ®; and ¢ < ¢;
x = (s, 07, 95 )

for kout = 1 to Nyt do

for j=1,2,...,J do

Initialize a random process for action exploration N (0, oy,y,)

for ki, =1 to Ny, do

(Start Value Function Update)

Sample points from the state space 1 and draw cost shocks 14
fork’pzltoNVFdo

D kep 0¢ (Theps Vjkep) T Ny (0, 0nn) (select action with noise)
Forward sunulate for TMC — 1 steps

Tjkep € Tj (wkep7 Vjkeps Djkepr O ) + ZTMC ! BTﬂj(a}T? Vir O’¢)
Shept1 < D(o®, spauc_q;0P)

Vj kep+1 — Vv V,rMc_q

Thop+1 < Skept1 (Update state)

Yhep < Tjkep T ﬂQ (wkepH, Vj kept1: 0 ) (Target for NN)
Update the ChOlce—specn‘ic value function by minimizing the loss:

@ .
L(D)) = (Q;7 (Theys Vikeps Pikep) — Yhep)®
Pl ™o+ (1-7P) @’ (Update target network by Polyak averaging)

(End Value Function Update)
(Start Policy Function Update)
for ke, =1 to N(E)F do

Sample points from the state space x,,

Vo, () % Vo, 0 @0) Vo Q) @rope i) _ oy
J

| End Policy Function Update

26 return weights {®;, ‘bj}}']:l

48



B Demand Estimation Results

B.1 First and Second Stage Estimates

Table 10: First-stage OLS price equation

(1) (2) (3) (4)
Constant 0.001 0.127+** -0.002 -0.0917%**
(0.005)  (0.004)  (0.005)  (0.004)
Year 2007 0.004***  0.014*** 0.000 -0.011%%*
(0.000)  (0.000)  (0.000)  (0.000)
Year 2008 0.003***  0.022%** -0.000 -0.012%%*
(0.001)  (0.001)  (0.001)  (0.001)
Year 2009 0.004***  (0.021*** -0.000 -0.014%%*
(0.001)  (0.001)  (0.001)  (0.001)
Year 2010 0.005%**  0.030*** -0.000 -0.021%**
(0.001)  (0.001)  (0.001)  (0.001)
Year 2011 0.005%*%*  0.036%** -0.000 -0.0247%%*
(0.001)  (0.001)  (0.001)  (0.001)
Year 2012 0.003** 0.035%** -0.000 -0.021%**
(0.001)  (0.001)  (0.001)  (0.001)
Product 323 0.002***  0.006*** 0.000 -0.005%**
(0.000)  (0.000)  (0.000)  (0.000)
Product 1713 0.012%*%*  0.037*** 0.000%* -0.037#%*
(0.000)  (0.000)  (0.000)  (0.000)
Product 1726 0.006***  0.017*** 0.000 -0.017%%*
(0.000)  (0.000)  (0.000)  (0.000)
Product 2238 -0.003***  -0.009*** -0.000 0.008***
(0.000)  (0.000)  (0.000)  (0.000)
Product 2256 -0.006*%**  _0.015%** -0.000 0.015%**
(0.000)  (0.000)  (0.000)  (0.000)
Other-DMA price 0.872%** 0.824%**
(0.002) (0.001)
Lagged price: store 0.589*** 0.587***
(0.000) (0.000)
Lagged price: DMA xprod 0.995%**
(0.001)
Input price PPI (x100) 0.026%**  0.049*** 0.002 -0.071%%*

(0.002)  (0.002)  (0.002)  (0.002)
Commercial elec (USD/kWh)  0.142%%%  0.073%** 0.001 0.049%**
(0.002)  (0.002)  (0.002)  (0.002)

Diesel price 0.002%%*  _0.001*** 0.000 -0.001%**
(0.000) (0.000) (0.000) (0.000)

N 13579287 13579287 13579287 13579287

R? 0.108 0.404 0.156 0.423

Notes: Standard errors in parentheses. * p<0.10, ** p<0.05, *** p<0.01.
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Table 11: Mixed logit estimates

0 )
Variable Estimates  S.E.  Estimates  S.E.
w price alt 1.220%**  (0.062)  1.841***  (0.063)
s product 2.338***  (0.018)  2.347***  (0.018)
prod 1 -1.412%%%  (0.015) -1.411%  (0.015)
prod 2 LOLIFFE (0.024)  -1.910%%*F  (0.024)
prod 294 0.467%%F  (0.089) 2.196***  (0.217)
prod 323 0.444%%%  (0.088)  2.230%**  (0.220)
prod 1713 20.238%*  (0.097)  L.792%%*  (0.250)
prod 1726 L0.286%F%  (0.004)  LBTS*F  (0.233)
prod 2238 0.260%%*  (0.082) 1.939%**  (0.210)
prod 2256 0.184%%  (0.085) 1.828%%  (0.210)
w price alt x income g 1 -0.058 (0.055) -0.027 (0.040)
w price alt x size g 1 -0.348%**%  (0.055) -0.235%**  (0.041)
s product x income g 1~ -0.114*%%%  (0.025) -0.117***  (0.025)
s product x size g 1 -0.232%F%  (0.026) -0.233*%**  (0.026)
prod 1 x income g 1 L0.098%FF%  (0.024)  -0.099%%*  (0.024)
prod 1 x size g 1 L0.226%%  (0.026)  -0.227%%*  (0.026)
prod 2 x income g 1 -0.417%%%  (0.036) -0.417***  (0.036)
prod 2 x size g 1 0.429*%%*  (0.035)  0.428***  (0.035)
prod 294 x income g 1 0.065  (0.090)  -0.030  (0.120)
prod 204 x size g 1 L0.681F%  (0.091)  -0.823%%*F  (0.124)
prod 323 x income g 1 0.192*%%  (0.086)  0.237**  (0.117)
prod 323 x size g 1 L0.901%%  (0.089) -1.052%%*  (0.122)
prod 1713 x income g 1 0.108 (0.096) 0.159 (0.126)
prod 1713 x size g 1 -0.924***  (0.097) -1.074***  (0.130)
prod 1726 x income g 1 -0.184*  (0.096) -0.145 (0.126)
prod 1726 x size g 1 L0.281%F%  (0.095) -0.443%%*F  (0.128)
prod 2238 x income g 1 0.064 (0.082) 0.092 (0.108)
prod 2238 x size g 1 -0.708***  (0.084) -0.838*** (0.112)
prod 2256 x income g 1 -0.254%**  (0.086) -0.234**  (0.113)
prod 2256 x size g 1 L0.398%%  (0.087)  -0.520%%*  (0.116)
sigma w price alt 0.857*%%*  (0.045)  0.489***  (0.031)
cf resid ivs p294 3.810***  (0.372)
cf resid ivs p323 3.878%F*  (0.357)
cf resid ivs p1713 3.602*%%*  (0.417)
cf resid ivs p1726 3.550%FF  (0.411)
of resid ivs p2238 3.308%%%  (0.373)
cf resid ivs p2256 3.444***  (0.395)
N 189072 189072

Notes: Standard errors in parentheses. * p<0.10, ** p<0.05, *** p<0.01. Column (1) reports the demand
estimates without correcting for the potential endogeneity problem. Column (2) corrects for it using the

residuals from the first-stage regression as covariates.
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B.2 Elasticities

Table 12: Average elasticities (uncorrected)

Prod 294 Prod 323 Prod 1713 Prod 1726 Prod 2238 Prod 2256

Prod 1
Prod 2
Prod 3
Prod 294
Prod 323
Prod 1713
Prod 1726
Prod 2238
Prod 2256

0.150
0.150
0.150
-1.148
0.171
0.170
0.170
0.172
0.172

0.158
0.158
0.158
0.182
-1.136
0.180
0.180
0.182
0.182

0.050
0.050
0.050
0.058
0.058
-1.266
0.058
0.059
0.059

0.055
0.055
0.055
0.062
0.062
0.063
-1.261
0.063
0.063

0.141
0.141
0.141
0.146
0.146
0.147
0.147
-1.108
0.152

0.126
0.126
0.126
0.129
0.129
0.129
0.129
0.134
-1.125

Notes: Mean across trips. Rows: choice probability affected; columns = price changed.

Table 13: Average elasticities (corrected)

Prod 294 Prod 323 Prod 1713 Prod 1726 Prod 2238 Prod 2256

Prod 1
Prod 2
Prod 3
Prod 294
Prod 323
Prod 1713
Prod 1726
Prod 2238
Prod 2256

0.288
0.288
0.288
-2.349
0.377
0.373
0.374
0.372
0.372

0.316
0.316
0.316
0.415
-2.306
0.411
0.411
0.410
0.409

0.126
0.126
0.126
0.167
0.167
-2.574
0.168
0.167
0.167

0.120
0.120
0.120
0.156
0.156
0.157
-2.583
0.155
0.155

0.291
0.291
0.291
0.340
0.340
0.341
0.341
-2.213
0.350

0.255
0.255
0.255
0.295
0.295
0.296
0.296
0.303
-2.258

Notes: Mean across trips. Rows: choice probability affected; columns = price changed.
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C Common downstream firms

Downstream firms distribute two manufacturers.

C.1 Additional results: Coordination Problems

Coordination problem for each vertical relation.

(a) Vertical relations (1,1) and (2,1) (b) Vertical relations (3,2) and (4,2)

(c) Vertical relations (5, 3) and (6, 3)

Figure 5: — Coordination problem and magnitude of intertemporal linkages (A) for each
vertical relation.
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D No common downstream firms

D.1 downstream firms’ prices

(a) Policy function, downstream firm 1 (b) Policy function, downstream firm 2

(a) Policy function, downstream firm 3 (b) Policy function, downstream firm 4

(a) Policy function, downstream firm 5 (b) Policy function, downstream firm 6
Figure 6: — downstream firms’ prices and magnitude of intertemporal linkages ().

Notes: State points are randomly sampled, the mean and the standard deviation of marginal costs
are fized at their estimated values, the input margins are fived at the predicted values when firms
are separated and lambda is equal to one.
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D.2 Manufacturers’ margins

Figure 7: — Manufacturers’ margins and magnitude of intertemporal linkages (\). Single-
product firms.

D.3 Coordination Problem

Coordination problem and magnitude of intertemporal linkages (A) when manufacturers

produce a single product, there are no common downstream firms, and rivals are responsive.

Figure 8: — Coordination problem and magnitude of intertemporal linkages (\). Case 6161
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D.4 Merger Simulation

Table 14: Change in own-prices (%)

Range A

Integrated

Structure Product [0 —0.25] [0.25-0.5] [0.5—0.75] [0.75—1]
1 1 —44.74 —43.44 —40.31 —36.52
2 2 —42.67 —40.10 —36.48 —35.93
3 3 —38.15 —36.76 —35.68 —33.72
4 4 —41.45 —-39.71 —-37.11 —34.19
5 5 —42.63 —39.64 —38.62 —37.87
6 6 —44.10 —43.35 —40.64 —35.07

Notes: Each row reports a merger scenario and the two products carried by the inte-
grated downstream firm. Scenarios simulate integrating one manufacturer, the other,
or both. Table entries show percentage changes in each product’s own price (post-
integration vs. pre-integration steady state values), averaged over 1,000 simulations for
each value of the intertemporal-linkage parameter in the specified range.

E Robustness: Multi-product Manufacturers

Each manufacturer produces two products.

E.1 No common downstream firms

Downstream firms distribute a single manufacturer

E.1.1 downstream firms’ prices

Figure 9 reports downstream firms’ pricing policies when manufacturers produce two prod-
ucts, and downstream firms distribute a single manufacturer. The left column presents
prices when rivals are non-strategic, and the right column presents prices when all firms are

strategic. The non-strategic rivals case is informative to understand the resolution of the
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investment-exploitation trade-off absent competitive considerations. In this case, the equi-
librium policies of each downstream firm are computed by retraining the downstream solver
while holding the policies of rival downstream firm fixed at their average prices observed
in the data. This scenario therefore considers a case where each downstream firm faces
a competitive fringe of rivals that price at their marginal costs, assumed to be the prices
observed in the data, and the downstream firm is a monopolist over the residual demand,
thus eliminating strategic response considerations from rivals. The non-strategic rivals case
illustrates that as intertemporal linkages increase, the optimal prices are decreasing, there-
fore suggesting that the investment incentive dominates the exploitation incentive. When
all firms are strategic, a similar pattern arises, intertemporal linkages generate a downward

pressure on downstream prices and increase the extend of competition.

Since firms are differentiated and have asymmetric costs, firms are asymmetric in their
incentives and ability to invest. Following the discussion related to column 3 in Table 8, it
seems that downstream firm 1 and 2 have the portfolio of products with the highest ability
to compete for consumer retention, a combination of high consumer valuation and low cost.
This is reflected in two ways. First, at no intertemporal linkages A = 0, they have the ability
to relatively set larger equilibrium prices and margins. Second, as intertemporal linkages
increase, they have the strongest incentive and ability to invest in consumer retention, which

can be seen in the steepness of their downward sloping price policies.

The results illustrate that intertemporal linkages act as a disciplining mechanism, prompt-
ing firms to moderate their prices. Then, other things equal, state dependence in demand

will tend to increase competition for each structure.

The single-product and multi-product with common downstream firms cases can be found

in Appendix E.2.
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(a) downstream firm 1’s pricing — non-strategic
rivals (b) downstream firm 1’s pricing

¢) downstream firm 2’s pricing — non-strategic
g g
rivals (d) downstream firm 2’s pricing

(e) downstream firm 3’s pricing — non-strategic
rivals (f) downstream firm 3’s pricing

Figure 9: — Optimal prices and extend of intertemporal linkages (A). Each row reports one
downstream firm’s pricing policy both in the non-strategic rivals (left) and the strategic rivals
(right) cases. Market configuration: vertical separation and downstream firms distribute a
single manufacturer.

Notes: State points are randomly sampled, the mean and the standard deviation of marginal costs
are fized at their estimated values, the input margins are fized at the predicted values when firms
are separated and lambda is equal to one, and cost shocks are set to their mean values.
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E.1.2 Manufacturers’ margins

(b) Policy function, downstream firm 1, no com-
(a) Policy function, downstream firm 1 petition

(b) Policy function, downstream firm 1, no com-
(a) Policy function, downstream firm 1 petition

(c) Policy function, downstream firm 2 (c) Policy function, downstream firm 2

Figure 10: Optimal upstream margins as a function of A, the parameter governing the
extend of intertemporal linkages. Vertical configuration 1: each manufacturer contracts
with a different downstream firm.

Notes: State points are randomly sampled, the mean and the standard deviation of marginal costs
are fized at their estimated values, the input margins are fived at the predicted values when firms
are separated and lambda is equal to one, and cost shocks are set to their mean values.
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E.1.3 Coordination Problem

Non-responsive rivals. Here I assume that rival firms always price at the average prices
observed in the data, and that the considered structure is a monopolist on the residual

demand. It is therefore an extreme case where rival vertical structures do not respond.

The figure reveals that intertemporal linkages have a different impact on the coordination
problem for each structure. For the first structure, when there are no intertemporal link-
ages, its coordination problem is 0.785. This indicates that by being unable to coordinate
their actions, firms obtain approximately 785% of their potential lifetime profits. For this
structure, the coordination problem is exacerbated as intertemporal linkages increase. This
suggests that the direct effect of exacerbating the coordination problem dominates the indi-
rect disciplining effect on upstream pricing. However, for the remaining structures, we see
the opposite pattern, and the coordination problem is mitigated as intertemporal linkages

increase.

Figure 11: Size coordination problem and size of intertemporal linkages
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Figure 12: — Coordination problem and magnitude of intertemporal linkages (A). Case 3232

Responsive rivals.

E.1.4 Merger Simulation

Here I present the results of the merger simulation in the market configuration where each
manufacturer produces two products, and downstream firms distribute a single manufac-
turer. The merger simulation of each vertical structure is conducted by solving for the new
equilibrium policies after the change in cost structure induced by the merger. The results are
reported for different levels of intertemporal linkages, governed by the parameter . Table 14
the percentage change in price of products of integrated firms for each of the three possible
mergers. The results illustrate that the larger the intertemporal linkages, the percentage
reduction in prices is smaller. As intertemporal linkages are larger, competition is more
intense, both upstream and downstream margins are reduced, and there is less scope for the

merged firms to reduce prices.

60



Table 15: Change in prices (%)

Range A
Integrated
Structure Product [0-0.25] [0.25—-0.5] [0.5—0.75] [0.75 — 1]
1 1 —40.71 —39.76 —34.87 —30.09
2 —44.85 —43.12 —-35.17 —-30.15
2 3 —36.63 —37.80 —37.74 —37.40
4 —30.49 —30.25 —31.25 —34.68
3 5 —40.94 —40.66 —40.56 —-39.31
6 —33.11 —30.59 —27.41 —23.43

Notes: FEach block corresponds to a merger scenario in which the listed manufacturer
is integrated with the downstream firm. FEntries show percent changes in equilibrium
prices (post- vs pre-integration), averaged across 1,000 simulations for each X\ range.
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E.2 Common downstream firms

E.2.1 Downstream policies when downstream firm 1 is common distributor

(a) Policy function, downstream firm 1

(b) Policy function, downstream firm 1, no competition

Figure 13: Optimal prices as a function of A, the parameter governing the extend of in-
tertemporal linkages. Case 3: Manufacturers 1 and 2 share a common downstream firm

Notes: State points are randomly sampled, the mean and the standard deviation of marginal costs
are fizxed at their estimated values, the input margins are fized at the predicted values when firms
are separated and lambda is equal to one, and cost shocks are set to their mean values.
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E.2.2 Downstream policies when downstream firm 2 is common distributor

(a) Policy function, downstream firm 1

(b) Policy function, downstream firm 1, no competition

Figure 14: Optimal prices as a function of ), the parameter governing the extend of in-
tertemporal linkages. Case 2: Manufacturers 2 and 3 share a common downstream firm

Notes: State points are randomly sampled, the mean and the standard deviation of marginal costs
are fized at their estimated values, the input margins are fized at the predicted values when firms
are separated and lambda is equal to one, and cost shocks are set to their mean values.
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E.3 Merger simulation results when downstream firm 1 is common

distributor

In this section, I analyze the case where the mergers include a downstream firm that dis-
tributes products from two different manufacturers. This scenario is particularly interesting
as it allows to analyse the potential for foreclosure effects following a merger. The foreclosure
concern in this context arises from the potential incentive of downstream firm that has inte-
grated one manufacturer and not the other to steer consumers away from the non-integrated
manufacturer’s products and towards those of the integrated manufacturer with a largest

margin.

There are 4 possible cases. When downstream firm 1, who is common distributor of
Manufacturer 1 and Manufacturer 2, integrated with the Manufacturer 1, when in this
case, downstream firm 2 integrates with Manufacturer 3. And the same situation but when
downstream firm 2 is common distributor of Manufacturer 2 and Manufacturer 3. When
a merger includes a common downstream firm, this could lead to foreclosure of the non-
integrated manufacturer’s products, as the merged entity may have incentives to prioritize

the distribution of its own products over those of Manufacturer 3.

Table 16 reports the results for the first set of possible mergers. It provides the percentage
change in prices of products of integrated and non-integrated firms for two possible mergers.
It is apparent that the prices of the separated Manufacturer with an integrated downstream

firm increase substantially, and more so the larger the intertemporal linkages.
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Table 16: Change in prices (%)

Range A [0-0.25] [0.25—-0.5] [0.5-0.75] [0.75 —1]
Manufacturer 1 VI

Product 1 -31.06 -34.04 -34.37 -33.50
Product 2 -32.68 -42.99 -44.57 -43.23
Product 3 3.84 18.41 28.03 35.63
Product 4 10.60 24.18 26.78 35.75
Product 5 -0.99 -7.89 -9.12 -4.00
Product 6 1.46 4.47 -1.93 -9.17
Manufacturer 1 and 3 VI

Product 1 -38.15 -37.61 -38.13 -40.88
Product 2 -36.49 -41.71 -45.54 -49.62
Product 3 -12.36 -11.71 -5.84 13.11
Product 4 -2.02 0.06 8.89 14.83
Product 5 -39.50 -42.10 -42.33 -41.23
Product 6 -38.35 -40.82 -43.71 -46.27
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E.3.1 Merger simulation when downstream firm 2 is common distributor

Table 17: Change in prices (%)

Range A [0-0.25] [0.25-0.5] [0.5—0.75] [0.75 - 1]

Manufacturer 3 VI

Product 1 -3.23 -1.56 0.21 0.99
Product 2 1.71 -0.47 -4.63 -7.73
Product 3 2.09 5.62 13.02 16.88
Product 4 10.03 14.78 20.47 22.16
Product 5 -40.77 -42.10 -32.35 -27.07
Product 6 -37.12 -38.88 -50.86 -52.88

Manufacturer 1 and 3 VI

Product 1 -42.22 -40.74 -39.58 -37.74
Product 2 -37.58 -36.98 -37.81 -38.13
Product 3 -7.42 -4.41 5.03 10.46
Product 4 -2.73 0.43 5.86 8.01

Product 5 -43.94 -45.41 -36.04 -32.14
Product 6 -42.39 -43.91 -54.89 -57.33

F Compared Estimates with Static Model

The first benchmark scenario I consider is a model of myopic downstream firms’ competition,
where firms face a dynamic demand but they do not account future repercussions of their
pricing decisions. It is as if their discount factor was zero. Firms have a constant component
of marginal costs known by all players, and a private cost shock realization each period.
Using the same data that I use to estimate the dynamic model, I recover the marginal costs

implied by the previous static model of downstream firms’ competition.

The dynamic estimates correspond to the estimated marginal costs of producing each of

the goods and the upstream margins predicted by the model.
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Another timely comparison would be between the dynamic prediction and a fully static
model—namely, one with static demand and the corresponding static competition among
downstream firms. This static benchmark will generally differ from the model that recovers
marginal costs by imposing the myopic specification with the state-dependence parameter
set to zero. The key reason is that the estimated demand parameters are likely to differ

across the two approaches.

Figures 15 and 16 present the recovered marginal costs for each of the six products in
my sample, using myopic and constrained demand specification respectively. Table 18 sum-

marizes the estimated means and standard deviations of the marginal costs across products

and models.
Table 18: Estimates Dynamic vs Static Model
Dynamic Myopic Static
Variable Estimate Estimate Estimate

Supply-side parameters

Mg cost product 1 0.289 0.183 0.234
Mg cost product 2 0.290 0.166 0.222
Mg cost product 3 0.340 0.238 0.277
Mg cost product 4 0.339 0.223 0.260
Mg cost product 5 0.278 0.197 0.246
Mg cost product 6 0.274 0.182 0.232
SD Shocks product 1 0.023 0.057 0.045
SD Shocks product 2 0.019 0.054 0.040
SD Shocks product 3 0.013 0.066 0.047
SD Shocks product 4 0.018 0.070 0.048
SD Shocks product 5 0.020 0.062 0.042
SD Shocks product 6 0.027 0.067 0.046

Note: Comparison of supply-side parameter estimates across the dynamic model,
myopic model, and static model (same demand with state dependence constrained

to zero).
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(a) Recovered marginal cost, product 1 (b) Recovered marginal cost, product 2

(c) Recovered marginal cost, product 3 (d) Recovered marginal cost, product 4

(e) Recovered marginal cost, product 5 (f) Recovered marginal cost, product 6

Figure 15: Panel: (a)—(f) Recovered marginal costs from myopic model
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(a) Recovered marginal cost, product 1 (b) Recovered marginal cost, product 2

(¢) Recovered marginal cost, product 3 (d) Recovered marginal cost, product 4

(e) Recovered marginal cost, product 5 (f) Recovered marginal cost, product 6

Figure 16: Panel: (a)—(f) Recovered marginal costs from static model (same demand with
state dependence constrained to zero)
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