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Market power and innovation are tangled

A merger between competitors moves two things at once:

Allocation channel

Market power distorts output, and the

deadweight loss grows with

concentration.

Investment channel

Innovation incentives can rise or fall:

Schumpeter vs Arrow.

In standard models the two interact, so it is hard to characterize when innovation gains

are large enough to outweigh the competitive harm.

We need a setting where the investment channel can be isolated.
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Our approach: efficient procurement

Markets where the buyer takes the best offer.

� The order always goes to the most efficient supplier: market power is a pure rent

transfer, not an allocative distortion.

� Every welfare effect of a merger then runs through one channel: investment.

� Buyer surplus reflects only competition among suppliers, so the merger’s effect on

competition (the object of merger review) is exactly its effect on buyer surplus.

A concrete case: GE/Alstom (2015), a procurement market where the merging parties

claimed innovation efficiencies.
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Related literature

� Mergers in procurement markets: Loertscher and Marx (2019), Waehrer and Perry

(2003); quantitative tools: Miller (2014), Miller and Sheu (2021).

� R&D cooperation and spillovers: d’Aspremont and Jacquemin (1988), Kamien et al.

(1992), López and Vives (2019), Arqué-Castells and Spulber (2022), Bergeaud et al.

(2025), Demirer and Karaduman (2025).

� Efficient mechanisms and investment: Rogerson (1992), Bergemann and Välimäki

(2002), Hatfield et al. (2026), Liu, Loertscher, and Marx (2026).

� Mergers and innovation: Federico et al. (2018), Motta and Tarantino (2021), Bourreau

et al. (2025), Mermelstein et al. (2020), Denicolò and Polo (2025), Moraga et al. (2022),

D’Annunzio et al. (2026), Das et al. (2026).
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Model and timing

A market structure groups the n ≥ 2 suppliers into competing entities S . They

compete in two stages:

1. Investment. Each entity chooses investments eS = (ei )i∈S at cost

ψS =
∑

i∈S ψi (ei ), where ψi is increasing and convex.

2. Competition. Independent draws xi = vi − ci from Fi (· ; e). The entity privately

observes its best draw xS = maxi∈S xi , distributed as FS =
∏

i∈S Fi . Highest xS

wins the procurement.

Investing improves Fi (FOSD): process (lower c) or product (higher v).

Assumptions
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Synergies and spillovers

Two sources of cross-firm investment effects, where larger ei improves another firm’s

capability Fj in the FOSD sense:

Synergies

Arise only within the same entity

(i , j ∈ S): shared labs, combined patent

portfolios. Merger-specific.

Spillovers

Involuntary diffusion of ideas and

know-how, present regardless of

structure: engineers moving between

firms. Already there pre-merger.

So “no spillovers” means a firm’s R&D does not reach outsiders.
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Payoffs

Bayesian incentive-compatible mechanisms

πS(e) = πS +

∫ x̄

0

[
1− FS(x ; e)

]
QS(x ; e) dx

The mechanism enters through QS , the probability S wins against the outsiders at

type x . Under ex post efficient procurement, QS =
∏

j /∈S Fj .

Each entity maximizes πS − ψS .

Total welfare πN − ψN . Buyer surplus πN −
∑

S πS .

The same representation holds under dominant-strategy (second-score) implementation.

Strategic substitutes
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Private–social alignment

Lemma

For any entity S in any market structure, absent spillovers from S to outsiders,

∂πS
∂ei

=
∂πN
∂ei

for any i ∈ S .

� The winner is paid down to the next-best offer, so it pockets exactly the

incremental surplus its offer creates.

� Absent spillovers, it is the residual claimant of the value its innovation generates,

so its private return to investing equals the social return.

Proof Existence & uniqueness
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Result 1: Innovation neutrality

Proposition

Absent synergies and spillovers, any change in market structure leaves equilibrium

investment and total welfare unchanged.

� Schumpeter, a bigger prize: when the parties hold the top two offers, the

winner is paid down to the best outsider, not to its own partner, so innovating to

come first pays more.

� Arrow, an internal loss: the extra pay is exactly the business the innovation

takes from the partner: a rival’s loss before the merger, the entity’s own loss after.

The two cancel exactly: Schumpeter = Arrow.

Entry & discontinuation
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The merger’s impact on the buyer

The merger changes buyer surplus by Γ−∆:

� Innovation gain Γ: rents outsiders lose as the merged entity grows stronger

(displaced wins, compressed margins).

� Merger premium ∆ =
∫ x̄
0 [1− F1][1− F2]Qm dx : the rent the parties capture

once they no longer discipline each other.

Absent efficiencies Γ = 0, so the buyer loses ∆. The buyer benefits iff Γ > ∆.

Worked example
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Result 2: Synergies

Proposition

With synergies and no spillovers, the merger strictly raises total welfare, more so the

stronger the synergies.

� Welfare: the internal cross-effect makes the merged firm invest more, which by

alignment is socially valuable.

� Buyer: benefits only when synergies come with enough residual competition

(capable rivals remain) to make Γ > ∆. A merger to monopoly always harms the

buyer.
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Result 3: Spillovers

The merger’s effect depends on how far the spillovers reach:

� Concentrated between the parties: acts like a synergy that raises investment.

� Industry-wide: a party’s R&D also strengthens outsiders. The merged entity

internalizes the cost of arming rivals, so it invests less; with enough residual

competition this outweighs the internal gain.

Proposition

In the symmetric case with industry-wide spillovers and no synergies, the merger

reduces investment, welfare, and buyer surplus for n ≥ n̄, a finite threshold n̄ ≥ 3.

Decomposition Bernoulli threshold
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Synergies vs. spillovers: effect on buyer surplus

1 2 3 4 5 6 7 8

−0.09

−0.06

−0.03

0.00

Number of non-merging firms

C
h
an
ge

in
b
u
ye
r
su
rp
lu
s

synergies

neutrality

spillovers

Power-distribution running example.

� Synergies pull the curve up,

turning the merger

pro-competitive when residual

competition is sufficient.

� Spillovers push it down,

making the merger more

harmful than the baseline.

Running example
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Result 4: R&D cooperation

R&D cooperation coordinates the parties’

investment while still competing: it avoids the

premium ∆ but lowers investment, softening

their innovation rivalry.

� Lower investment, so the merger wins on

total welfare.

� No premium, so better for the buyer at

any degree of market concentration.

� The buyer’s gain is distributional: the

avoided premium.

1 2 3 4 5 6 7 8

−0.06

−0.04

−0.02

0.00

Number of non-merging firms

C
h
an
ge

in
b
u
ye
r
su
rp
lu
s

Merger

R&D coop.

Running example with synergies.

13/28



Extensions

� First-price auctions. Bid-shading reintroduces an allocation distortion: the

stronger merged entity shades more and under-invests, so neutrality breaks and

welfare strictly falls. The merger still harms the buyer absent synergies.

� Dynamics. Neutrality holds period by period; synergies compound, while the

diffuse-spillover harm is front-loaded, fading as the technology matures.

� Buyer power. What matters is allocative distortion, not buyer power as such: a

reserve preserves neutrality, discriminatory bargaining breaks it.

First-price auctions Buyer power Dynamics

14/28



Implications for merger review

1. Pure scale is not an efficiency. A larger profit base does not justify a merger;

what matters is whether the merged firm creates synergies.

2. Synergies, not spillovers. Credit integration-driven gains, not diffuse spillovers.

Residual competition cuts both ways: it lets synergy gains reach buyers, but under

industry-wide spillovers it makes the merger more harmful.

3. Merger-specificity. The merger is best at achieving synergies: it attains the

social optimum. But with synergies strong enough, R&D cooperation is

welfare-improving too, without the premium, leaving the buyer better off.
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Thank you
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Appendix
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Technical assumptions

� First-order stochastic dominance (FOSD): ∂Fi/∂ei < 0 and ∂Fi/∂ej ≤ 0 for

all j ̸= i .

� Log-convexity (LC): Fi is jointly log-convex in e.

� Convex costs (CC): ψi is strictly convex with ψ′
i (0) = 0.

Participation is endogenous: ψ′
i (0) = 0 ensures every supplier invests a positive

amount.

Back
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Equilibrium: investments are strategic substitutes

Absent external spillovers, a rival investing more lowers the marginal return within S :

∂2πS
∂ei ∂ej

=

∫ x̄S

0

[
−∂FS

∂ei

]
∂Fj

∂ej
QS
Fj

dx < 0, i ∈ S , j /∈ S .

Intuition. A firm gains from improving only when its offer ends up winning, and a

stronger rival wins those tenders more often, so the return to investing falls: each firm

invests a little less when its rivals invest more.

Back

17/28



Entry and discontinuation

Proposition (Entry)

Under no spillovers, entry of a new supplier strictly increases total welfare and buyer

surplus.

Entry expands the frontier: an extra draw raises total surplus even as each incumbent

invests a little less. Mergers change who controls decisions, not the frontier (absent

synergies).

The mirror image is discontinuation: shutting down an acquired competitor’s R&D

removes a draw and lowers welfare and buyer surplus.

Back
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The merger’s adverse price effect: the premium

Pre-merger. 3 firms with surplus xi , two

equally likely states.

State x1 x2 x3 Buyer gets

A 10 8 3 8

B 3 3 10 3

Expected buyer surplus 5.5

Post-merger (1 + 2 combine, no

efficiencies).

State xm x3 Buyer gets

A 10 3 3

B 3 10 3

Expected buyer surplus 3.0

Merger premium: ∆(e) =
∫ [

1− F1(x ; e)
][
1− F2(x ; e)

]
Qm(x ; e) dx .

Here it reduces expected buyer surplus by 2.5.

Back

19/28



The internal–external decomposition

A merger changes a party’s marginal return to investment by

∂πm
∂ei

− ∂πi
∂ei

=

∫ x̄

0

[
−∂Fj

∂ei

]
Qm dx︸ ︷︷ ︸

internal (>0)

+

∫ x̄

0

(
1− Fj

)
∂Qm
∂ei

dx︸ ︷︷ ︸
external (<0)

.

� Internal: the merger captures the cross-effect between the parties (a stronger

partner). Carried by synergies and concentrated spillovers.

� External: weighted by the partner’s strength 1− Fj , the merged entity

internalizes the harm that strengthening outsiders does to both parties. Added by

industry-wide spillovers.

Back
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An interpretable threshold: Bernoulli capabilities

Each supplier draws x̄ with probability q(e), else 0: an atom at the frontier, within our

assumptions. With diffuse spillovers α, at the symmetric pre-merger equilibrium,

∂πm
∂ei

− ∂πi
∂ei

= x̄ q′ (1− q) n−3 α
[
1− (n − 1) q

]
.

� The merger reduces innovation incentives iff (n − 1) q > 1: more than one rival

expected to succeed.

� Success scarce: internalizing the spillover is synergy-like. Success abundant:

investment mostly arms rivals.

Back
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Proof of the alignment lemma

With no spillovers from S to outsiders, QS =
∏

k /∈S Fk does not depend on ei . Since

FN = FS QS ,

∂πS
∂ei

= −
∫
∂FS
∂ei

QS dx = −
∫
∂FN
∂ei

dx =
∂πN
∂ei

. □

For the merger m = {1, 2}: relative to standalone i , ownership adds the factor Fj

(the chance i is the stronger partner) and removes j from the outsiders, Qm = Qi/Fj .

These cancel:

∂πm
∂ei

= −
∫
∂Fi
∂ei

Fj︸︷︷︸
partner

Qm︸︷︷︸
=Qi/Fj

dx = −
∫
∂Fi
∂ei

Qi dx =
∂πi
∂ei

.

Back
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Existence and uniqueness

Absent external spillovers QS is constant in ei , so each entity’s objective πS −
∑

i∈S ψi is

strictly concave (LC + CC) and, by ψ′
i (0) = 0, best responses are interior.

� Existence. πS ≤ x̄N and ψ′
i (0) = 0 make large investments strictly dominated, so

strategies lie in a compact convex set and the best-response map is continuous; Brouwer

gives an equilibrium.

� Uniqueness = efficiency. By alignment the equilibrium FOC ∂πS/∂ei = ψ′
i becomes

∂W /∂ei = 0 with W = πN −
∑

i ψi . As W is strictly concave (LC + CC), this system

has a single solution: the equilibrium is unique and coincides with the social optimum.

With spillovers alignment fails, and uniqueness instead relies on diagonal dominance of the

cross-effects.

Back
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First-price auctions (1/2)

What we assume. Pre-merger symmetry (so the benchmark allocation is efficient)

and the power-distribution family

Fi (x ; e) = G (x) yi (e),

a common baseline G with a firm-specific exponent yi (e).

This delivers the Maskin–Riley/Kirkegaard shading result (global FOSD-ordering): the

stronger, merged bidder shades more, so it wins less often than the best type and

under-invests.

Back
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First-price auctions (2/2)

Proposition (FPA, symmetric pre-merger, no spillovers)

With n ≥ 3 symmetric firms, the merger strictly reduces total investment and

welfare, worse than the neutrality benchmark; if privately profitable, it strictly harms

the buyer.

� Welfare. Post-merger bid-shading misallocates, so welfare is below efficient

procurement: a pure added distortion when the pre-merger benchmark is efficient

(no spillovers), and compounding the spillover externality under spillovers.

� Buyer. Bid-shading also hands some rent back to the buyer (rivals bid harder

against the stronger merged entity), so the buyer harm can be smaller than under

efficient procurement, with synergies or spillovers; synergies can still overturn it.

Back
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What about buyer power?

The effect of buyer power turns on whether the mechanism distorts the ranking of

active suppliers.

Reserve (monopsony)

A buyer-set reserve removes low-value

trade but leaves the ranking of active

suppliers intact: alignment and

neutrality survive.

Discrimination (bargaining)

Favoring outsiders against the stronger

merged entity distorts the allocation, like

bid-shading, so alignment fails.

What matters is allocative distortion, not buyer power as such.

Back
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Dynamics

Knowledge stocks Kit accumulate: Ki ,t+1 = Kit + eit ; discount δ.

� Neutrality holds period by period without cross-effects.

� Cumulative synergies compound: an internal complementarity that scales with

the stock; higher investment → larger stock → larger future synergies.

� Cumulative industry-wide spillovers self-correct: the harm is a competitive

externality, potent while a marginal idea can still change the ranking; as the

technology matures it fades, and harm converges to neutrality.

Back
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Running example: power distribution

Baseline G (x) = x on [0, 1]; quadratic costs ψ(e) = k
2 e

2 (k = 0.1). Each firm draws

Fi (x ; e) = x yi (e) on [0, 1],

so a higher exponent yi shifts mass toward higher x (FOSD), a greater probability of

innovating. Cross-effects have intensity α ∈ [0, 1]:

� Synergies (post-merger only): merging party yi = 1 + ei + αej ; outsiders

yi = 1 + ei .

� Spillovers (any structure): every firm yi = 1 + ei + α
∑

j ̸=i ej .

Back
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