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1 Introduction

Innovation is among the most contentious justifications for horizontal mergers. When two firms

combine their research capabilities, the argument runs, they can generate technological advances

that neither could achieve alone, advances that may benefit consumers even as the merger elimi-

nates a rival. A large theoretical literature has studied how mergers affect innovation incentives,

yet deriving precise conditions under which innovation gains can offset competitive harm has

proved difficult. The reason is structural. In standard oligopoly models, a merger generates two

economically distinct effects: it distorts output by expanding the merged firm’s market power

(the allocation channel) and it alters the incentive to invest in new technologies (the investment

channel). These two effects are inextricably linked in those models. Output distortion generates

a deadweight loss that grows mechanically with concentration; investment effects can move in

either direction depending on the specifics of competition. Because both operate simultaneously

and interact, the conditions under which innovation gains can overcome competitive harm cannot

be cleanly isolated from the confounding presence of output distortion.

We study markets in which suppliers invest before competing for a contract under ex post ef-

ficiency. Since output is always allocated to the best supplier, market power yields a rent transfer,

not an allocative distortion. Any change in welfare operates exclusively through investment incen-

tives, and the conditions under which any innovation gains offset the competitive harm generated

by the merger can be characterized in terms of the investment channel.1 Since capabilities built

today shape competitive outcomes tomorrow, the investment channel is also where the long-run

consequences of mergers on innovation are determined.

When General Electric proposed to acquire Alstom’s power division in 2015, the European

Commission faced this tension: the merger would eliminate a rival in heavy-duty gas turbines, a

market with only four significant competitors, but GE argued that combining Alstom’s welded-

rotor technology and reheat combustion expertise with GE’s turbine platform would produce in-

novations neither firm could achieve alone.2 The Commission approved the merger subject to

conditions, but assessing the innovation claim against the competitive harm from eliminating a

rival bidder proved far from straightforward. Such tensions arise across a wide range of industries
1Buyer surplus then arises solely from competition among suppliers; the merger’s effect on buyer surplus is thus a

direct measure of its effect on competition, which is the object of merger review in most jurisdictions, rather than a sepa-
rate magnitude to be traded off against it. The applicable standards are significant impediment to effective competition
(SIEC) in the EU and substantial lessening of competition in the UK and the US (Section 7 of the Clayton Act).

2European Commission, Case COMP/M.7278, General Electric/Alstom, Commission decision of 8 September 2015.
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where suppliers invest before competing (e.g., energy generation, rail signaling, water and waste

treatment, and defense systems) and in each case, authorities must assess whether the claimed

gains are large enough to offset the harm, genuinely created by the merger rather than pre-existing,

and sufficiently specific to integration to justify eliminating a competitor. The framework we de-

velop speaks to these challenges.

The key to addressing these challenges is to understand the specific cost that the merger im-

poses on the buyer. In this procurement setting, the merged entity extracts a merger premium: by

eliminating a rival, it captures rents it would otherwise have lost to that rival in competitions in

which both were strong contenders. Each supplier earns rents tied to its incremental contribution

(the surplus gap it creates over the next-best alternative), and the merger premium is precisely the

incremental contribution the merging parties made to each other prior to the merger. This market

power generates no deadweight loss but imposes a direct cost on the buyer. Whether innovation

gains can offset this cost, and under what conditions, is the question addressed by the analysis.

Our first result is an innovation neutrality benchmark. In the absence of synergies or spillovers,

the merger has no effect on investment. We decompose the merger’s effect on innovation incen-

tives into a Schumpeterian effect, by which the merged entity earns a merger premium when both

parties are strong, providing a larger profit base, and an Arrovian effect, by which the merger elim-

inates rivalry between the parties and reduces the incentive to innovate in order to win against the

partner. The two forces cancel exactly: the business stolen from the partner pre-merger is exactly

the merger premium earned post-merger. This is a consequence of efficient procurement, which

aligns private and social returns to investment; what is specific to the merger is that this alignment

equates the Schumpeterian gain and the Arrovian loss at every investment profile. The buyer is

harmed by the merger premium: the probability that both merging firms would have competed

against each other, weighted by the expected gap to the best outsider. In the GE/Alstom context,

this corresponds to the frequency with which GE and Alstom ranked first and second in gas tur-

bine tenders. Efficiencies are therefore necessary for the merger to benefit the buyer: without them,

the merger is a pure ownership rearrangement that does not expand the technology frontier.3

Innovation neutrality rests on a deeper property that serves as the technical foundation of all

subsequent results. Under ex post efficient procurement and in the absence of spillovers, each

entity’s private marginal return to investment equals the social marginal return (Rogerson, 1992;

3By contrast, entry of a new supplier strictly increases welfare by expanding the frontier, even as each incumbent
invests less.
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Hatfield et al., 2026), and equilibrium investments are first-best efficient under any market struc-

ture. This private–social alignment is what allows us to identify the investment channel: it holds

because, under an ex post efficient mechanism, an innovation is privately valuable if and only if it

is socially valuable. Both require the firm to be the best supplier, and this probability is invariant to

the ownership structure. It follows that ownership changes that leave the efficient allocation rule

intact cannot distort investment in either direction.

Building on this alignment, we show that merger-specific synergies (the ability of one party’s

investment to improve the other’s) always increase total welfare. Synergies tip the balance in favor

of Schumpeter: investment by one party now improves the partner’s capabilities, expanding the

merged entity’s profit base beyond the offsetting Arrovian loss. The merged entity invests strictly

more than the pre-merger firms, and by alignment, this higher investment is socially efficient. In

the GE/Alstom merger, the parties claimed synergies of this type: Alstom’s reheat combustion

technology would improve the efficiency of GE’s turbines, while GE’s combined-cycle platform

would enhance the value of Alstom’s steam technology.

Higher total welfare, however, does not guarantee buyer benefits. On the one hand, the buyer

benefits from synergies through a specific channel: at any fixed investment profile, an improve-

ment in the merging parties’ capabilities raises buyer surplus, with the entire gain coming from

the reduction in outsider rents. Stronger merging parties are tougher competitors, squeezing out-

sider rents that accrue entirely to the buyer. On the other hand, the merged entity captures the

full surplus gain from synergies (by private–social alignment), so the buyer gains only through

the competitive pressure the stronger merged entity exerts on outsiders. Whether this rent re-

duction, combined with the effect of higher investment, exceeds the merger premium depends on

the strength of synergies and the number of competitors. A merger to monopoly always harms

the buyer regardless of synergies, since the monopolist captures all surplus. With three or more

suppliers and sufficiently strong synergies, the merger can benefit the buyer.

We then study the case of spillovers: cross-firm investment effects that occur regardless of the

merger, such as knowledge diffusion through engineers moving between firms. When spillovers

are confined to the merging parties, the merger straightforwardly internalizes the externality and

total welfare rises, as in the synergies case. The substantive case is diffuse spillovers, which also

reach outsiders. These break private–social alignment. Every firm underinvests because it does

not capture the benefit its investment generates for outsiders, and the merger partially internalizes
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this externality between the merging parties. However, the merger also amplifies the competitive

cost of external spillovers: the merged entity internalizes the impact of stronger outsiders on both

parties’ profits, and so has more to lose when its investment strengthens them. We show that when

this competitive cost dominates the internalization benefit, the merger reduces both total welfare

and buyer surplus. The threshold is met when outsiders are strong enough to frequently challenge

the merging parties.4 This contrasts with the R&D-spillover literature, where high spillovers make

R&D cooperation raise investment (d’Aspremont and Jacquemin, 1988; Kamien et al., 1992; López

and Vives, 2019). There the spillover is internalized among the cooperating firms; a horizontal

merger internalizes it between the merging parties too, but also strengthens the independent out-

siders it must beat. Stronger spillovers therefore make the merger worse for the buyer, the opposite

of the case with synergies.

We also compare the merger with a joint venture that coordinates the merging parties’ invest-

ment decisions while preserving competition in procurement. The merged entity invests more

than the joint venture because the merger captures the Schumpeterian effect (growth of the merger

premium from innovation) while the JV internalizes only the Arrovian effect (impact of each mem-

ber’s investment on the partner’s profit). The JV avoids the merger premium entirely, so whether

it raises or lowers investment relative to the pre-merger outcome depends on whether synergies

are strong enough to overturn the negative Arrovian effect: with strong synergies, it is positive,

and the JV invests more; with weak synergies, the competitive harm to the partner dominates, and

the JV invests less. In our parametric examples, the joint venture benefits the buyer more than the

merger does for all levels of synergy and market concentration: under private–social alignment,

the merged entity captures the full return to its additional investment, whereas the buyer pays the

merger premium directly. The JV avoids this asymmetry.

The results have direct implications for competition authorities evaluating the innovation de-

fense. First, synergies must be merger-specific: if they can be replicated through a joint venture,

the merger premium is an avoidable cost. Second, there must be sufficient residual competition: a

merger to monopoly always harms the buyer, and the markets most likely to raise buyer surplus

are those with a moderate number of capable competitors. Third, the source of the claimed effi-

ciency matters: the buyer benefits from synergies through outsider rent reduction, which requires

the merger to strengthen the merging parties’ capabilities relative to outsiders. Fourth, spillovers

4A comparative static of the same flavor arises for vertical integration: Loertscher and Reisinger (2014) show that
integration is more likely to be anticompetitive the larger the competitive fringe the integrating firm faces.
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between competitors do not always make a merger less anti-competitive. We show that diffuse

spillovers across the industry can make the merger more harmful as the merging firm invests less

to reduce spillovers to non-merging firms.

The remainder of the paper relaxes the baseline assumptions in two directions. First, we con-

sider a framework with first-price auctions, and second, we analyze the impact of merger on the

investment channel by using a dynamic model.

The results derived under efficient procurement rest on one critical assumption: that output is

always allocated to the best supplier. We examine how the analysis changes under first-price auc-

tions, where bid-shading introduces an allocation distortion. Starting from a symmetric setting,

the merger creates an asymmetric bidding game in which the stronger merged entity shades its

bids more aggressively than outsiders. This depresses its winning probability, weakens its private

return on investment, and causes it to underinvest; outsiders, having a higher chance of winning,

overinvest in response. We find that total welfare falls strictly, overturning the neutrality obtained

in the ex-post efficient mechanism. The conclusion that the merger harms the buyer in the ab-

sence of synergies remains. The mechanism, however, changes: the harm is no longer captured by

the merger premium alone, but reflects a combination of bid-shading and investment distortions.

Synergies, especially if sufficiently large, can mitigate this harm. Under spillovers, the merger

still internalizes both the positive partner spillover and the negative competitive cost of improv-

ing outsiders, but the bid-shading distortion now operates alongside, coupling the allocation and

investment channels that the efficient-procurement framework was able to keep separate. We find

numerically that spillovers still harm the buyer.

We then extend the framework to a dynamic setting in which suppliers accumulate knowl-

edge across periods. Without cross-firm effects, neutrality holds period by period: the pre-merger

investment path remains an equilibrium of the post-merger game. The additional mileage from

the dynamic analysis stems from a distinction absent in the static model: between operational

cross-effects, in which current investment shifts only rivals’ current distributions, and cumulative

cross-effects, in which accumulated knowledge enters rivals’ distributions. With only operational

cross-effects, the dynamic problem reduces to the static one at each state, and there is no com-

pounding. With cumulative synergies, the investment premium is self-reinforcing (that is, higher

investment builds a larger knowledge stock that generates larger future synergies), so a merger

that is buyer-beneficial in the static model is more so in the dynamic one, while one that is not
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may still be rescued by the cumulative dynamic gain. With diffuse cumulative spillovers, the

dynamic effect converges to neutrality in the long run: as knowledge accumulates, all firms’ dis-

tributions concentrate near the upper bound of support, the marginal effect of further investment

on outsiders’ win probabilities vanishes, and the wedge between merger and standalone marginal

returns dissipates.

Related literature Closest in framework is Loertscher and Marx (2019), who study how a pow-

erful buyer optimally responds to a horizontal merger in a procurement market, showing that a

merger without synergies harms the buyer regardless of buyer power and that buyer power mit-

igates the harm. They evaluate a merger’s effect on investment per division, a calculation that

counts the Schumpeterian gain but not the Arrovian loss. We study instead the competition in

investment: firms invest before competing to be the best supplier, and the merger reshapes that

competition. For the merged entity both effects are present, and under ex post efficient procure-

ment they cancel. This yields the private–social alignment property, the innovation neutrality

benchmark, and conditions on residual competition, merger-specific synergies, and concentrated

versus diffuse spillovers under which the innovation defense offsets the merger premium.

Arozamena and Cantillon (2004) examine pre-auction investment in procurement with a single

investor and observable investment, finding that the first-price auction induces underinvestment

through a negative strategic effect: competitors bid more aggressively after observing the invest-

ment, eroding its return. Our setting differs in three respects: investments are unobservable, so

the strategic feedback channel is absent and the welfare loss under the first-price auction instead

operates through bid-shading in asymmetric auctions; all firms invest simultaneously, generating

market-wide effects; and the analysis centers on how mergers shift these incentives.

As Shapiro (2013) observes, the general competition–innovation relationship (Arrow, 1962;

Schumpeter, 1942; Aghion et al., 2005) is not directly applicable to horizontal mergers. The result-

ing literature includes Federico et al. (2017, 2018), Denicolò and Polo (2021), Motta and Tarantino

(2021), Bourreau et al. (2025), D’Annunzio et al. (2026), and Das et al. (2026), Moraga-González and

Motchenkova (2026); Lefouili and Madio (2025) provide a comprehensive survey.5 The prevailing

5A related literature studies acquisitions of innovative entrants by incumbents and their effects on potential com-
petition: Cunningham et al. (2021) on killer acquisitions, and Callander and Matouschek (2022), Letina et al. (2024),
Fumagalli et al. (2025), Bedre-Defolie et al. (2026), and Teh et al. (2026) on related mechanisms through which acqui-
sitions shape entrants’ and startups’ innovation strategies. This literature focuses on acquisitions by incumbents of
potential competitors, whereas our paper studies horizontal mergers between existing rivals and the conditions under
which innovation efficiencies offset competitive harm.
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finding is that, absent synergies or spillovers, mergers reduce innovation and harm consumers in

product-market models. This harm arises because a merger reduces the number of independent

competitors and compresses market shares and profits through the allocation channel in ways that

interact with (and reinforce) the Arrovian loss from reduced rivalry; the Schumpeterian gain does

not offset the combined loss. Valletti (2025) summarizes the main conditions underlying this in-

novation theory of harm, noting that the harm presumption rests on the absence of synergies and

spillovers, and on a maintained link between innovation and product market competition. While

this literature has been successful in clarifying the conditions under which the innovation defense

does not offset harm, it is more difficult, based on its takeaways, to identify when innovation effi-

ciencies offset the detrimental impact of mergers on buyer surplus. The reason is that, in standard

oligopoly settings, the allocation and investment channels interact inextricably, which complicates

the derivation of precise conditions for the innovation defense. Our setting resolves this by isolat-

ing the investment channel. By ensuring that the best supplier always wins regardless of market

structure, the procurement setting separates the two channels: any change in welfare operates

exclusively through investment incentives, and the conditions under which synergies overcome

the merger premium can be characterized analytically. Our results differ from the product-market

literature not only in degree but in kind, and this difference traces directly to the isolation of the

investment channel.

The literature on R&D spillovers in oligopolistic markets has established that spillovers make

cooperation welfare-improving. d’Aspremont and Jacquemin (1988) and Kamien et al. (1992) show

that, under output competition, R&D cooperation raises investment and welfare when spillovers

are large, because cooperation internalizes the cross-firm externality and avoids wasteful duplica-

tion. Leahy and Neary (1997) extend this to a general oligopoly with many firms; López and Vives

(2019) show that increased cross-ownership raises cost-reducing investment when spillovers are

high but reduces it when they are low. The common mechanism is that cooperation internal-

izes the spillover among the cooperating firms: under R&D cooperation or cross-ownership, the

firms a spillover strengthens are precisely those whose profits the decision-maker values, so larger

spillovers raise investment. A horizontal merger differs in leaving independent outsiders. The

merging parties internalize the spillover between themselves, but their investment also strength-

ens rivals they neither own nor can avoid competing with, a cost with no offsetting ownership

benefit; when residual competition is strong enough it dominates, and the merger lowers invest-
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ment. Efficient procurement lets us isolate this channel cleanly.

A growing empirical literature documents both R&D spillovers and merger-specific synergies,

but theoretical work linking them to merger welfare assessment remains limited. Arqué-Castells

and Spulber (2022) show that canonical empirical specifications conflate involuntary knowledge

diffusion with voluntary technology transfers; once separated, the involuntary share is smaller

than previously thought and the social-private return gap narrows correspondingly. Bergeaud

et al. (2025) find that formal contracting channels carry the bulk of cross-firm spillovers in France,

with informal diffusion playing a smaller role. On the synergies side, Demirer and Karaduman

(2025) provide direct evidence in a procurement-like setting: acquired U.S. power plants show

a 5% productivity gain under direct ownership changes but no gain when only parent owner-

ship changes, indicating that synergies require operational integration rather than mere coordina-

tion. This evidence motivates the model’s distinction between involuntary spillovers and merger-

specific synergies, and supports the policy implication that synergies should be credited only when

operational integration is demonstrated.

Finally, there is a recent literature that studies mergers and innovation in dynamic settings.

Mermelstein et al. (2020) develop a computational model in which firms can reduce costs through

internal investment or through mergers, and study optimal antitrust policy when the authority

cannot commit to future decisions. Their central finding is that merger policy and investment in-

centives interact strongly: the prospect of merger approval distorts pre-merger investment, includ-

ing through entry-for-buyout behavior that can dissipate welfare, so that a forward-looking policy

can differ substantially from one based on static welfare effects alone. Denicolò and Polo (2025)

analyze a dynamic model of repeated innovation and acquisition in which the incumbent may

acquire innovative entrants. Acquisitions spur innovation in the short run through an invention-

for-buyout effect but can stifle it in the long run through an entrenchment-of-monopoly effect,

whereby recurrent acquisitions reinforce the incumbent’s competitive advantage and reduce fu-

ture entrants’ incentives to innovate. Both papers highlight that the welfare effects of mergers

and acquisitions cannot be assessed from static snapshots alone. Our dynamic extension con-

tributes to this literature by providing a tractable analytical characterization of how synergies

and spillovers compound over time under efficient procurement: concentrated synergies gener-

ate self-reinforcing investment premia, while diffuse spillovers produce self-correcting dynamics

that attenuate long-run harm.
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The paper is organized as follows. Section 2 introduces the model, defines the merger pre-

mium, and decomposes the merger’s effect on innovation incentives into Schumpeterian and Ar-

rovian components. Section 3 characterizes the investment equilibrium. Section 4 establishes the

innovation neutrality benchmark. Section 5 analyzes merger-specific synergies and their effect on

welfare and buyer surplus. Section 6 studies spillovers. Section 7 studies joint ventures and com-

pares them to mergers and no cooperation. Section 8 relaxes ex post efficient procurement and

analyzes first-price auctions. Section 9 extends the framework to a dynamic setting with knowl-

edge accumulation. Section 10 concludes.

2 Model

We consider a pre-merger market consisting of one buyer and n ≥ 2 suppliers, indexed by i ∈ N =

{1, . . . , n}.6 Each supplier i generates a net surplus xi = vi − ci, where vi is the buyer’s valuation

and ci is the supplier’s cost. The surplus types xi are independently drawn from distributions Fi

supported on [0, xi] with xi > 0 and positive density or mass at xi.7 The buyer implements an

ex post efficient procurement mechanism that selects the supplier offering the highest surplus.8

Given an efficient mechanism, the analysis depends only on the distribution of surplus types, not

on the information structure.9

Both buyer and suppliers are risk-neutral. The buyer’s payoff is the difference between valua-

tion and price. A supplier’s payoff is the payment received minus production cost and investment.

Prior to type realization, suppliers make investments ei at cost ψi (ei) to improve their dis-

tributions, encompassing both cost-reducing technologies and quality improvements. To capture

cross-firm effects, we allow each Fi to depend on the full investment profile e = (e1, . . . , en). We

assume ψi and Fi are twice continuously differentiable and satisfy:

• First-order stochastic dominance (FOSD): ∂Fi
∂ei

< 0 and ∂Fi
∂ej

≤ 0 for all j.

6With multiple buyers each running an independent efficient procurement, all results carry through: profits and
marginal returns aggregate additively across procurements.

7We adopt the convention that Fi (x) = 1 for x ≥ xi, so integrals of products
∏

i Fi over the union of supports are
well-defined when supports differ.

8Common procurement formats that achieve ex post efficiency include descending clock auctions (Milgrom, 2004)
and scoring auctions (Che, 1993; Asker and Cantillon, 2008). When investments are unobservable, as assumed in Lo-
ertscher and Marx (2019), the buyer cannot condition the mechanism on investment levels, providing a further justifi-
cation for ex post efficiency.

9In practice, the buyer may hold private information about project requirements affecting valuations, while suppliers
are privately informed about costs. Our setting accommodates any such combination, since the profit formula depends
only on the surplus distributions and the efficient allocation rule.
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• Log-convexity (LC): Fi is jointly log-convex in e.

• Convex costs (CC): ψi is strictly convex with ψ′
i (0) = 0.

FOSD ensures that investment improves own distribution and may generate positive spillovers

across suppliers.10 Together with LC it implies diminishing marginal improvements, whereas CC

places all conditions for interior solution on the cost function rather than the distributions.

For several sharper results we specialize to:

• Proportional reverse hazard rate (PR): each supplier’s distribution takes the form Fi (x; e) =

Gi (x)
yi(e), where Gi is a continuous baseline distribution on [0, xi].

Under PR, the FOSD and LC assumptions reduce to yi increasing in own effort and jointly concave

in e. With a shared baselineGi = G, first-order stochastic dominance reduces to a one-dimensional

exponent comparison: Fi dominates Fj iff yi (e) > yj (e).

Market structure. We denote the market structure by a partition M of N into competing entities.

For each entity S ∈M , we define

FS =
∏
i∈S

Fi and QS =
∏
i/∈S

Fi,

where FS is the distribution of its type xS = maxi∈S xi and QS is the probability that all rival enti-

ties draw a lower type. Both inherit log-convexity (LC) as the product of log-convex distributions.

We distinguish two sources of cross-firm investment effects:

Definition 1. Spillovers are cross-effects ∂Fj

∂ei
≤ 0 for j ̸= i that exist regardless of the market

structure M .

Definition 2. Synergies are merger-specific cross-effects ∂Fj

∂ei
≤ 0 for i, j ∈ S that arise only within

the same organization.

The distinction is economically meaningful. Spillovers represent knowledge diffusion, for ex-

ample engineers moving between firms, that arises without coordination. Synergies represent

complementarities, such as shared labs or combined patent portfolios that require coordination to

exploit.
10In particular, this rules of out adversarial innovation such as patent fencing, input preemption and proprietary stan-

dards, where one firm’s investment degrades competitors’ technologies. We maintain FOSD to focus on the interaction
between positive spillovers, synergies, and merger incentives, which is the relevant setting for innovation defense for
mergers.
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Payoffs. Under the ex post efficient procurement mechanism, entity S wins when its type xS

exceeds all rivals. By Bayesian incentive compatibility, the expected profit takes the form

πS (e) = πS +

∫ xS

0
[1− FS (x; e)]QS (x; e) dx,

where πS is the rent at the lowest type, which we normalize to zero (Lemma 5 in the appendix).

Total expected surplus from procurement is πN (e), the profit of the grand coalition, and total

welfare W (e) = πN (e)−
∑

i ψi (e). Buyer surplus is

BS (M, e) = πN (e)−
∑
S∈M

πS (e) ,

which is zero under monopoly M = {N}. All buyer surplus thus arises from competition among

suppliers. The effect of a merger on buyer surplus is therefore a suitable measure of the effect of

the merger on competition.11

Merger premium. A market consolidation maps the pre-merger structure M to a coarser struc-

ture M ′, in which one or more pre-merger entities are combined. We define the merger premium

as the change in total entity profits at unchanged investments:

∆(e) =
∑

S′∈M ′

πS′ (e)−
∑
S∈M

πS (e) .

This is the additional profit from joint operation beyond the sum of pre-consolidation profits.

For a 2-firm merger combining {1}, {2} into m = {1, 2}, the decomposition πm (e) = π1 (e) +

π2 (e) + ∆ (e) holds, and the merger premium reduces to

∆(e) =

∫ min{x1,x2}

0
[1− F1 (x; e)] [1− F2 (x; e)]Qm (x; e) dx.

This captures the probability that both merging firms offer greater surplus than the non-merging

firms, the event when pre-merger competition between the merging firms would have disciplined

pricing. Beyond the weaker firm’s ceiling there is no overlap and no competition is lost. Merg-

11The same payoff structure arises under posted pricing with customer-specific two-part tariffs. With a continuum
of buyers indexed by θ, each receiving surplus xi(θ; e) from product i with values independent across products given
θ, and suppliers pricing at marginal cost and charging their incremental contribution as a fixed fee, entity S’s expected
profit aggregates to Eθ max{0, xS(θ; e)− x−S(θ; e)} =

∫
Pr(xS > x) Pr(x−S ≤ x) dx, identical to the auction form once

FS and QS are re-interpreted as the corresponding posted-pricing distributions.
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ers between asymmetric firms therefore generate a smaller premium than mergers between close

competitors. Throughout the paper, we focus on the leading case of a 2-firm merger between firms

1 and 2; results that hold for more general consolidations are flagged explicitly.

Schumpeter and Arrow. Differentiating the profit decomposition, the change in marginal return

to investment due to the merger is:

∂πm (e)

∂e1
− ∂π1 (e)

∂e1
=

∂∆(e)

∂e1︸ ︷︷ ︸
Schumpeterian

+
∂π2 (e)

∂e1︸ ︷︷ ︸
Arrovian

.

The Schumpeterian effect is positive. As firm 1 improves its distribution, the overlap region where

both merging types exceed x expands, raising the joint profit that the merger protects. The merged

entity has a larger profit base over which to apply innovations.

The Arrovian effect is negative. Pre-merger, when firm 1 innovates and wins business, some

of that business is taken from firm 2. This is a private gain for firm 1. The merger internalizes

this business stealing effect. It eliminates innovation competition between the merging parties,

reducing innovation incentives.

The merger’s overall impact on innovation depends on which effect dominates. The following

sections show that without synergies or spillovers the two forces cancel exactly, and that synergies

tip the balance in favor of Schumpeter. Before stating these results, we characterize investment

equilibrium.

3 Investment equilibrium

Fix any market structure and suppose there are no external spillovers: ∂Fj

∂ei
= 0 whenever i ∈ S

and j /∈ S. Each entity S chooses (ei)i∈S to maximize

πS (e)−
∑
i∈S

ψi (ei) ,

where πS (e) is concave by log-convexity (LC) as QS is a constant in the absence of external

spillovers, and
∑

i∈S ψi (ei) is strictly convex by cost convexity (CC), so the objective is strictly
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concave. Therefore, the first-order conditions

∂πS (e)

∂ei
= ψ′

i (ei)

uniquely characterize the optimal investment profile for S. Expanding the marginal return:

∂πS
∂ei

=

∫ xS

0

[
−∂FS

∂ei
QS + (1− FS)

∂QS

∂ei

]
dx. (1)

The first term is the benefit of improving the entity’s own draw. The second is the external spillover

effect: the cost of improving the draws of competitors. This vanishes, leaving:

∂πS
∂ei

=

∫ xS

0

[
−∂FS

∂ei

]
QSdx. (2)

By FOSD and ψ′
i (0) = 0, the marginal return strictly exceeds the marginal cost at zero, so best

responses are interior.

Lemma 1. (Private-social alignment). For any market structure, private marginal returns on invest-

ment equal social marginal returns, as long as there are no external spillovers from the entity: ∂πS/∂ei =

∂πN/∂ei for any i ∈ S.

Proof. Since ∂Fj/∂ei = 0 for j /∈ S, the outsider product QS =
∏

j /∈S Fj is constant in ei. Therefore

∂FN/∂ei = (∂FS/∂ei)QS and

∂πN
∂ei

= −
∫ xN

0

∂FN

∂ei
dx = −

∫ xN

0

∂FS

∂ei
QSdx =

∂πS
∂ei

.

Under efficient procurement, the entity wins whenever its type is greater than the best rival.

The social value of improving some distribution within the entity is the probability that the type

drawn from that distribution is pivotal for the market maximum. The private value to the entity

is the probability that the type is pivotal for the entity winning, which is the same probability,

because the entity wins exactly when its best member beats all outsiders.12

12This alignment is the investment-incentive counterpart of payoff equivalence: under Bayesian incentive compati-
bility a firm’s interim rent equals the integral of its equilibrium winning probability, and ex post efficiency makes that
probability the efficient allocation rule, so the rent equals the firm’s expected marginal contribution to surplus. The
same residual-claimancy logic underlies Rogerson (1992) for ex ante investment and Bergemann and Välimäki (2002)
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Proposition 1. (Existence and uniqueness). Absent external spillovers, there exists a unique pure-

strategy equilibrium of the investment game under any market structure, and it coincides with the social

optimum.

Proof. Existence. Since πS (e) ≤ xN for all e and ψi is strictly convex with ψ′
i (0) = 0, there exists

e such that mini ψi (e) > xN . Any ei > e is strictly dominated, so we restrict to the compact

convex strategy space [0, e]n. The objective of each entity S is strictly concave (LC and CC) and

best responses are interior, so the best-response mapping of each entity is a continuous function.

Composing across entities, the joint best-response mapping is continuous on a compact convex set.

By Brouwer’s fixed point theorem, an equilibrium exists.

Uniqueness and efficiency. By Lemma 1, at any equilibrium ∂πS/∂ei = ∂πN/∂ei, so the equilib-

rium FOC ∂πS/∂ei = ψ′
i (ei) becomes ∂πN/∂ei−ψ′

i (ei) = 0, i.e., ∂W/∂ei = 0 whereW = πN−
∑

i ψi

is total welfare. Since πN is concave (LC) and
∑

i ψi is strictly convex (CC), W is strictly concave,

so the social FOC system has a unique solution. The equilibrium is therefore unique and coincides

with the social optimum.

Because equilibrium investment is socially efficient under alignment, the merger’s effect on

total welfare coincides with its effect on the investment channel: there is no separate allocative

margin to track. We therefore state results in terms of welfare and buyer surplus, with investment

effects surfacing explicitly only where alignment fails, under diffuse spillovers and first-price auc-

tions.

Remark 1. (Strategic substitutes). Absent external spillovers, investments are strategic substitutes

across entities: for i ∈ S and j /∈ S,

∂2πS
∂ei∂ej

=

∫ xS

0

[
−∂FS

∂ei

]
∂Fj

∂ej

QS

Fj
dx < 0

by FOSD. When a rival invests more, this reduces the marginal return on investment within S.

Remark 2. (Role of independence). The independence of types xi assumed in the model operates at

the level of the idiosyncratic component of capabilities: under an additive decomposition xi =

α + gi(ei) + εi, common shocks α cancel in every bidder-to-bidder comparison, so independence

is effectively a restriction on εi rather than on common factors. More generally, Lemma 1 and

for information acquisition; Hatfield et al. (2026) establish the general equivalence, among ex post efficient mechanisms,
between strategy-proofness and first-best investment.
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Proposition 1 extend to fixed-copula models in which investment shifts only own marginals. The

normalization πS = 0 abstracts from correlation-based extraction schemes (Cremer and McLean,

1988; McAfee and Reny, 1992), which require unlimited liability and full knowledge of the joint

distribution.

4 Innovation neutrality

We now study how the merger affects innovation and buyer surplus when there are no synergies

or spillovers from the merging parties. In this case investment by a merging party affects only its

own distribution. The Schumpeterian and Arrovian effects identified above are both active. The

merged entity has a larger profit base to protect, but has lost internal rivalry. The question is which

dominates.

Proposition 2. (Neutrality). In the absence of synergies and spillovers, any change in market structure

leaves equilibrium investments and total welfare unchanged. The buyer’s harm equals the merger premium.

Proof. By Proposition 1, the equilibrium at any market structure is unique and coincides with the

unique social optimum. Without synergies, the joint distribution FN =
∏

i Fi depends only on the

investment profile, not on how firms are partitioned into entities; without spillovers, alignment

holds at any market structure. The unique social optimum, and hence the unique equilibrium, is

therefore the same across any pair of market structures: investments are unchanged, and so is total

welfare.

For the buyer-surplus claim, total welfare is unchanged, and outsider profits (for entities com-

mon to the pre- and post-change market structures) are unchanged since their QS values depend

only on rivals’ distributions, which are invariant. The buyer therefore loses exactly ∆(e∗).

The exact cancellation of the Schumpeterian and Arrovian effects admits a sharp economic

interpretation. Consider a type at which both merging firms have positive density and all outsiders

have types below that. Pre-merger, each merging party is incentivized to be strong at this type

because winning means taking business from the other. Post-merger, the firm is still incentivized to

be strong at the same type, but for a different reason: the merged entity earns the merger premium

precisely when both types are high. The business stolen from the other party is exactly the merger

premium earned at that type. What was rivalry pre-merger becomes joint profit post-merger, and
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the private incentive to beat your rival is replaced, one for one, by the private incentive to protect

joint surplus.

This neutrality is a consequence of efficient procurement. Under an efficient mechanism, a

supplier’s type is pivotal for the market outcome if and only if it exceeds all other types. This

event has the same probability regardless of whether the other firm is a rival or part of the same

organization. The merger rearranges who benefits from innovation but leaves unchanged the total

competitive pressure on the marginal innovation.

Scope. The result rests on five ingredients: (i) ex post efficient allocation, which connects each

supplier’s marginal incremental surplus to a well-defined social marginal value; (ii) no external

spillovers from the merging parties, which under efficient allocation delivers private–social align-

ment of marginal returns; (iii) no synergies, so the joint distributions at any investment profile

are invariant to the partition into entities and the merger is a pure ownership rearrangement; (iv)

uniqueness of the investment equilibrium, supplied by LC and CC; and (v) no fixed cost of oper-

ating an R&D facility, encoded in ψ′
i(0) = 0, which ensures that both merging units remain active

post-merger. With a fixed cost the merged entity could shut down one facility. Conspicuously

absent from the list are observability of investments, pre-merger symmetry, the number of suppli-

ers, the functional form of F , and the specific efficient mechanism. The remaining sections relax

three of these ingredients: Sections 5 and 6 introduce technology shifts via synergies and external

spillovers; Section 8 replaces efficient allocation with first-price auctions.

Corollary 1. (Entry). Under no spillovers or synergies, entry of a new supplier strictly increases total

welfare and buyer surplus. Each incumbent invests weakly less, but this reduction is socially efficient.

Proof. See the Appendix.

The neutrality result and the entry corollary together pin down what is needed for a change in

market structure to affect welfare. The merger without synergies is a pure ownership rearrange-

ment: it changes who controls investment decisions, but not the technology frontier. Entry, by

contrast, expands the technology frontier: an additional draw that strictly increases total welfare

even as each incumbent invests less. By the same logic in reverse, removing a supplier through

a merger would strictly reduce both, a killer-acquisition channel. Synergies restore the merger’s

ability to expand the effective technology frontier, not by adding a new draw, but by improving

existing capabilities. This is why they are necessary for the merger to increase welfare.
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5 Merger-specific synergies

We now allow the merger to generate synergies while maintaining the absence of spillovers: ∂Fj

∂ei
=

0 for j /∈ S whenever i ∈ S. That is, synergies enable the investment by one supplier to im-

prove the distribution of another supplier, provided that they are part of the same organization.

Lemma 1 (private–social alignment) and the resulting first-best efficiency of equilibrium invest-

ments (Proposition 1) carry over directly to this setting, since synergies are internal to the merging

entity and do not lead to external spillovers.

Welfare. Private-social alignment has two immediate consequences. First, equilibrium invest-

ments are first-best efficient under any market structure without external spillovers. Second, it

provides the engine for the welfare result that follows.

Proposition 3. (Total welfare under synergies). In the absence of spillovers, any merger with synergies

increases total welfare, the increase being strictly larger for greater synergies.

Proof. Index synergy technologies by α, with Fα
m (x; e) decreasing in α at every x and every invest-

ment profile (stronger synergies improve the merged distribution in the FOSD sense). Let α1 < α2

and denote the corresponding post-merger equilibria e∗∗1 , e
∗∗
2 . By Proposition 1, each e∗∗k is the

social optimum under technology αk, so

W post (α1) = πα1
N (e∗∗1 )−

∑
i

ψi

(
e∗∗1,i

)
< πα2

N (e∗∗1 )−
∑
i

ψi

(
e∗∗1,i

)
≤ πα2

N (e∗∗2 )−
∑
i

ψi

(
e∗∗2,i

)
=W post (α2) ,

where the strict inequality uses FOSD together with positive investments at e∗∗1 (by ψ′
i (0) = 0), and

the second inequality follows from Proposition 1 as e∗∗2 is the unique maximizer. Setting α1 = 0

recovers the pre-merger configuration; by Proposition 2, W post(0) =W pre, so W post(α) > W pre for

any α > 0.

Buyer surplus. Although the merger unambiguously increases total welfare, the buyer may not

benefit. Synergies tip the balance in favor of the Schumpeterian effect, thereby raising the merged
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entity’s marginal return to innovation:

∂πm
∂e1

− ∂π1
∂e1

=

∫ xN

0

[
−∂F2

∂e1

]
Qmdx > 0.

The merger therefore strengthens innovation incentives of the merging parties. But this Schum-

peterian gain comes at the buyer’s expense: it reflects the merged entity’s growing profit base,

which is precisely the merger premium the buyer pays. The buyer benefits only if the surplus

created by higher investment exceeds the rent captured through the merger premium:

Γ ≡ πpostN (e∗∗)− πpreN (e∗)−
n∑

i=1

[
πposti (e∗∗)− πprei (e∗)

]
︸ ︷︷ ︸

innovation gain

> ∆(e∗∗) .

The innovation gain Γ is the change in buyer surplus that would result from moving invest-

ments from e∗ to e∗∗ while preserving the pre-merger market structure. It captures the social value

of synergy-driven innovation net of the rent appropriation that would occur under the original

competitive structure. The merger premium ∆ is the additional rent the merged entity earns above

the sum of individual rents, evaluated at post-merger investments. The merger benefits the buyer

if and only if the innovation gain exceeds the merger premium.

Proposition 4. (Buyer surplus under synergies). In the absence of spillovers:

(i) A merger to monopoly harms the buyer.

(ii) For any n ≥ 3, at any fixed investment profile, any FOSD improvement in the merging parties’

distributions increases buyer surplus. The entire gain comes from the reduction in outsider rents.

Proof. See the Appendix.

The second part of the Proposition identifies the mechanism through which synergies benefit

the buyer: not by increasing total surplus (the merged entity captures the full surplus gain by

Lemma 1), but by squeezing outsider rents. Stronger merging parties are tougher competitors,

and the rent reduction accrues entirely to the buyer.

The innovation gain combines three channels: the direct distributional improvement from syn-

ergies (which strengthens the merging parties at fixed investments), the merged entity’s higher

equilibrium investment (which further strengthens the merging parties relative to outsiders), and
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Figure 1: Change in buyer surplus from the merger under synergies, as a function of the number of
suppliers n, for different synergy levels α. Parametric specification from Example 1 with k = 0.1.

the outsider’s lower equilibrium investment (which weakens outsiders’ competitive position). The

first two channels work in the buyer’s favor by squeezing outsider rents; the third works against

the buyer, because weaker outsiders provide less competitive discipline and raise the merger pre-

mium the merged entity captures.

At zero synergies, the merger harms the buyer by exactly the merger premium (innovation neu-

trality). Stronger synergies improve the merging parties’ distributions, increasing the buyer gain.

Because this gain operates entirely through the rent reduction induced on outsiders, the merger

benefits the buyer only if i) the synergy is sufficiently strong, and ii) sufficient residual competition

remains for the rent-reduction channel to operate. Whether these conditions are met depends on

the strength of synergies, the number of competitors, and the shape of the distributions.

Example 1. (Running parametric specification). For numerical illustrations throughout the paper

we adopt the following PR instance (see the PR family in Section 2). The number of suppliers is

n ≥ 3, the baseline is G(x) = x on [0, 1], and costs are quadratic, ψ(e) = ke2/2. Cross-firm effects

are parameterized by α ∈ [0, 1]. Under synergies, the cross-effect activates only post-merger: for

merging party i the exponent is yi(e) = 1+ ei +αej where j is the partner, and outsider exponents

are yi(e) = 1 + ei. Under spillovers, the cross-effect operates both pre- and post-merger and

aggregates over all rivals: every firm’s exponent is yi(e) = 1 + ei + α
∑

j ̸=i ej .

Several features of Figure 1 are worth noting. First, the baseline (α = 0) is always negative:

without synergies, the buyer is harmed by exactly the merger premium. Second, each curve lies
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strictly above the baseline, confirming the second part of Proposition 4. Third, stronger synergies

shift the curves further upward, and each crosses zero at a lower n. Two opposing forces gov-

ern when the defense succeeds. More competitors lower the merger premium (the top-two event

becomes rarer), making any given synergy easier to justify. But more competitors also dilute the

innovation gain (each firm’s pivotal probability falls), making the defense harder. In the policy-

relevant range (n ≤ 10), the first effect dominates and the synergy required for buyer-neutrality

declines with n; at very large n the second effect eventually dominates. The defense is therefore

easiest to sustain at intermediate market concentration: highly concentrated markets demand large

synergies to offset a large merger premium, while fragmented markets dilute the innovation gain.

6 Spillovers

We now consider spillovers: cross-effects regardless of the market structure. Unlike synergies,

spillovers exist in the pre-merger market, representing knowledge diffusion that occurs even be-

tween independent suppliers.

Regularity. The results in earlier sections rely on private–social alignment and uniqueness of

the equilibrium under no external spillovers (Proposition 1). With spillovers, alignment fails and

uniqueness no longer follows from the welfare-maximization argument. To ensure well-behaved

equilibria and meaningful welfare comparisons, we strengthen the cost convexity assumption:

• Diagonal dominance (DD): for each entity S in any market structure M and each i ∈ S,

ψ′′
i (ei) >

∂2πS
∂e2i

+ 2 (n− 2)max
j ̸=i

∣∣∣∣ ∂2πS∂ei∂ej

∣∣∣∣ .
We also consider spillovers small enough that equilibrium investments remain interior (e∗i > 0

for every i).13 DD reads as a lower bound on cost convexity: ψ′′
i must dominate the worst-case

profit-side curvature, namely own second derivative plus cross-partials scaled by 2(n − 2). It

implies strict joint concavity of each entity’s objective and uniqueness of equilibrium (the best

response mapping is a contraction). Without external spillovers, ∂2πS/∂e2i ≤ 0 by log-convexity

and cross-partials are signed by strategic substitutability, so DD reduces to a requirement that

ψ′′
i dominate the cross-partial term. With external spillovers, the dependence of QS on (ei)i∈S

13Under Inada ψ′
i (0) = 0, interior equilibrium holds whenever the FOSD gain dominates the spillover loss at e = 0,

which is satisfied in the running example for the spillover rates we consider.
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introduces a convexifying force that can make ∂2πS/∂e2i > 0 and creates ambiguously signed

cross-partials, raising the required cost-convexity margin. The earlier results are unaffected by the

strengthening.14

Polar case: concentrated spillovers. If spillovers are confined to the merging parties, the welfare

result is immediate from existing tools.

Corollary 2. (Concentrated spillovers). Suppose spillovers exist only between the merging parties: each

merging party’s investment improves its partner’s distribution, and there are no spillovers reaching or orig-

inating from outsiders. Then the merger strictly raises total welfare.

Proof. The merged entity has no external spillovers, and outsiders generate none either. Lemma 1

therefore gives alignment for every entity in the post-merger structure, and Proposition 1 delivers

the post-merger equilibrium e∗∗ as the unique maximizer of W . Pre-merger, alignment fails for the

merging parties: each i ∈ m ignores the externality on its partner j ∈ m, so at any interior profile

∂πN
∂ei

− ∂πi
∂ei

=

∫ xN

0
Qm

[
−∂Fj

∂ei

]
dx > 0.

The pre-merger equilibrium therefore fails the social FOC for the merging parties and is not the

maximizer of W . Hence W (e∗∗) > W (e∗).

The conclusion parallels Proposition 3, but the mechanism differs. The welfare gain comes

purely from internalizing the merging parties’ mutual underinvestment, with no technology im-

provement. Buyer surplus follows the logic of Proposition 4: the merger raises the merging parties’

joint investment and squeezes outsider rents, against which the buyer pays the merger premium.

The substantive interest of this section is the case where spillovers also reach outsiders. The

merger then internalizes the within-merger component, but the leakage to outsiders remains an

external spillover that can dominate the internalization gain.

Failure of alignment. With external spillovers reaching outsiders, Lemma 1 on the alignment be-

tween private and social investment incentives fails. Through spillovers, each investment creates

a positive externality, which the investor does not capture. The gap between social and private

14The 2(n− 2) scaling of the cross-partial term, rather than the row sum, guarantees the response bound |deo/dem| <
2/(n−1) used in the welfare proof regardless of the sign of the cross-partials and without requiring uniformity of cross-
partials across rivals, which holds at symmetric profiles, and at asymmetric profiles within the PR family (Section 2),
but not generically.
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return on investment for i ∈ S is

πN (e)− πS (e) =

∫ xN

0
[1−QS (x; e)] dx.

Differentiating:
∂πN
∂ei

− ∂πS
∂ei

=

∫ xN

0

[
−∂QS

∂ei

]
dx ≥ 0,

with strict inequality whenever i’s investment generates any external spillover. The gap is the

marginal value of ei to outsiders. When i invests, it improves not only the distributions within S

but also, through spillovers, the distributions of firms outside S. The social return captures both,

whereas the private return captures only the first. The wedge is exactly the rate at which outsiders’

expected surplus improves.

At any equilibrium under market structure M , each i ∈ S satisfies ∂πS
∂ei

= ψ′
i (ei) and therefore

∂πN
∂ei

= ψ′
i (ei) +

∫ xN

0

[
−∂QS

∂ei

]
dx > ψ′

i (ei) .

Every supplier underinvests relative to the social optimum. The social optimum itself is indepen-

dent of the market structure, since πN depends only on distributions. Welfare is therefore strictly

increasing in each ei at the equilibrium: any change that moves investments toward the social

optimum improves welfare.

Welfare and buyer surplus. The merger changes the gap between social and private returns by

increasing the return to investment by

πm (e)− πi (e) =

∫ xm

0
[1− Fj (x; e)]Qm (x; e) dx.

Differentiating:

∂πm
∂ei

− ∂πi
∂ei

=

∫ xN

0

[
−∂Fj

∂ei

]
Qmdx︸ ︷︷ ︸

internal (positive)

+

∫ xN

0
(1− Fj)

∂Qm

∂ei
dx︸ ︷︷ ︸

external (negative)

.

The effect from internal spillovers is positive: the merger allows the parties to capture the spillovers

between them that were previously uncaptured. The external spillover effect is however negative,

and is weighted by the partner’s strength 1−Fj : a plant’s investment, by strengthening outsiders,
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harms the entity in the states where the partner wins, an effect the merged entity internalizes but a

standalone firm ignores. The net effect between the two determines whether the merger increases

or decreases investment incentives of the parties.

Proposition 5. (Welfare under diffuse spillovers). In the symmetric case with diffuse spillovers and no

synergies, there exists a finite threshold n̄ ≥ 3 such that for n ≥ n̄, the merger reduces the merging parties’

investment, total welfare, and buyer surplus.

Proof. See the Appendix.

Proposition 5 identifies a countervailing channel to the one often argued in favor of R&D co-

operation. The standard argument is that firms underinvest because they do not capture the gains

their investments confer on rivals; a merger or research joint venture internalizes this externality

and raises investment (d’Aspremont and Jacquemin 1988; Kamien et al. 1992; López and Vives

2019). This argument considers merger to monopoly or industry-wide cooperation, configurations

in which no outsiders remain.

When a partial merger leaves outsiders active, each party’s investment affects the partner’s

profit through two opposing channels. Internally, it strengthens the partner, raising the partner’s

profit. Externally, it strengthens every outsider, intensifying competition for the partner and reduc-

ing the partner’s profit. The merging parties ignore both effects pre-merger; the merged entity in-

ternalizes both. The threshold n̄ characterizes when the external channel dominates: with enough

outsiders, the cumulative damage to the partner exceeds the single internal gain, and the merger

reduces investment. Below the threshold, the internal channel dominates, the merger raises in-

vestment, and the buyer benefits if and only if the resulting innovation gain exceeds the merger

premium, as in the synergies case. In Example 1 this threshold binds at n̄ = 3, so the buyer is

always harmed and welfare is only increased by a merger to monopoly.

Buyer surplus. For n ≥ n̄, the merger reduces both total welfare and buyer surplus. For n < n̄,

the merger raises the merging parties’ joint investment, and the buyer-surplus implications mirror

the synergies case (Proposition 4): the buyer benefits only if the innovation gain exceeds the merger

premium. This requires both (i) sufficient concentration that the internal spillover-internalization

channel dominates (n < n̄), and (ii) the merging parties are sufficiently remote competitors so that

their joint top-two probability and therefore merger premium is small relative to the investment-

response gain arising from the rent reduction induced on outsiders. With standard distributions
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Figure 2: Change in buyer surplus from the merger under diffuse spillovers. All curves are neg-
ative: the merger always harms the buyer. Stronger spillovers make the merger worse, in sharp
contrast to Figure 1.

and direct competitors, buyer harm rises with concentration, and at the concentration levels where

buyers might benefit the merger often ceases to be privately profitable.

Figure 2 illustrates these results using Example 1 under the diffuse spillover specification. The

contrast between Figures 1 and 2 is instructive. Under synergies, stronger cross-effects fan the

curves upward, eventually benefiting the buyer. Under diffuse spillovers, stronger cross-effects fan

the curves downward: the merger harms the buyer more, not less. Synergies are merger-specific:

they exist only within the merged entity and generate no competitive cost from improving out-

siders. Diffuse spillovers are market-wide: the merged entity, being stronger, pays a larger com-

petitive cost for improving outsiders than either firm would individually.

Competition authorities should therefore require merging parties to demonstrate that claimed

efficiencies are genuinely merger-specific, not pre-existing diffuse spillovers whose main effect is

to penalize the merged entity for improving its rivals.

Asymmetric pre-merger distributions. Within the PR family with a shared baseline G, the merger

reduces welfare and harms the buyer when outsiders are strong enough to frequently challenge

the merging parties, provided neither merging firm is weaker than the typical outsider. The next

proposition makes this precise.

Proposition 6. (Welfare loss with sufficient residual competition, PR family). Within the PR family

with shared baseline G, there exists a finite threshold n̄a ≥ 3 such that for n ≥ n̄a and any pre-merger
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equilibrium with

min
(
y∗1, y

∗
2

)
≥ 1

n− 2

n∑
j=3

y∗j ,

the merger reduces total welfare and harms the buyer.

Proof. See the Appendix.

As the number of competitors grows, the external spillover effect of Proposition 5 dominates

and the merger reduces welfare regardless of the specific pre-merger asymmetry pattern, subject

only to the restriction that neither merging firm is weaker than the typical outsider. The two condi-

tions reinforce rather than oppose each other: more competition makes the welfare-loss threshold

easier to clear, and merging parties not unusually weak ensure the external spillover effect operates

with bite, since the competitive cost the merged entity bears scales with its own strength. While

precise recovery of {y∗i } from data requires model-specific inversion of equilibrium relationships,

this qualitative comparison (whether the merging firms are stronger, comparable, or weaker than

the typical outsider) is inferrable from observable pre-merger competitive metrics such as market

shares and R&D intensity. The result fails only when the merger is between a strong firm and

a much weaker partner, a setting in which the weak partner generates too little competitive cost

from outsiders’ spillovers for the standard argument to operate.

7 Joint venture

The innovation defense for a merger claims that integration is necessary to realize synergies. But

if the same synergies can be achieved through a less restrictive arrangement, the merger is not

justified, because the buyer pays the merger premium for innovation gains available without it.

We compare the merger with a joint venture that preserves competition in procurement while

partially replicating the merger’s innovation benefits. Throughout, we maintain the absence of

spillovers.

Operationally, the JV pools the inputs that generate synergies (shared R&D facilities, joint engi-

neering teams, unified patent portfolios, or pooled technical know-how) while bidding decisions

remain with each party separately. The split of investment costs and synergy benefits within the JV

is determined by an ex-ante allocation rule that the parties commit to; for our analysis only the joint

profit matters. We take as a maintained assumption that the firewall between investment coordi-
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nation and bidding competition holds: parties commit to compete in procurement after pooling

investment inputs. This is a strong condition in practice (information sharing on R&D inputs may

leak into bidding behavior, and common interests may dampen competitive pressure), and our

analysis should be read as characterizing the best-case JV outcome. Any erosion of the firewall

moves the JV’s effects toward the merger’s.

A joint venture (JV) coordinates investment decisions between the parties while preserving com-

petition in procurement. The JV chooses (e1, e2) to maximize joint profit under the pre-merger

market structure. The first-order condition for firm 1 is:

∂π1
∂e1

+
∂π2
∂e1

= ψ′
1 (e1) .

Compared to the merger, the JV only internalizes the Arrovian effect eliminating innovation rivalry

between the parties, without internalizing the Schumpeterian effect (the growth of the merger

premium). This means the JV invests less than the merger.

The comparison between the JV and the pre-merger outcome involves two channels relative to

the no-synergy benchmark. The Arrovian effect ∂πJV
2

∂e1
has a positive synergy component (firm 1’s

investment improves firm 2’s distribution) and a negative competitive component (firm 1’s invest-

ment makes firm 1 a tougher rival for firm 2). Separately, activating synergies shifts firm 1’s own

marginal return ∂πJV
1

∂e1
relative to the pre-merger benchmark, both because the partner’s invest-

ment now amplifies firm 1’s own capability (raising the marginal return) and because diminishing

returns at higher capability can lower it. The JV invests more than pre-merger when these two

channels combine to raise the JV’s marginal return at the pre-merger profile, and less otherwise.

With strong synergies both channels tend to favor higher investment; with weak synergies the

negative competitive component of the Arrovian effect dominates and the JV invests less.

By private–social alignment, ∂πm
∂e1

= ∂πN
∂e1

, so the JV’s first-order condition can be rewritten as

∂πN
∂e1

= ψ′
1 (e1) +

∂∆

∂e1
.

The JV underinvests relative to the social optimum under the post-synergy technology, by exactly

the Schumpeterian effect. The merger achieves the social optimum, whereas the JV falls short.

Under the JV, the market structure remains unchanged and there is no merger premium. The

JV’s innovation gain ΓJV thus corresponds to the buyer surplus change. The sign of ΓJV tracks
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whether the JV’s effective capabilities exceed or fall short of their pre-merger levels: stronger ca-

pabilities squeeze outsider rents and benefit the buyer, while weaker ones relax competition and

harm the buyer. Effective capability is governed by the synergy-amplified arguments of the dis-

tributions, not by nominal investment, so under synergies the buyer can gain even when the JV

optimally chooses lower nominal investment than pre-merger.

Proposition 7. (JV versus merger). In the absence of spillovers with synergies:

(i) The merger achieves strictly larger welfare than the JV, which under-invests by the Schumpeterian

effect. Relative to no cooperation, the JV reduces welfare when synergies are weak and raises it when

synergies are sufficiently strong.

(ii) The JV benefits the buyer more than the merger whenever the merger premium exceeds the additional

innovation gain that integration secures.

(iii) With n = 2, the merger always harms the buyer (monopoly), while the JV preserves competition.

Proof. By Lemma 1 applied to the merged entity, the merger achieves the social optimum, which by

Proposition 1 is the unique maximizer of welfareW . The JV instead maximizes joint partner profit;

using πm = π1 + π2 +∆ and alignment, its first-order condition reads ∂πN/∂ei = ψ′
i(ei) + ∂∆/∂ei,

which differs from the social condition because the JV omits the Schumpeterian term ∂∆/∂ei > 0.

The JV profile therefore does not maximize W , so by uniqueness it yields strictly lower welfare

than the merger, proving the welfare dominance in (i).

For the comparison with no cooperation, at zero synergies the pre-merger equilibrium is it-

self the social optimum (Proposition 2), so the same argument places the JV strictly below it; by

continuity this persists for weak synergies. When synergies can be made arbitrarily strong, con-

sider α → ∞. Outsiders receive no synergy and invest within a compact set (by cost convexity),

so their capabilities stay bounded, whereas a synergy of strength α lets the JV reach any given

merging-party capability at investment cost that vanishes as α→ ∞. Maximizing joint profit with

vanishing cost, the JV raises the merging parties’ capabilities until they win with probability ap-

proaching one; total welfare then approaches the surplus upper bound, which lies strictly above

the pre-merger level. A threshold thus separates the two regimes.

For (ii), the merger raises buyer surplus by its innovation gain net of the merger premium it

extracts, while the JV raises it by its innovation gain alone; the JV is better for the buyer exactly
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when the premium exceeds the additional innovation gain integration secures. For (iii), with n = 2

the merger forms the grand coalition, so buyer surplus is zero, while under the JV the parties

remain competitors.

Proposition 7 sharpens the JV’s role. From a total-welfare standpoint the merger is superior:

it achieves the social optimum, whereas the JV under-invests by the Schumpeterian effect it can-

not capture without integration. The JV’s appeal is therefore distributional rather than efficiency-

based: it shifts surplus to the buyer by avoiding the merger premium. But the JV is not automat-

ically benign: by coordinating investment it internalizes the business stealing between partners,

which under efficient procurement is not a social externality but a pecuniary one. With weak

synergies this dampens investment below the socially efficient level and welfare falls below no

cooperation; only sufficiently strong synergies, by raising the merging parties’ capabilities, offset

the dampening and make the JV welfare-improving.

Remark 3. (JV profitability). Under synergies, the JV is strictly more profitable than the pre-merger

configuration. Consider the replication strategy in which the JV partners scale down their nominal

investments so that each partner’s effective capability matches its pre-merger level. Because the

partner’s investment now amplifies own capability through the synergy term, this can be done

with strictly lower own investment than pre-merger. In Example 1 with yi(e) = 1 + ei + αej ,

matching the pre-merger capability 1 + e∗ requires e1 = e2 = e∗/(1 + α) < e∗. At this profile part-

ners’ distributions coincide with the pre-merger ones, so outsiders’ equilibrium investments and

partners’ gross profits are unchanged from pre-merger. Investment costs strictly fall, so joint net

profit under the replication strategy strictly exceeds the pre-merger sum. By revealed preference

the JV’s optimal joint net profit weakly exceeds the replication profit, and hence strictly exceeds

the pre-merger sum. Numerical analysis across all three distribution families confirms this strict

profitability.

The three governance structures differ in which cross-effects they internalize. Independent

firms internalize neither Arrow nor Schumpeter. The JV internalizes the Arrovian effect only,

whereas the merger internalizes both. More internalization raises welfare (Figure 3) but can harm

the buyer (Figure 4), because only the merger extracts the premium.

Figures 3 and 4 illustrate the comparison using the parametric example at synergy α = 1.

The two figures together show the trade-off. The merger maximizes total surplus but extracts
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Figure 3: Change in total welfare under the three governance structures (α = 1). The merger
always achieves the highest welfare (it reaches the social optimum under the post-synergy tech-
nology). The JV is intermediate. Both dominate no merger.
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Figure 4: Change in buyer surplus under the three governance structures (α = 1).The JV benefits
the buyer more than the merger across all n. The merger generates the highest welfare but the
buyer pays the merger premium, placing it below the JV and, for small n, below the no-merger
baseline.
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the premium, harming the buyer. The JV sacrifices some welfare (by missing the Schumpeterian

effect) but avoids the premium, benefiting the buyer more. The welfare brought by the merger

is monotonically decreasing in n: it captures the full synergy benefit, which shrinks as each firm

becomes a smaller part of the market. The JV welfare is non-monotonic because two opposing

forces interact. As n increases, the synergy effect shrinks (each firm’s pivotal probability falls), but

the Arrovian constraint on the JV also relaxes: with more outsiders, bilateral competition between

JV members is diluted, so the competitive harm becomes less negative and the JV invests more. At

small n, the relaxation of the Arrovian constraint dominates and the JV welfare rises; at large n,

the shrinking synergy effect dominates and welfare falls.

The merger is justified from the buyer’s perspective only when the Arrovian constraint on

the JV is severe enough that full integration generates surplus exceeding the premium. In our

numerical analysis, however, this never occurs: the JV benefits the buyer more than the merger

for all α ∈ [0, 1], all n ≥ 3, and all cost parameters. This holds across three distribution families

satisfying our assumptions: the power distribution F (x; e) = x1+e (Example 1), the concave family

F (x; e) = sin(πx/2)1+e, and a Bernoulli version where each firm succeeds with probability 1− e−e

and F (x; e) = e−e for x < 1. The economic reason traces to private–social alignment: the merged

entity captures the full social return to its additional investment, so the buyer benefits from merger-

driven innovation only indirectly, through the competitive pressure that stronger merging parties

exert on outsiders. The merger premium, by contrast, is extracted directly from the buyer. The JV

avoids this asymmetry: it generates innovation without extracting the premium.

8 Beyond efficient procurement

The results so far assume ex post efficient procurement: the best firm wins. This section asks

what happens when the procurement mechanism does not always select the best firm. A buyer-

set reserve, the simplest form of buyer power, is not the relevant departure: it removes low-value

trade but leaves the ranking among active suppliers untouched, so the alignment and neutrality

results survive.15 What matters is whether the mechanism distorts the allocation among the active

suppliers. We first develop a general framework that nests efficient procurement as a special case

15In the language of Loertscher and Marx (2019), a symmetric reserve is the monopsony component of buyer power;
the discriminatory (bargaining) component, under which the buyer favors outsiders against the stronger merged entity,
is a more substantial relaxation that we do not pursue here.
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and identifies the channel through which mechanism design affects innovation incentives. We

then apply this framework to first-price auctions.

General framework. We maintain the baseline assumptions, including unobservability of invest-

ments and the diagonal-dominance condition of Section 6, applied here to the reduced-form profit

obtained by integrating out the bidding-stage equilibrium. In equilibrium, bidders correctly antic-

ipate each other’s investment levels, so that equilibrium distributions are common knowledge at

the procurement stage.16 We consider the set of Bayesian incentive compatible mechanisms: given

the equilibrium bidding strategies of rivals, each firm’s interim payoff under truthful reporting of

its privately held information is weakly higher than under any deviation. By Lemma 5, the profit

formula used throughout the paper continues to apply under this broader class of mechanisms.

We now analyze how the payoff formula responds to a change in investment. The hidden-

investment assumption has three implications that pin down the marginal-return formula below:

(i) a unilateral deviation by firm i does not alter rivals’ equilibrium bidding strategies, (ii) rivals’

beliefs about firm i’s type distribution are anchored at the equilibrium investment level rather than

the actual choice, and (iii) entity S’s type-contingent best-response bid function is independent of

its own type distribution FS . Together these imply that the marginal return to investment for i ∈ S

is simply
∂πS
∂ei

=

∫ xS

0

[
−∂FS

∂ei

]
QS (x) dx+

∫ xS

0
[1− FS (x)]

∂QS

∂ei
dx, (3)

whereQS is evaluated at the equilibrium strategies and ∂QS/∂ei captures the mechanical response

of QS to rivals’ distributions changing through spillovers, with all strategies held fixed. Without

spillovers, the second term vanishes. If investments were instead observable or inferable, rivals’

bidding strategies and the winning probability QS would respond to i’s investment choice, and

the formula above would acquire additional terms reflecting this strategic feedback.

Consequently, the decomposition of internal and external spillovers described in the baseline

setting qualitatively extends to any Bayesian incentive compatible mechanism. Mechanism design

enters through its impact on the winning probability functionQS which is evaluated at equilibrium

bidding strategies.

Lemma 2. (Investment equilibrium under Bayesian IC mechanisms). An investment equilibrium

exists and is unique for any Bayesian incentive-compatible mechanism.
16This is stronger than what efficient procurement needs, since payoff equivalence under efficient allocation does not

depend on bidders’ beliefs about rivals’ distributions.
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Proof. With unobservable investments, rivals’ equilibrium bidding strategies are invariant to own

investment. Absent spillovers, QS is then also invariant to own investment, and the payoff πS =∫
(1−FS)QS dx is strictly concave in own investment by LC. With external spillovers, QS depends

on own investment through rivals’ distributions, and the DD condition of Section 6 ensures strict

concavity of the entity’s objective in own investments. The remainder of the existence argument

follows Proposition 1: CC bounds the marginal return uniformly, the best-response correspon-

dence is a continuous function from a compact set to itself, and existence follows by Brouwer.

Uniqueness follows from DD: cross-entity response slopes are bounded strictly below one in abso-

lute value, so the joint best-response mapping is a contraction and admits a unique fixed point.

When bidding strategies are strictly increasing and symmetric, the highest bid corresponds to

the highest type, so entity S wins exactly when its type exceeds every rival’s type. The winning

probability is then given by

QS (x) =
∏
i/∈S

Fi (x) ,

which depends only on rivals’ distributions and is independent of the distribution of S. The allo-

cation is ex post efficient, which is the case analyzed in the preceding sections. Under asymmetric

bid functions, the highest bid need not correspond to the highest type: an entity that bids more

aggressively can win with a lower type. Private-social alignment fails: the mechanism assigns a

weight to each type that differs from the efficient winning probability.

First-price auctions. We now apply the framework to first-price scoring auctions (FPA) where

each supplier submits a score bi ∈ [0, xi] representing the surplus it offers to the buyer. The highest

score wins and the winner is paid an amount such that bi is the buyer’s realized surplus. The

problem of type xi bidder is therefore to choose bi optimally to maximize its profit margin xi − bi

multiplied by the probability of winning.17

We assume that pre-merger the firms are symmetric and the allocation therefore ex post effi-

cient in the symmetric pre-merger equilibrium. The merger, however, introduces asymmetry as the

merged entity draws its type from the joint distribution. To maintain tractability we work with the

PR family (Section 2). PR is convenient for asymmetric auctions: the distribution with the larger

exponent automatically has a strictly higher reverse hazard rate at every x, delivering globally and

17This covers two leading cases. First, a standard lowest-price procurement auction with contract specifications fixed
by the buyer whose valuation is common knowledge. Second, settings where suppliers also have private information
about the quality assuming the cost of quality is additively separable so that the multi-dimensional problem reduces to
a single-dimensional one as shown by Asker and Cantillon (2008).
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without further verification the property used in the asymmetric auctions literature (Kirkegaard,

2009) under which one bidder consistently shades more than another. Most of the results below

rely on pre-merger symmetry; the indexing on i is retained so that the family also accommodates

the pre-merger asymmetry discussion at the end of the section. We can follow the same steps as in

Maskin and Riley (2000) to derive:

Lemma 3. (Bid shading with FPA). Suppose post-merger distributions are FOSD-ordered: either the

merged entity dominates the outsiders, or the outsiders dominate the merged entity. Under FPA, the strong

bidder submits a strictly less aggressive score than the weak bidder at the same type. As a consequence, at

every interior type, the strong bidder wins with strictly lower probability, and each weak bidder with strictly

higher probability, than under the ex post efficient mechanism.

Proof. See the Appendix.

The lemma identifies the channel through which FPA depresses investment incentives. The

intuition for shading is the standard trade-off between profit margin and expected amount of trade.

A bidder with a stronger distribution has, at any given score, a high probability of winning. The

marginal cost of shading (a small reduction in winning probability) is therefore low relative to the

margin gained on its wins, and the bidder optimally protects its profit margin by submitting a less

aggressive score. A weaker bidder cannot afford this: its wins are marginal, so the proportional

loss in winning probability from shading exceeds the gain in margin, and it bids closer to its type.

The lemma also pins down expected profits. Profits depend on the mechanism only through

winning probabilities. At every interior type the strong bidder wins strictly less often under FPA,

so its expected profit is strictly lower than under efficient procurement. The reverse holds for each

weak bidder. The merged entity’s marginal return to investment is correspondingly depressed:

from the marginal return formula (3), a uniformly lower probability of winning scales down every

term in the integral, depressing the private value of any improvement in the distribution.

These observations, combined with the fact that the symmetric pre-merger equilibrium is effi-

cient, lead to the following result:

Proposition 8. (Welfare under FPA). Suppose firms are symmetric pre-merger and there are no external

spillovers. With n = 2, Proposition 2 applies. With n ≥ 3, in the post-merger FPA equilibrium the merged

entity underinvests while the outsiders overinvest relative to what would be efficient, and total welfare is
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strictly lower than under efficient procurement. Without synergies the merger strictly reduces total welfare

under FPA, in contrast to the innovation-neutrality benchmark under efficient procurement.

Proof. See the Appendix.

The merger creates an asymmetric FPA bidding game. The merged entity, drawing from a

stronger distribution, shades its bids more aggressively than outsiders; outsiders, facing a tougher

rival, also bid more aggressively. This shading distorts allocation: the highest type no longer al-

ways wins. Investment incentives respond to the same wedge. The merged entity’s reduced win-

ning probability translates into a weaker private return on its own investment, while outsiders en-

joy the opposite effect. The merging firms therefore underinvest and outsiders overinvest, and un-

derinvestment dominates because diagonal dominance bounds the outsider response. The merger

thus depresses total industry investment, in addition to creating a static allocation distortion, and

the two channels combine to push welfare strictly below the efficient benchmark.

Effect on buyer surplus. Under efficient procurement the buyer’s harm equals the merger pre-

mium. Under FPA the mechanism is more complex: bid-shading redistributes rents, the merged

entity underinvests, outsiders overinvest, and the harm is no longer captured by a single premium.

The directional result nonetheless extends.

Proposition 9. (Buyer surplus under FPA without synergies). Suppose firms are symmetric pre-

merger, there are no synergies or spillovers, and the merger is privately profitable. Then the merger strictly

reduces buyer surplus under FPA at the post-merger equilibrium.

Proof. See the Appendix.

The argument combines three pieces. First, absent synergies the merger strictly decreases wel-

fare (Proposition 8). Second, outsider profits weakly increase as the merged entity shades more

aggressively, raising outsider winning probabilities. Third, the hypothesis that the merger is pri-

vately profitable bounds the merged entity’s net profit from below. Combined, industry profit

increases while total welfare decreases, and the wedge falls on the buyer. Private profitability is

restrictive in FPA settings — the merged entity shades more, and the bid-shading channel can in

principle make mergers unprofitable. The proposition is therefore a statement about the merger

consequences conditional on mergers that firms have an incentive to undertake.
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Numerical verification of the FPA equilibrium in Example 1 confirms that the merger is pri-

vately profitable for every n ≥ 3 and k > 0 in the parameter ranges underlying Figure 5. Fur-

thermore, at any fixed investment profile, synergies raise buyer surplus, paralleling Proposition 4

under efficient procurement. The directional outcomes coincide with those under efficient procure-

ment (the merger harms the buyer absent synergies, and synergies can overturn the harm), but the

mechanism differs. Under efficient procurement, the merger’s effect on buyer surplus operates

entirely through the merger premium. Under FPA, the bid-shading and equilibrium-investment

channels both contribute, and the magnitudes reflect a combination of these wedges rather than

the premium alone.

The novel results derived under efficient procurement do not, in general, carry over to in-

efficient procurement: private–social alignment fails as soon as there is a deadweight loss, and

overlap with the conclusions should be read as a feature of the symmetric pre-merger benchmark

rather than as a confirmation that the efficient procurement analysis extends. The contrast between

mechanisms becomes more substantive once spillovers are added, as we show next.

Spillovers. The preceding analysis assumes no external spillovers. We now consider the case

in which firms’ investments generate cross-effects that operate regardless of the market structure.

The bid-shading lemma (Lemma 3) extends without modification. It is a property of the bid-

ding game given any post-merger distributions. But the welfare proposition’s argument breaks

down, because private–social alignment fails even under efficient procurement when spillovers

are present, and the welfare comparison no longer reduces to a comparison of allocations at the

same investments. Two channels now operate on the merging firms’ marginal returns: the FPA

bid-shading distortion and the external spillover (own investment benefits outsiders, which the

investor does not internalize). Both push private returns below social returns, and the channels

compound rather than offset.

Figure 5 shows the parametric pattern. The merger continues to reduce welfare when spillovers

are diffuse, but the more informative finding is how the two mechanisms diverge. The FPA welfare

loss is uniformly larger than under efficient procurement: the bid-shading distortion compounds

with the spillover externality rather than offsetting it. Buyer surplus also falls under FPA, but here

the FPA harm is uniformly smaller than under efficient procurement, because the rent redistribu-

tion from bid-shading partially compensates the buyer for the larger underlying welfare loss. The

two channels push welfare and buyer surplus in opposite directions across the mechanism com-
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parison, illustrating how the procurement format rearranges the welfare arithmetic of mergers.

Whether this pattern generalizes beyond the parametric example is left as an open question.
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Figure 5: Effect of the merger on total welfare and buyer surplus, efficient procurement vs FPA,
with and without spillovers. Parametric specification from Example 1.

Pre-merger asymmetry. A caveat to the FPA analysis is the assumption of pre-merger symmetry.

Without it, the FPA equilibrium is already inefficient pre-merger, and the bid-shading wedge can

sit on either side of the merger. Three regimes are possible. If the merged entity is the strong bidder

both pre- and post-merger, the wedge applies throughout and the merger amplifies the existing

asymmetry. If the merger turns previously weak firms into the strong bidder, the wedge migrates

from outsiders to the merged entity. If outsiders remain the strong bidders post-merger, the wedge

stays with them and the merged entity, now on the weak side, benefits from rivals’ shading and

faces a higher marginal return under FPA than under efficient procurement. The first two regimes
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preserve the qualitative direction of Propositions 8 and 9, whereas the third can reverse it. Under

efficient procurement, by contrast, the welfare results extend to arbitrary pre-merger asymmetry

because winning probabilities depend only on the order statistics of types, not on equilibrium

bidding asymmetries. The sensitivity of FPA to pre-merger asymmetry is therefore the principal

limit of the analogy: where efficient-procurement results extend uniformly, FPA results extend

only when the merger is itself a sufficient source of asymmetry.

These results clarify the role of efficient procurement in the paper. Efficient procurement iso-

lates the innovation channel from allocation distortions: the Schumpeterian and Arrovian effects

cancel exactly at the benchmark, private–social alignment makes synergies welfare-improving,

and the absence of allocation inefficiency separates the innovation question from the standard

market-power analysis. Inefficient mechanisms conflate these channels: under FPA, the merger

affects both investment incentives and allocation efficiency, making it harder to attribute welfare

changes to the innovation channel specifically. Efficient procurement thus provides the cleanest

setting for characterizing the conditions under which the innovation defense succeeds on its own

terms.

9 Dynamic extension

The results so far are based on a one-shot model. This section shows that the results extend to a

dynamic model with knowledge accumulation. Time is discrete, t = 0, 1, 2, . . ., and the suppliers

discount future payoffs at rate δ ∈ (0, 1). Supplier i enters period t with knowledge stock Kit ≥ 0

and chooses investment eit ≥ 0; we collect these into the period-t vectors Kt = (K1t, . . . ,Knt) and

et = (e1t, . . . , ent). Timing within each period:

• Suppliers simultaneously choose investments eit at cost ψi (eit)

• Each supplier draws the surplus x it can generate from Fi (x;Kt, et)

• Ex post efficient procurement selects the highest-surplus supplier

• Knowledge accumulates according to Ki,t+1 = Kit + eit

This extends the baseline notation, in which each Fi depends on the full investment profile e =

(e1, . . . , en), by adding a parallel dependence on the vector of knowledge stocks. We maintain own-

state additivity: Fi depends on its own arguments (Kit, eit) only through the effective capability
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Kit+eit = Ki,t+1, the next-period own knowledge stock by the accumulation rule. The structure of

cross-effects from rivals is specified by Definitions 3 and 4 below. All static assumptions carry over.

Investment and knowledge shift the distribution in the sense of FOSD (∂Fi/∂eit < 0, ∂Fi/∂Kit < 0,

and ∂Fi/∂ejt ≤ 0, ∂Fi/∂Kjt ≤ 0 for all j) and log-convexity holds jointly in (K, e).

We maintain the assumption that investments and knowledge stocks are unobservable across

firms, and we focus on stationary equilibria with deterministic strategies and common-knowledge

initial conditions. On the equilibrium path, outcomes confirm beliefs without refining them, so

rivals’ equilibrium strategies depend on their own states only.18 To accommodate cumulative

cross-effects, we maintain the DD condition of Section 6 at every dynamic state, which delivers

joint strict concavity of πS (K, e)−
∑

i∈S ψi (ei) in (KS , eS) and well-defined best responses.19

The dynamic problem is open-loop: rivals’ state path {Kt
−S}t≥0 and investment path {e∗,t−S}t≥0

are determined from initial conditions along the equilibrium and taken as exogenous from S’s

perspective. Conditional on this path, S’s discounted continuation value depends only on its own

state and satisfies the Bellman equation

VS (KS) = max
eS=(ei)i∈S

{
πS

(
KS ,K

∗
−S ; eS , e

∗
−S

)
−
∑
i∈S

ψi (ei) + δVS (KS + eS)

}
,

where KS = (Ki)i∈S is entity S’s own knowledge state, K∗
−S and e∗−S are rivals’ equilibrium state

and investment at the current period, and the own next-period state is KS + eS . Because rivals’

states and strategies are unobservable to S, S’s decision conditions only on KS ; explicit time-

indexing is suppressed when the equilibrium is stationary along the path. Period payoffs are

uniformly bounded: πS ≤ x̄N for every S, and Lipschitz continuity of πS in K (from boundedness

of ∂Fj/∂Ki on the feasible state space) implies that ∂VS/∂Ki is uniformly bounded on the state

space.

Lemma 4. (Concavity of VS). The stationary value function VS (KS) is concave in KS .

Proof. The space of bounded continuous concave functions is invariant under the Bellman map:

if a candidate value function is concave, so is its image under the right-hand side of the Bellman

equation, since πS −
∑

i∈S ψi (ei) is jointly strictly concave in (KS , eS) by DD, the composition

18This restriction yields an effectively open-loop equilibrium in which the recursion driving dynamic neutrality is
clean; extending the analysis to closed-loop Markov perfect equilibria with observable states would introduce strategic-
feedback terms that we do not characterize here.

19By own-state additivity, πS depends on each firm’s (Kj , ej) only through sj = Kj + ej , so ∂2πS/∂Ki∂Kj =
∂2πS/∂Ki∂ej = ∂2πS/∂ei∂ej for all i, j, and the joint Hessian over (KS , eS) is fully determined by the e-Hessian.
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with the linear next-period state KS + eS preserves concavity, and concavity is preserved under

maximization in eS . The unique fixed point of this contraction therefore inherits concavity.

By Lemma 4, VS is concave in KS . Since VS (KS + eS) is concave in eS and ψi is strictly convex

by CC, the right-hand side of the Bellman equation is strictly concave in own investments, and

the static existence argument (Proposition 1) extends to give a unique best response at each state.

Existence of a stationary equilibrium follows from a standard contraction-mapping argument.

Cross-effects. We distinguish two types of cross-effects, reflecting different economic mecha-

nisms.

Definition 3. Operational cross-effects arise when current investment ei affects Fj for j ̸= i, but

accumulated knowledge does not: ∂Fj/∂Ki = 0 for j ̸= i. This captures coordination of current

R&D, such as shared laboratories or joint testing programs.

Definition 4. Cumulative cross-effects arise when both ei and Ki affect Fj : ∂Fj/∂Ki ≤ 0 for j ̸=

i. This captures integration of knowledge bases, such as combined patent portfolios or unified

engineering platforms.

Let Di denote the difference between the merger and standalone marginal values of own

knowledge:

Di (KS) =
∂V̂m (Km)

∂Ki
− ∂Vi (Ki)

∂Ki
, i ∈ m.

Because rivals’ strategies do not condition on Ki (which rivals do not observe), the envelope theo-

rem at the equilibrium yields

Di (KS) =

(
∂πm
∂Ki

− ∂πi
∂Ki

)
+ δDi

(
K ′

S

)
, (4)

where K ′
S = KS + e∗ (KS) is the next-period own-state under equilibrium investments. Own-

investment derivatives drop out by the equilibrium first-order condition, and the strategic-feedback

channel through rivals’ state-dependent responses, present in fully observable MPE, is absent here

because rivals cannot condition on Ki. The recursion as written takes a common next-state across

the two scenarios; this is exact under Propositions 10 and 11, where merger and standalone invest-

ments coincide. Under cumulative cross-effects (Proposition 12), merger investments strictly ex-

ceed standalone investments and the recursion carries an additional state-mismatch term bounded

by the Lipschitz constant of ∂Vi/∂Ki times the investment gap. Under the concentrated case where
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f i > 0 uniformly, this term is dominated by f i along the path and the conclusion Di > 0 continues

to hold.20

Proposition 10. (Dynamic neutrality). Without cross-effects between firms, the merger does not affect

equilibrium investments at any state. The pre-merger strategies constitute a stationary equilibrium of the

post-merger game.

Proof. See the Appendix.

With operational cross-effects, Ki shifts only Fi, so neutrality continues to hold with respect to

the knowledge stocks even though current investment ei affects rivals.

Proposition 11. (Operational cross-effects). Suppose cross-effects are operational only, in the sense of

Definition 3. Then Di ≡ 0, and at every state K and any common investment profile e, the gradient of the

merged entity’s dynamic objective differs from that of the standalone firm only through the static period-term

difference ∂πm/∂ei − ∂πi/∂ei evaluated at (K, e).

Proof. See the Appendix.

There is no compounding through continuation values: the dynamic problem under opera-

tional cross-effects reduces at every state to the corresponding static problem, with state evolution

linking successive periods deterministically.

With cumulative cross-effects, Ki enters rivals’ distributions Fj directly, so the period payoff

πm at any state has a different derivative in Ki from the standalone πi. The recursion (4) no longer

admits Di ≡ 0. Define the period wedge in marginal returns to own knowledge along the post-

merger equilibrium path:

f i (K) ≡ ∂πm
∂Ki

− ∂πi
∂Ki

∣∣∣∣
K

.

Iterating (4) along the equilibrium state sequence {Kt}t≥0 gives

Di (Kt) =
∞∑
τ=0

δτf i (Kt+τ ) ,

20Formally, expanding ∂Vm/∂Ki|K′
m
−∂Vi/∂Ki|K′

i
= Di(K′

m)+
[
∂Vi/∂Ki|K′

m
−∂Vi/∂Ki|K′

i

]
separates the recursion

in Di from a Lipschitz-bounded mismatch term. The same expansion applies to the asymptotic-neutrality argument of
Proposition 13: as knowledge accumulates, both the period wedge and the mismatch term vanish, so the limit conclu-
sion is unaffected.
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where the sum converges absolutely (uniform boundedness of |f i| from πS ≤ x̄N and Lipschitz

continuity in K, with δ < 1). The continuation premium is the discounted sum of period wedges

along the path; its sign is therefore controlled state-by-state by the sign of f i.

Proposition 12. (Cumulative cross-effects). Suppose cross-effects are cumulative, in the sense of Defini-

tion 4, and arise from synergies or from concentrated spillovers. Then along the equilibrium state sequence

f i > 0 at every state, and Di (Kt) > 0 for all t.

Proof. See the Appendix.

Under cumulative synergies or concentrated spillovers,Di > 0 at every state: the merged entity

values its knowledge stock more than the standalone firm, both period and continuation terms are

positive, and the investment premium exceeds the static effect. The benefit is self-reinforcing:

higher investment builds a larger knowledge stock, which generates larger future synergies.

The remaining case is diffuse cumulative spillovers, where Ki enters outsiders’ distributions

as well as the partner’s. We show that the dynamic harm self-corrects: as knowledge accumulates,

the period wedge converges to zero.

Proposition 13. (Asymptotic neutrality of cumulative diffuse spillovers). Suppose cross-effects are

cumulative, in the sense of Definition 4, and arise from diffuse spillovers reaching outsiders as well as the

merging partner. Suppose further that distributions belong to the PR family (Section 2), with positive

baseline density at the upper bound of its support and with y unbounded above. Then along the post-merger

equilibrium state sequence, f i(Kt) → 0 as t→ ∞.

Proof. See the Appendix.

Proposition 13 characterizes the long-run effect of diffuse spillovers as neutrality. The merger’s

period wedge may be negative at the symmetric pre-merger state under the threshold of Propo-

sition 5, but knowledge accumulation drives both the merger’s and the outsiders’ distributions

toward concentration at the upper bound of support. As distributions concentrate, the marginal

effect of any further investment on outsiders’ win probabilities vanishes, and so does the wedge

between merger and standalone marginal returns. The merger’s dynamic effect under diffuse

spillovers therefore self-corrects: the static screen of Proposition 5 captures the initial-period im-

pact, and the impact dissipates as the market matures.
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Sufficiency of the static merger screen. The cases above relate the static merger screen to the dy-

namic merger effect on innovation incentives in three ways. Without cumulative cross-effects (no

cross-effects, or operational only), Di ≡ 0 and the dynamic effect coincides with the static one

period by period: the static screen is exact. With cumulative synergies or concentrated cumulative

spillovers, Di > 0, the dynamic effect strictly exceeds the static effect, and a merger that passes the

static screen passes the dynamic test more comfortably; a merger that fails the static screen may

be rescued by the cumulative dynamic gain. With cumulative diffuse spillovers, the period wedge

vanishes asymptotically along the equilibrium path, so the static screen captures the initial impact

and the long-run dynamic effect attenuates toward neutrality. Failing the static screen can there-

fore only be rescued dynamically if the claimed synergies are genuinely cumulative, integrating

knowledge bases across periods rather than merely coordinating current R&D projects.

10 Conclusion

In standard models in which firms cannot fully appropriate the incremental surplus created by in-

novation, horizontal mergers tend to dampen innovation. In that sense, our efficient-procurement

model is conservative: it gives the innovation defense a favorable setting by allowing firms to ap-

propriate the marginal value of their investments, while eliminating allocative distortions as the

best supplier continues to win. Even in this favorable benchmark, however, the analysis yields

rather cautious conclusions about horizontal mergers in dynamic industries.

First, absent merger-specific efficiencies, concentration in dynamic markets is no less concern-

ing than concentration in less dynamic industries. Anticompetitive effects are particularly likely

where concentration is already significant. There is therefore no basis to presume that mergers in

dynamic industries are unlikely to dampen competition.

Second, pure scale, understood as a larger profit base over which to recoup investment costs, is

not a valid innovation defense. In efficient procurement, the Schumpeterian benefit from a larger

profit base is directly offset by the Arrovian loss of rivalry. What matters is not scale as such, but

whether the merger expands the effective technology frontier.

Third, efficiencies benefit consumers only if they are competition-enhancing improvements in

firms’ capabilities: cost savings, quality improvements, or larger investments that translate into

better offers and strengthen the merged entity as a competitor against outsiders. Such efficiencies
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are more likely to arise in the case of R&D, since intellectual property is typically non-rivalrous,

and less likely in the case of physical infrastructure, since physical capital is typically rivalrous (a

factory cannot produce more cars just because it is owned by two firms). Where genuine synergies

exist, they are directly comparable with competitive harm: the relevant comparison is between

the buyer surplus generated by synergies and the competitive harm caused by eliminating rivalry

between the merging firms.

Fourth, not every claimed merger benefit is in fact merger-specific. Where claimed comple-

mentarities can be achieved through a less restrictive form of cooperation, the elimination of com-

petition caused by a merger is often an avoidable cost. A joint venture, for example, can coordinate

investment while preserving competition in procurement. In such instances, full integration must

be justified by the innovation gain over and above a JV, not merely by the existence of complemen-

tarities as such. Similarly, external spillovers should not be treated like merger-specific synergies.

Although spillovers can create underinvestment, internalizing them through a merger need not

improve innovation incentives and may even weaken them, because the merged entity also inter-

nalizes the competitive cost of strengthening outsiders.

Finally, even substantial efficiencies benefit buyers only if sufficient residual competition re-

mains. Innovation efficiencies are therefore most credible as a merger defense in markets with

capable remaining competitors, not in markets where the merger substantially erodes competitive

discipline.

We leave to future work an extension of the dynamic analysis to Markov perfect equilibria with

observable states. The period-by-period Schumpeter–Arrow cancellation that drives our dynamic

neutrality result carries over directly. However, MPE introduces an additional strategic-feedback

channel, in which today’s investment shifts rivals’ future investment paths, that we do not charac-

terize here. Whether this channel overturns the directional results or only modifies them quantita-

tively is an open question.
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Appendix A: Proofs

Lemma 5. (Payoff equivalence). Under any Bayesian incentive compatible mechanism, the expected profit

of entity S takes the form

πS = πS +

∫ xS

0
[1− FS (x)]QS (x) dx,

where πS is the rent at the lowest type and QS (x) = Pr [S wins | xS = x] is weakly increasing in x.

Proof. Bayesian incentive compatibility requires that entity S with type xS weakly prefers to report

truthfully. Combining the IC inequalities for any pair of types x′ > x, with x′ preferring its truthful

report to mimicking x and x preferring its truthful report to mimicking x′, yields

[
QS(x

′)−QS(x)
]
(x′ − x) ≥ 0,

so QS is weakly increasing. The envelope theorem gives the interim profit:

uS (xS) = πS +

∫ xS

0
QS (t) dt.

Taking expectations over xS and switching the order of integration delivers the profit formula.

Proof of Corollary 1 (Entry)

Proof. Let e∗ denote the pre-entry equilibrium with a set of N firms and e∗∗ the post-entry equi-

librium with N ′ = N ∪ {n+ 1} firms. At e∗ with zero investment by the entrant, total surplus is

strictly higher than pre-entry:

πN ′ (e∗, 0) = πN (e∗) +

∫ xN′

0
[1− Fn+1 (x; 0)]FN (x; e∗) dx

> πN (e∗) .

Total welfare at the post-entry equilibrium satisfies

πN ′ (e∗∗)−
n+1∑
i=1

ψi (e
∗∗
i ) ≥ πN ′ (e∗, 0)−

n∑
i=1

ψi (e
∗
i )

> πN (e∗)−
n∑

i=1

ψi (e
∗
i ) ,
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where the first inequality is from optimality of post-entry equilibrium and the second one from the

direct surplus from the additional draw. Note that equilibrium investments are socially efficient by

Proposition 1. Incumbent investment falls by strategic substitutability but this is socially efficient,

because with an additional draw each incumbent’s type is less likely to be pivotal for the market

maximum, so the social return to incumbent investment also falls. Buyer surplus increases because

total surplus rises while total rents fall as more competition disciplines pricing.

Proof of Proposition 4 (Buyer surplus under synergies)

Proof. With n = 2, the merger creates a monopoly: Qm = 1 and πm = πN . The monopolist extracts

all surplus regardless of how much synergies increase investment and total welfare. Buyer surplus

is zero for any level of synergies.

Fix investments and consider any FOSD improvement in the distributions of the merging par-

ties. Since there are no external spillovers, the outsider product Qm is unchanged. By the surplus

identity,

πN (e)− πm (e) =

∫ xN

0
(1−Qm) dx

is unchanged. Therefore, the change in buyer surplus is the reduction in outsider rents:

∆πN −∆πm −
∑
k/∈m

∆πk = −
∑
k/∈m

∆πk > 0,

since each outsider faces stronger competitors and earns strictly lower rents.

Proof of Proposition 5

Proof. Under symmetry, the change in marginal return for i ∈ m at the pre-merger equilibrium e∗

is
∂πm
∂ei

∣∣∣∣
e∗

− ∂πi
∂ei

∣∣∣∣
e∗

= α

∫ xN

0

[
−∂F
∂e

]
Fn−3 [F − (n− 2) (1− F )] dx,

where α is the common spillover rate. Defining

µ(n) =

∫ xN

0 [−∂F/∂e]Fn−2dx∫ xN

0 [−∂F/∂e]Fn−3dx
,

the expression is weakly negative if and only if µ(n) ≤ (n− 2)/(n− 1).
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Threshold n̄ is finite. Let Mk =
∫ xN

0 [−∂F/∂e]F k dx. The Cauchy–Schwarz inequality applied to

[−∂F/∂e]1/2F (k−1)/2 and [−∂F/∂e]1/2F (k+1)/2 gives M2
k ≤ Mk−1Mk+1, so µ(n) = Mn−2/Mn−3 is

increasing in n and bounded above by 1. The standing assumption on F delivers finiteness of n̄ in

either case:

Atom case. If F has positive mass p > 0 at xN , then F (x) ≤ 1 − p for x < xN . Since −∂F/∂e

vanishes at xN (because F (xN ; e) = 1 for all e), the integrals defining Mk are effectively over

[0, xN ), where F ≤ 1−p. Hence µ(n) is a weighted average of F on [0, xN ) bounded above by 1−p,

and µ∗ := limn µ(n) ≤ 1−p < 1. Since (n−2)/(n−1) → 1, the inequality (n−2)/(n−1) > µ∗ ≥ µ(n)

holds for n sufficiently large.

Density case. If F has positive density f(xN ) > 0, then −∂F/∂e vanishes linearly at xN , scaling

like f(xN )(xN − x) by Taylor expansion. Laplace’s method applied near F = 1 yields µ(n) =

1− 2/n+O(1/n2), while (n− 2)/(n− 1) = 1− 1/n+O(1/n2). The gap (n− 2)/(n− 1)− µ(n) =

1/n+O(1/n2) is positive for n sufficiently large.

In either case, n̄ is finite and well-defined.

Step 1: e∗∗m < e∗. Let

a = −∂
2πk
∂e2k

+ ψ′′ > 0 and γkj =
∂2πk
∂ek∂ej

, j ̸= k,

both bounded uniformly on the feasible region by LC and CC; under symmetric spillovers γkj is

the same for every j ̸= k, which we denote γ, and DD requires a > 2(n − 2)|γ|. Consider the

one-parameter family of equilibria indexed by s ∈ [0, 1], where each merging party i ∈ m satisfies

the interpolated first-order condition

∂πi
∂ei

+ s

[
∂πm
∂ei

− ∂πi
∂ei

]
= ψ′

i (ei) ,

while outsiders independently maximize their own profits. At s = 0 the partner FOC reduces to

the pre-merger condition and the system recovers (e∗, e∗); at s = 1 it reduces to the post-merger

condition and the system recovers (e∗∗m , e
∗∗
o ). The path varies the degree to which the merging

parties internalize the merger’s effect on their bilateral incentive, holding the spillover technology

and the outsiders’ optimization problem fixed at every s. By DD the equilibrium is unique at each

s, and the spillover-rate restriction ensures it is interior. Applying the implicit function theorem to
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the FOC system,
dem
ds

= −(∂go/∂eo)(∂gm/∂s)

D
,

where gm, go are the merger and outsider FOC residuals and D > 0 is the Jacobian determinant

under DD. The own-concavity term ∂go/∂eo = −a + (n − 3)γ < 0 at every point: a dominates

(n − 3)|γ| by DD regardless of the sign of γ. The threshold condition signs ∂gm/∂s = ∂πm/∂ei −

∂πi/∂ei ≤ 0, strict under strict threshold. Hence dem/ds ≤ 0 along the path, strict under strict

threshold, so e∗∗m = em(1) < em(0) = e∗.

Step 2: Total investment falls. The implicit function theorem gives the outsider’s response as a

function of the merger’s:
deo
dem

=
2γ

a− (n− 3)γ
.

By the triangle inequality, |a − (n − 3)γ| ≥ a − (n − 3)|γ|, and DD gives a − (n − 3)|γ| > 2(n −

2)|γ| − (n− 3)|γ| = (n− 1)|γ|. Therefore

∣∣∣∣ deodem

∣∣∣∣ = 2|γ|
|a− (n− 3)γ|

<
2

n− 1

pointwise along the path, regardless of the sign of γ. Integrating with em(s) monotone (Step 1),

|e∗∗o − e∗| < 2

n− 1
|e∗∗m − e∗| .

The total investment change is then

2(e∗∗m − e∗) + (n− 2)(e∗∗o − e∗) ≤ −2 |e∗∗m − e∗|+ 2(n− 2)

n− 1
|e∗∗m − e∗| = − 2

n− 1
|e∗∗m − e∗| < 0.

Step 3: Welfare falls. At e∗, the spillover-induced underinvestment gives a positive social gradi-

ent ∂πN/∂ei − ψ′(e∗i ) > 0, uniform across firms by symmetry. By concavity of W ,

W (e∗∗)−W (e∗) ≤
(
∂πN
∂ei

∣∣∣∣
e∗

− ψ′ (e∗i )

)
[2 (e∗∗m − e∗) + (n− 2) (e∗∗o − e∗)] < 0,

since the social gradient is positive and the total investment change is strictly negative by Step 2.

Buyer surplus. Since the merging parties invest strictly less, the innovation gain is negative:

Γ < 0. The merger premium is positive: ∆(e∗∗) > 0. Therefore, the buyer is harmed.
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Power family: n̄ = 3. For F (x; e) = x1+e, setting a = 1+e and using
∫ 1
0 (− lnx)xc dx = 1/(c+1)2

gives Mk = 1/(a(k + 1) + 1)2 and

µ(n) =
(a(n− 2) + 1)2

(a(n− 1) + 1)2
.

The fixed-point condition µ(n∗) = (n∗ − 2)/(n∗ − 1) simplifies, after taking square roots and col-

lecting terms, to

a
√
(n∗ − 1)(n∗ − 2) = 1,

which requires a < 1 and is incompatible with positive investment (a = 1+ e > 1). No fixed point

exists in the feasible region, the condition of Proposition 5 holds strictly for every (n, k), and n̄ = 3.

Proof of Proposition 6 (Welfare loss with sufficient residual competition, PR family)

Proof. Under PR with shared baseline G and diffuse spillover rate α (so ∂yl/∂ei = α for l ̸= i and

∂yi/∂ei = 1), direct differentiation of πm =
∫
(1−F1F2)Qmdx and π1 =

∫
F2Qm(1−F1)dx, followed

by cancellation of own-derivative terms, yields the wedge

f i = α
[
(n− 1)H(yj + Y )− (n− 2)H(Y )

]
,

where j is the merging partner, Y =
∑n

k=3 yk is the sum of outsider effective parameters, and

H(c) =
∫ xN

0 (− lnG)Gcdx. Notably f i does not depend on yi (own effective parameter).

The condition f i ≤ 0 is equivalent to H(yj + Y )/H(Y ) ≤ (n − 2)/(n − 1). Suppose yj ≥ ȳo =

Y/(n− 2). Then yj + Y ≥ (n− 1)ȳo and Y = (n− 2)ȳo. Since H is decreasing,

H(yj + Y )

H(Y )
≤ H((n− 1)ȳo)

H((n− 2)ȳo)
= µ(n; ȳo).

By the same argument as in the proof of Proposition 5, there exists a finite threshold n̄a ≥ 3

such that for n ≥ n̄a, µ(n; ȳ∗o) ≤ (n − 2)/(n − 1) at the relevant pre-merger equilibrium. Thus

min(y∗1, y
∗
2) ≥ ȳ∗o implies f1, f2 ≤ 0 at the pre-merger profile. The path argument of Proposition 5

(Steps 1–3) then delivers that total investment falls and welfare decreases, and the buyer is harmed

by the merger premium.
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Proof of Lemma 3 (Bid shading with FPA)

Proof. Existence of differentiable equilibrium inverse bid functions (ϕm, ϕo) in this asymmetric

first-price auction follows from Maskin and Riley (2000): the distribution form Fi = Gyi(e) with

common baselineG yields the reverse-hazard-rate ordering on which their existence and regularity

results depend. Both distributions share a common upper bound x, since both are obtained by

investment from a common baseline distribution under the pre-merger symmetry assumption.

At type x the merged entity chooses b to maximize (x− b)Fo (ϕo (b))
n−2 so that the optimal bid

satisfies x = ϕm (b) with first-order condition

(n− 2)ho (ϕo (b))ϕ
′
o (b) =

1

ϕm (b)− b
,

where hi (x) = fi (x) /Fi (x) is the reverse hazard rate. Similarly, (x− b)Fm (ϕm (b))Fo (ϕo (b))
n−3

is what an outsider maximizes with x = ϕo (b) and

hm (ϕm (b))ϕ′m (b) + (n− 3)ho (ϕo (b))ϕ
′
o (b) =

1

ϕo (b)− b
.

Consider the case where Fm first-order stochastically dominates Fo. Under the distribution form

Fi = Gyi(e) with common baseline G, this is equivalent to ym > yo, so hm (x) = ymg (x) /G (x) >

yog (x) /G (x) = ho (x) on the interior, which in turn implies d(Fo/Fm)/dx < 0: the ratio of the

dominated to the dominant distribution is strictly decreasing. We argue by no crossing. At the up-

per bound b, ϕm
(
b
)
= ϕo

(
b
)
= x, so the right-hand sides of the two FOCs are equal. Substitution

yields hm (x)ϕ′m
(
b
)
= ho (x)ϕ

′
o

(
b
)
, and since hm > ho, ϕ′m

(
b
)
< ϕ′o

(
b
)
. A first-order expansion

gives ϕm (b) > ϕo (b) in a left-neighborhood of b.

Suppose for a contradiction that the inverse bid functions cross at some interior b∗. By con-

tinuity and the local result at b, take the rightmost such crossing, where ϕm (b∗) = ϕo (b
∗) =: x∗

and ϕm > ϕo on
(
b∗, b

)
. At any such interior crossing x∗ = ϕm(b∗) = ϕo(b

∗) > b∗, the FOCs are

non-singular and both ϕm and ϕo are differentiable at b∗. The geometry of crossing from above re-

quires ϕ′m (b∗) ≥ ϕ′o (b
∗). But the same algebra applied at b∗ gives hm (x∗)ϕ′m (b∗) = ho (x

∗)ϕ′o (b
∗),

implying ϕ′m (b∗) < ϕ′o (b
∗), a contradiction. Hence no crossing exists and ϕm > ϕo throughout the

interior.

To show the result on the winning probability, note that the merged entity at type x submits of-
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fer b = βm (x) and wins iff every outsider submits a lower offer. Its winning probability under FPA

is therefore Fo (ϕo (βm (x)))n−2, while under the efficient mechanism it would win whenever its

type exceeds every outsider’s type, with probability Fo (x)
n−2. Since ϕo (βm (x)) < ϕm (βm (x)) =

x, the FPA probability is strictly smaller.

Symmetrically, an outsider at type x submits βo (x) and wins iff the merged entity and ev-

ery other outsider submits less. Its winning probability under FPA is Fm (ϕm (βo (x)))Fo (x)
n−3,

since ϕo (βo (x)) = x. From ϕm > ϕo evaluated at b = βo (x), we have ϕm (βo (x)) > x, so

Fm (ϕm (βo (x))) > Fm (x). Thus, the outsider’s FPA winning probability exceeds Fm (x)Fo (x)
n−3,

which is the winning probability under efficient procurement.

The argument whenFo first-order stochastically dominatesFm uses the same structure but with

ho > hm replacing hm > ho. Subtracting the two FOCs at b = b yields hm (x)ϕ′m
(
b
)
= ho (x)ϕ

′
o

(
b
)

as before; with ho > hm, this gives ϕ′o
(
b
)
< ϕ′m

(
b
)
, so ϕo (b) > ϕm (b) in a left-neighborhood of b.

The same no-crossing argument then gives ϕo > ϕm throughout the interior.

Proof of Proposition 8 (Welfare under FPA)

Proof. Existence of an interior FPA investment equilibrium follows from Lemma 2 applied to the

FPA mechanism. By symmetry, both equilibria are symmetric within each group. We work with

the reduced welfare W̄ (em, eo) = W (em, em, eo, . . . , eo), strictly concave under LC and CC, with

unique maximizer e∗ = (e∗m, e
∗
o). By private–social alignment (Lemma 1) under efficient procure-

ment, e∗ coincides with the efficient investment equilibrium. The inequality e∗m ≥ e∗o (strict with

synergies) follows from comparing first-order conditions at the social optimum, ∂πN (e∗)/∂em =

2ψ′(e∗m) and ∂πN (e∗)/∂eo = (n − 2)ψ′(e∗o). The symmetry identities ∂πN/∂em = 2∂πN/∂e1 (both

merging firms share investment) and ∂πN/∂eo = (n− 2)∂πN/∂e3 (all outsiders share investment)

reduce the FOCs to per-firm form: ∂πN/∂e1 = ψ′(e∗m) and ∂πN/∂e3 = ψ′(e∗o). Without synergies,

at e∗m = e∗o =: ẽ all firms are symmetric, so ∂πN (ẽ, ẽ)/∂e1 = ∂πN (ẽ, ẽ)/∂e3, and both conditions

reduce to ∂πN (ẽ, ẽ)/∂e1 = ψ′(ẽ); strict concavity pins down ẽ uniquely, confirming e∗m = e∗o. With

synergies, ∂πN/∂e1 at the symmetric profile exceeds ∂πN/∂e3 by the standard comparison of Qm

and Qo under efficient procurement, so the optimum tilts strictly toward e∗m > e∗o. Direct differen-

tiation of πN gives
∂2W̄

∂em∂eo
= −(n− 2)

∫ x

0

∂Fm

∂em

∂Fo

∂eo
Fn−3
o dx < 0
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by FOSD, so the curves h(eo) := argmaxem W̄ and g(em) := argmaxeo W̄ are well-defined by own

concavity and strictly decreasing by the implicit function theorem, with h(e∗o) = e∗m and g(e∗m) = e∗o.

Step 1. Fix any candidate post-merger profile ê = (êm, êo) with êm = ê1 = ê2. Suppose the

merged entity is FOSD-strong at ê. The FPA first-order condition for firm 1 within the merged

entity equates its private marginal return to marginal cost: ψ′(êm) = FPA marginal return per

firm. We connect this per-firm marginal return to the social return through three substitutions.

First, unobservable investments imply rivals’ strategies are held fixed under a unilateral deviation,

and absent external spillovers their distributions are also unchanged, so the second term in the

marginal return formula (3) vanishes. Second, the bid-shading lemma gives that at every interior

x the merged entity’s FPA winning probability QFPA
m (x) is strictly smaller than its EP counterpart

QEP
m (x) = Fo(x)

n−2:

∫ x

0

[
−∂Fm

∂e1

]
QFPA

m (x) dx <

∫ x

0

[
−∂Fm

∂e1

]
QEP

m (x) dx =
∂πN (ê)

∂e1
,

where the last equality is private–social alignment (Lemma 1), which holds pointwise in e un-

der efficient procurement absent spillovers, not only at the equilibrium. Combining, ψ′(êm) <

∂πN (ê)/∂e1. Third, since the merged entity’s two firms share investment êm and enter πN sym-

metrically,
∂W̄

∂em
(ê) =

∂πN
∂em

(ê)− 2ψ′(êm) = 2

(
∂πN (ê)

∂e1
− ψ′(êm)

)
> 0,

where the second equality uses ∂πN/∂em = 2 ∂πN/∂e1 under symmetry between the two merging

firms. The chain for each outsider runs with reversed inequalities and yields ∂W̄ (ê)/∂eo < 0. If

outsiders are FOSD-strong at ê instead, the inequalities reverse: ∂W̄ (ê)/∂em < 0 < ∂W̄ (ê)/∂eo.

Step 2. The argument uses concavity of W̄ in (em, eo) together with the unique-maximizer

property established at the start of the proof. Suppose ∂W̄ (ê)/∂em > 0 > ∂W̄ (ê)/∂eo, so ê ̸= e∗.

Own concavity gives êm < h(êo) and êo > g(êm). If êm ≥ e∗m, then h(êo) > h(e∗o) would force

êo < e∗o (h decreasing). Concavity of W̄ at ê gives

W̄ (e∗)− W̄ (ê) ≤ ∂W̄ (ê)

∂em
(e∗m − êm) +

∂W̄ (ê)

∂eo
(e∗o − êo).

Since e∗ is the unique maximizer of W̄ and ê ̸= e∗, the left-hand side is strictly positive. The

right-hand side, however, is strictly negative: the first term is non-positive (∂W̄ (ê)/∂em > 0 times
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e∗m − êm ≤ 0), and the second term is strictly negative (∂W̄ (ê)/∂eo < 0 times e∗o − êo > 0). Strict

positivity on the left and strict negativity on the right is a contradiction. So êm < e∗m, and g

decreasing gives êo > g(êm) > g(e∗m) = e∗o. The case with reversed partial-derivative inequalities

is symmetric: êm > e∗m and êo < e∗o.

Step 3. Suppose for contradiction outsiders first-order stochastically dominate at ê. By Step

1, the partial-derivative inequalities reverse, and Step 2 then gives êm > e∗m ≥ e∗o > êo, hence

êm > êo. Under PR with common baseline G, Fm(x) = G(x)2y(êm) and Fo(x) = G(x)y(êo). Since y

is increasing in own effort, y(êm) > y(êo), so 2y(êm) > y(êo), and Fm(x) ≤ Fo(x) for all x (because

G ≤ 1). The merged entity first-order stochastically dominates the outsiders at ê, contradicting the

supposition. Hence the merged entity is FOSD-strong at ê, ∂W̄ (ê)/∂em > 0 > ∂W̄ (ê)/∂eo, and

Step 2 gives êm < e∗m and êo > e∗o. Strict concavity of W̄ gives Ŵ < W ∗. For the merger effect, pre-

merger symmetry makes the FPA allocation efficient, so WFPA
pre = WEP

pre . By innovation neutrality

(Proposition 2), WEP
pre = W ∗. Hence WFPA

pre = W ∗ > Ŵ = WFPA
post so the merger strictly reduces

welfare under FPA.

Proof of Proposition 9 (Buyer surplus under FPA)

For n = 2, the merger creates a monopoly post-merger, so the FPA allocation coincides with the

efficient one and Proposition 2 applies directly: the buyer’s harm equals the full merger premium.

We focus on n ≥ 3 in the remainder.

The proof uses the accounting identity W = BS + Π, where W is welfare, BS buyer surplus,

and Π total bidder profits net of investment costs. Hence ∆BS = ∆W − ∆Π. By Proposition 8,

∆W < 0. It therefore suffices to show ∆Π ≥ 0.

Step 1: Outsider profit strictly increases. By Lemma 5, an outsider’s ex ante expected gross profit

is
∫ x
0 Qo(x)[1− F (x; eo)] dx, where Qo is the outsider’s interim win probability, and its net profit is

πo =

∫ x

0
Qo(x) [1− F (x; eo)] dx− ψ(eo).

Throughout this step πo denotes net profit, consistent with the private-profitability hypothesis

used below. Pre-merger, by symmetry, Qpre(x) = F (x; e∗)n−1.

For the post-merger equilibrium (êm, êo), revealed preference within the post-merger game

52



gives

πposto ≥ πo(e
∗; êm, êo) =

∫ x

0
[1− F (x; e∗)]Qo(x) dx− ψ(e∗),

the outsider’s deviation profit when its own investment is held at e∗ while rivals play the FPA

equilibrium. The equilibrium win probability is

Qo(x) = F
(
β−1
m (βo(x)); êm

)2 · F (x; êo)n−3.

By Proposition 8, F (·; êm)2 ≤ F (·; êo), so Maskin and Riley give β−1
m (βo(x)) > x on (0, x), hence

Qo(x) > F (x; êm)2 · F (x; êo)n−3. (∗)

Let aFPA = −∂2πFPA
k /∂e2k + ψ′′ > 0 and γFPA

kj = ∂2πFPA
k /∂ek∂ej for j ̸= k, both bounded uni-

formly on the feasible region by LC and CC. DD (Section 8) requires aFPA > 2(n − 2)γ̄, where

γ̄ = maxj ̸=k |γFPA
kj |. Consider the one-parameter family of FPA equilibria indexed by s ∈ [0, 1],

where each merging party i ∈ m satisfies the interpolated first-order condition

∂πFPA
i

∂ei
+ s

[
∂πFPA

m

∂ei
− ∂πFPA

i

∂ei

]
= ψ′

i (ei) ,

while outsiders independently maximize their own reduced-form FPA profits. At s = 0 the partner

FOC reduces to the pre-merger condition, recovering the symmetric pre-merger FPA equilibrium;

at s = 1 it reduces to the post-merger condition, recovering the asymmetric post-merger FPA equi-

librium. The path varies the degree to which the merging parties internalize the merger’s effect on

their bilateral FPA incentive, holding the bidding-stage mechanism and the outsiders’ optimiza-

tion problem fixed at every s. The outsider FOC is invariant in s, so the implicit function theorem

applied to the symmetric outsider FOC at the symmetric post-merger profile (two merging parties

at em, n− 2 outsiders at eo) gives

[
−aFPA + (n− 3)γFPA

oo′

]
deo + 2γFPA

om dem = 0,

so deo/dem = 2γFPA
om /[aFPA − (n− 3)γFPA

oo′ ]. By the triangle inequality, |aFPA − (n− 3)γFPA
oo′ | ≥ aFPA −
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(n− 3)|γFPA
oo′ |, and DD gives aFPA − (n− 3)|γFPA

oo′ | > 2(n− 2)γ̄ − (n− 3)γ̄ = (n− 1)γ̄. Therefore

∣∣∣∣ deodem

∣∣∣∣ = 2|γFPA
om |

|aFPA − (n− 3)γFPA
oo′ |

<
2γ̄

(n− 1)γ̄
=

2

n− 1

pointwise along the path, regardless of the sign of the cross-partials. Integrating along the mono-

tone path from (e∗, e∗) to (êm, êo),

|êo − e∗| < 2

n− 1
|e∗ − êm| .

Hence 2(e∗ − êm) > (n − 3)(êo − e∗) for all n ≥ 3, since the right-hand side is bounded above by
2(n−3)
n−1 (e∗− êm) < 2(e∗− êm). Writing ē := [2êm+(n−3)êo]/(n−1), this gives e∗ > ē. Log-convexity

of F in e yields (n−1) lnF (x; ē) ≤ 2 lnF (x; êm)+(n−3) lnF (x; êo), and FOSD-monotonicity gives

lnF (x; e∗) < lnF (x; ē). Combining,

F (x; êm)2 · F (x; êo)n−3 ≥ F (x; e∗)n−1.

Combining with (∗), Qo(x) > F (x; e∗)n−1 on (0, x). Integrating against 1 − F (x; e∗) and applying

revealed preference, πposto > πpre.

Step 2: Total bidder profits strictly increase. By the private-profitability hypothesis of the proposi-

tion, πpostm ≥ 2πpre. Combined with πposto > πpre from Step 1:

Πpost = πpostm + (n− 2)πposto > 2πpre + (n− 2)πpre = nπpre = Πpre.

Hence ∆Π > 0 strictly, and therefore ∆BS < 0.

Proof of Proposition 10 (Dynamic neutrality)

Proof. Without cross-effects, Ki enters only Fi and ei enters only Fi. The Schumpeter–Arrow can-

cellation of the static analysis applied to Ki (Proposition 2) gives ∂πm/∂Ki = ∂πi/∂Ki at every

state. Substituting into (4), Di (KS) = δDi (K ′
S). Iterating T times along the equilibrium own-

state path
{
Kt

S

}
t≥0

yields Di (KS) = δTDi
(
KT

S

)
. Since ∂VS/∂Ki is uniformly bounded (estab-

lished above), Di is bounded; letting T → ∞ and using δ < 1, the right-hand side vanishes, so

Di (KS) ≡ 0.
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The merged entity’s FOC for division i is

ψ′
i (ei) =

∂πm
∂ei

+ δ
∂V̂m
∂K ′

i

.

Static neutrality on the period term gives ∂πm/∂ei = ∂πi/∂ei, and Di ≡ 0 gives the continuation

gradient equal to the standalone’s. The merged entity’s FOC at e∗i coincides with the standalone

FOC; by strict concavity, e∗i is the unique best response.

Proof of Proposition 11 (Operational cross-effects)

Proof. Under operational cross-effects, ∂Fj/∂Ki = 0 for all j ̸= i, including for the merger partner.

Direct computation gives ∂πm/∂Ki = ∂πi/∂Ki: Fm = FiFj implies ∂Fm/∂Ki = (∂Fi/∂Ki)Fj , and

∂Qm/∂Ki = 0 since outsiders are unaffected by Ki, so

∂πm
∂Ki

=

∫ [
− ∂Fi

∂Ki

]
FjQmdx =

∫ [
− ∂Fi

∂Ki

]
Qidx =

∂πi
∂Ki

,

using FjQm = Qi. Substituting into (4), Di (KS) = δDi (K ′
S), and the boundedness argument of

Proposition 10 yields Di ≡ 0.

Because Di ≡ 0 pointwise, ∂V̂m(KS)/∂Ki is independent of Kj for j ∈ S \ {i}. Symmetric

application across i ∈ S gives that V̂m is additively separable in own knowledge stocks: V̂m(KS) =∑
i∈S Vi(Ki) (modulo constant), where each Vi is the standalone value function. At any stateK and

any common investment profile e, the gradients of the merged and standalone dynamic objectives

in ei are

∂πm
∂ei

(K, e) + δV ′
i (Ki + ei)− ψ′

i(ei) and
∂πi
∂ei

(K, e) + δV ′
i (Ki + ei)− ψ′

i(ei),

respectively. The continuation gradients δV ′
i (Ki + ei) and the cost-margin terms ψ′

i(ei) coincide at

the common (K, e), so subtracting the standalone gradient from the merged gradient leaves

∂πm
∂ei

(K, e)− ∂πi
∂ei

(K, e),

which is the sum of the internal-spillover effect (positive) and the external-spillover effect (neg-

ative) from the static analysis, evaluated at the current state. The merged investment decision
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at every state therefore differs from the standalone decision only through this static period-term

wedge, with the continuation cost δV ′
i (Ki + ei) shared by both formulations.

Proof of Proposition 12 (Cumulative cross-effects)

Proof. The period FOC difference decomposes into internal and external spillover components:

f i(K,n) =

∫ x̄N

0

[
− ∂Fj

∂Ki

]
Qm dx︸ ︷︷ ︸

internal (positive)

+

∫ x̄N

0
(1− Fj)

∂Qm

∂Ki
dx︸ ︷︷ ︸

external (negative)

,

where j denotes the merging partner and Qm is the merged entity’s win probability conditional

on its type. Under cumulative synergies or concentrated spillovers (∂Fo/∂Ki = 0 for all outsiders

o /∈ {i, j}), the external term vanishes and f i > 0 at every state. Iterating (4) along the post-merger

equilibrium path yields Di(Kt) =
∑

τ≥0 δ
τf i(Kt+τ ) plus a state-mismatch correction (see the dis-

cussion accompanying (4)) bounded by the Lipschitz constant of ∂Vi/∂Ki times the per-period

investment gap. Since f i > 0 is uniformly bounded below along the path while the mismatch is

bounded above, Di(Kt) > 0 for all t.

Proof of Proposition 13 (Asymptotic neutrality of cumulative diffuse spillovers)

Proof. Along the post-merger equilibrium path, pre-merger symmetry of the merging firms and

identical outsiders deliver within-group symmetry: the two merging firms share an effective pa-

rameter um and the n − 2 outsiders share uo. At any such state, direct differentiation of πm =∫
(1− F 2

m)Fn−2
o dx and πi =

∫
FmF

n−2
o (1− Fm)dx yields

f i = α

∫ x̄N

0
Fn−3
o [ϕmFo − (n− 2)(1− Fm)ϕo] dx,

where ϕi = −∂Fi/∂ui ≥ 0. In the PR family, ϕi = y′(ui)(− lnG)Gy(ui). Substituting Fm = Gym ,

Fo = Gyo and defining the moment H(c) =
∫ x̄N

0 (− lnG)Gc dx,

f i

α
=

[
y′m + (n− 2)y′o

]
H
(
ym + yo(n− 2)

)
− (n− 2)y′oH

(
yo(n− 2)

)
.

By Laplace’s method, H(c) ∼ 1/(c2g(x̄N )) as c → ∞: near x = x̄N , − lnG(x) ≈ g(x̄N )(x̄N − x)

and G(x)c ≈ exp(−cg(x̄N )(x̄N − x)), so H(c) ≈ g(x̄N )
∫∞
0 u exp(−cg(x̄N )u) du = 1/(c2g(x̄N )).
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Knowledge accumulates without bound along the equilibrium path. By the Bellman first-order condi-

tion combined with the Inada condition ψ′
i(0) = 0, eti > 0 at any finite state: at ei = 0, the marginal

return ∂π/∂ei + δ∂V/∂Ki > 0 strictly by FOSD and monotonicity of V in K, while ψ′(0) = 0, so

the first-order condition has an interior solution. Since Kt+1
i = Kt

i + eti with eti > 0, K̃t
i = Kt

i + eti is

strictly increasing in t. Suppose for contradiction that K̃t
i → K̃∗ < ∞. Then eti → 0, contradicting

strict positivity of the equilibrium investment at the limit state. Hence K̃t
i → ∞, uti → ∞, and

yti = y(uti) → ∞ since y is strictly increasing and unbounded.

The two H-values in f i/α are then asymptotically 1/((yo(n− 2))2g(x̄N )). The coefficients y′m +

(n− 2)y′o and (n− 2)y′o grow slower than y2o under our standing assumptions: by LC, y is concave

in u (in the PR family, LC reduces to concavity of y), so y′ is non-increasing along the state path.

Either y′(u) → c > 0, in which case y(u) ∼ cu and y′(u)/y(u)2 → 0; or y′(u) → 0, in which

case y′(u)/y(u)2 → 0 directly. Either way, y′o/y2o → 0 as uo → ∞. Hence |f i/α| = O(y−2
o ) and

f i(Kt) → 0.
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