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1 Introduction

A spectre is haunting the U.S. economy—the spectre of market power. Have firms realized

greater market power and increased markups? Higher markups that pervade the economy

raise a number of concerns about competition, wasteful production, inefficiently lower wages,

losses to consumer welfare, and dampened investment incentives.

A recent and growing literature suggests that market power has increased over the past

several decades. In a comprehensive study of the U.S. economy, De Loecker et al. (2020) use an

indirect approach based on production functions to estimate a substantial increase in markups

since the late 1980s.1 This approach, which uses aggregate financial data rather than prices

of individual products, requires several strong assumptions and has been subject to severe

conceptual and econometric critiques.2 Following these critiques, scholars have argued that

the existing evidence on the rise of market power is rather suggestive than definite (e.g., Basu,

2019; Berry et al., 2019; Syverson, 2019).

In this paper, we employ models of supply and demand to measure firm markups over time

and across hundreds of consumer product categories. We address the fundamental critiques

of the markups literature by (1) using detailed data on prices and quantities and (2) directly

modeling the market interactions between consumers and firms. In addition to the more direct

nature of our approach, our rich estimates offer two significant advantages. First, it allows us

to determine whether greater markups are due to higher prices or lower costs. This distinction

is critical for assessing changes to overall welfare. Second, it allows us to attribute changes in

markups to demand-side features such as changes in demographics or consumer preferences, as

well as assessing supply-side features such as concentration and the introduction of new prod-

ucts. To employ our approach, we consider a broad array of consumer products where we have

available price and quantity data. Our model of demand is the mixed logit model popularized

by Berry (1994). In contrast to the extant empirical literature in industrial organization, we

employ the flexible demand model across hundreds of product categories simultaneously.

Overall, we document increases in markups of more than 25 percent from 2006 to 2019.

We estimate similar changes across different quartiles of the markup distribution and when

we only exploit variation within products and markets over time. Our results on aggregate

markup trends are consistent with those of recent research using firm-level data, most notably

De Loecker et al. (2020) and Autor et al. (2020). However, this literature has attributed the

change in aggregate markups to increases at the top of the distribution and a reallocation of
1De Loecker and Eeckhout (2018) show that this phenomenon is not limited to the US but has occurred in most

regions in the world. See also the discussion of related literature in Barkai (2016).
2A significant econometric critique is that De Loecker et al. (2020) use revenue as a proxy for quantity in estima-

tion. Bond et al. (2020) demonstrate that without measures of quantity, one cannot consistently identify markups
or how they change over time without information about the demand side of the market or imposing strong restric-
tions on output elasticities across firms and time. One main conceptual critique is that the assumptions about firm
behavior are not considered plausible and allow for several alternative interpretations.
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market shares towards high markup firms. In contrast, our results suggest that the whole

distribution of product-level markups has shifted over time.

Interestingly, we find that the estimated increase in markups is not accompanied by an

increase in market concentration at the level of producers which has recently been documented

using data on firms and broadly defined industries (e.g., Autor et al., 2020; Gutiérrez and

Philippon, 2017).3 A likely explanation is that the previous findings reflect multi-product firms

entering into different markets over time, rather than an increase in concentration in specific

product markets.4 While market concentration has often been interpreted as an indication

of market power, rising concentration is not necessarily a sign of declining competition. For

instance, an increase in competition can lead to a reallocation of resources towards larger

firms implying higher market concentration (Melitz and Ottaviano, 2008; Syverson, 2019).

Our results reinforce caution when interpreting trends in market concentration.

We further find that the increase in markups can be decomposed into increasing nominal
prices and relatively small changes in nominal marginal costs. However, nominal prices of

products in our sample change at a lower rate than in the rest of the economy, implying that

markups primarily increase due to falling real costs—not rising real prices. Our estimates in-

dicate that real prices did not decrease with costs because of changing consumer preferences.

Our results suggest that consumers became about 30 percent less price sensitive over the same

period. A declining price sensitivity indicates that the increase in markups may not generate a

commensurate decrease in consumer welfare.

2 Methods

2.1 The Demand Approach to Recovering Markups

As typically conceptualized, market power is the ability of a profit-maximizing firm to sup-

port prices that exceed its marginal cost.5 The exercise of market power limits gains-to-trade

because, with any downward-sloping demand schedule, the willingness-to-pay of some con-

sumers falls between price and marginal cost. Thus, markups are a prominent object of interest

for researchers in industrial organization, and have been over many decades.

Our strategy for recovering markups in consumer products is to apply the demand approach
that is commonly used for individual product markets (e.g., automobiles or cereals), but that

3However, the previous findings on market concentration and markups are not uncontroversial. For instance,
using firm and establishment data with information at the 8-digit SIC level, Rossi-Hansberg et al. (2018) argue that
there is a decline in industry concentration in regional markets defined at the county and zip code level. This result
holds across all broad sectors and is particularly pronounced in retail trade. Ganapati (2018) argues that these
results are, however, due to compositional issues such as very small areas with zero firms in some time periods.

4See, for instance, Pittman and Werden (1990) for the inappropriateness of standard industry classifications for
the definition of antitrust markets.

5We focus on product market competition in our application. The analogy for input markets is the ability to pay
suppliers (or labor) less than their marginal product.
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has not previously been applied at scale across many product markets. The demand approach

circumvents the empirical challenge that marginal costs are typically unobserved by the re-

searcher, and relies instead on data on prices and quantities.6 The logic is that, under the

assumption of profit maximization, it is possible to recover the marginal costs that rationalize

observed prices if the price elasticities of demand are known or can be estimated.

As an illustrative example, consider the case of single-product firm that sets a price, P ,

given a residual demand schedule, Q(P ), and total costs, C(Q). Differentiating the implied

profit function with respect to price and rearranging yields a first order condition for profit

maximization of the form:
P − C ′

P
= − 1

ε(P )
(1)

where ε(P ) ≡ ∂Q(P )
∂P

P
Q(P ) is the price elasticity of demand. The left-hand-side of the equality is

the Lerner Index (Lerner, 1934), a measure of markups that is commonly employed in industrial

organization. After solving equation (1), markups can also be calculated additively (P −C ′) or

multiplicatively (P/C ′), with the latter being more typical in international trade. Regardless of

the specific definition employed, equation (1) shows that markup can be recovered with prices

and the demand elasticity, under the assumption of profit maximization.

The demand approach for recovering markups gained prominence in industrial organiza-

tion following methodological innovations in demand estimation that improved the ability of

researchers to capture substitution patterns between products and address econometric issues

related to price endogeneity (e.g., Berry, 1994; Berry et al., 1995). Although the initial ap-

plication of the demand approach examined monopoly markets (Rosse, 1970), more recent

contributions tend to examine oligopoly models of price competition. In the context of con-

sumer products, the most commonly-used framework combines random-coefficients logit de-

mand system with differentiated-products Bertrand competition on the supply-side. We apply

such a framework to each of the 200 largest product modules in the Nielsen scanner data.

At scale, some of the requisite assumptions are likely to be inappropriate for some product

modules. For example, existing research on consumer products suggests coordinated pricing

in the beer industry (e.g., Miller and Weinberg, 2017; Miller et al., 2020) and inter-temporal

price discrimination in the soda industry (Hendel and Nevo, 2013). Nonetheless, we view

the modeling framework of random-coefficients logit demand system with Bertrand pricing as

reasonable for most modules. If our conjecture is correct, and conditional on an appropriate

implementation, aggregating results across the 200 product modules we consider allows for a

reliable analysis of markups in consumer products that is substantially broader in scope than

6Accounting data on costs are available for publicly-traded firms. However, accounting conventions often are
misaligned with economic concepts such as marginal cost, and furthermore the level of aggregation can make it
impossible to recover product-specific costs. These obstacles can be overcome with data of sufficient quality. The
2010 Horizontal Merger Guidelines at §4.1.3 state that “The Agencies often estimate incremental costs, for example,
using merging parties’ documents or data the merging parties use to make business decisions.”
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any of the existing module-specific studies.

2.2 Demand

For each product category and each year, we apply the random coefficients logit model of

Berry et al. (1995). Let there be j = 0, . . . , Jcmt products available for purchase in chain c,

region m, and period t, including an outside good (j = 0). Each consumer i chooses among

these products, taking as given an exogenously determined chain, c(i), and region, m(i). The

indirect utility that consumers receive from purchases of product j > 0 is

uijcmt = x′jβ
∗
i + α∗i pjcmt + ξjm + ξcm + ξt + ∆ξjcmt + εijcmt (2)

where xj is a vector of observable product characteristics, pjct is the retail price, the terms

(ξjm, ξcm, ξt) are product×region, chain×region, and period fixed effects, respectively, ∆ξjcmt

is a unobserved demand shock common to all consumers, and εijcmt is a consumer-specific logit

error term. A consumer that the outside good receives ui0cmt = εi0cmt.

We specify the consumer-specific coefficients as[
β∗

α∗

]
=

[
β

α

]
+ ΠDi + Σvi, vi ∼ N(0, IK+1) (3)

where Di contains observed consumer demographics, vi represents unobserved consumer de-

mographics, and K is the number of observed product characteristics. Putting equations (2)

and (3) together, and allowing β to be absorbed by the product fixed effects, the structural

parameters to be estimated are θ = (α,Π,Σ).7

The quantity demanded is given by qjcmt(pmct; θ) = sjmct(pmct; θ)Mmct, where s(·) is the

market share and Mmct is the “market size” of the chain-market-period, a measure of potential

demand. The notation we employ tracks that of Nevo (2000, 2001), to which we refer readers

for equations that characterize market shares and the price derivatives of demand.

Identifying the relevant product characteristics in xj at scale is difficult because it requires

extracting and interpreting language in the Nielsen product descriptions, or acquiring and

merging in auxiliary datasets (e.g., Backus et al. (2021)). Thus, we include only an indicator

in xj , which distinguishes the inside goods from the outside good. Our specification incorpo-

rates heterogeneity in the price coefficient and the (relative) attractiveness of the outside good,

which we view as the two most important dimensions of heterogeneity for our application. The

first dimension of heterogeneity allows for a realistic treatment of vertical differentiation and

for the overall consumer price sensitivity to change over time. The second softens the influ-
7We do not estimate a unobserved random coefficient interaction with price, as identification of this sort of

parameter is challenging in practice. In our specification, heterogeneity in the price coefficient arises from the
interaction with observed demographics.
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ence of market size in substitution patterns. In our baseline specification, we assume that the

market size of a chain-region combination equals the maximum quantity sold within the same

year, scaled by a factor of five, an approach that similar to that of Miller and Weinberg (2017).

However, we obtain similar results with alternative scaling factors.8

2.3 Supply

We model supply as profit-maximizing firms that set prices each quarter. Consumer products

are produced by manufacturers and sold through retail chains. For the most part, these man-

ufacturers and retailers have long-standing relationships that involve contractual payments,

advertising, periodic sales, and other joint efforts. With this in mind, our baseline model as-

sumes a form of joint profit maximization in which the retail prices for each manufacturer’s

brands are set to maximize revenue less the combined costs of the manufacturer and retailer,

conditional on the retail prices of other manufacturers. 9

The first order conditions for profit maximization can be expressed as

pcmt = mccmt −
(

Ωcmt ◦
[
∂scmt(pcmt)

∂pcmt

]′)−1
scmt(pcmt) (4)

where the vectors pcmt, scmt, and mccmt collect the prices, market shares, and marginal costs

of products j = 1, . . . , Jcmt, and Ωcmt is an “ownership matrix” in which each jth, kth element

equals one if products j and k are produced by the same manufacturer, and zero otherwise.

We assume that marginal costs—which in the baseline model combine the costs of the manu-

facturer and retailer—are constant in output. Thus, the marginal cost of each product j can be

decomposed according to

mcjcmt = ηjm + ηcm + ηt + ∆ηjcmt (5)

where (ηjm, ηcm, ηt) are product×region, chain×region, and period fixed effects, and ∆ηjcmt is

a cost shock.
8A different approach to softening the market size assumption is to apply a random coefficients nested logit

(RCNL) model with the outside good in its own nest (e.g., Grigolon and Verboven, 2014; Miller and Weinberg,
2017). We opt not to do so because the speed of estimation can slow dramatically for higher values of the nesting
parameter, making it difficult to apply at scale across many modules.

9We will consider alternative supply-side arrangements in future versions of this manuscript, including cost-plus
retail pricing, two-part tariffs, and a model of profit-maximizing linear pricing with double marginalization. We do
not model competition between different retail chains beyond the inclusion of the outside good.
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2.4 Estimation and Identification

We estimate the model separately for each module and year using two-step GMM. Thus, we

allow θ and the fixed effects to vary across modules and year. The GMM estimator for θ is:

θ̂ = arg min
θ
g(θ)′Wg(θ), g(θ) =

[
gCR(θ)

gMM (θ)

]
(6)

where W is a weighting matrix, gCR(θ) implements a covariance restriction between unob-

served demand and cost shocks, and gMM (θ) collects a set of “micro-moments” that summarizes

how well the model matches the correlations between demographics and product purchases

that we observe in the Nielsen Panelist dataset. There are a number of important details that

arise with the estimation of random coefficients logit models. However, as our implementa-

tion is fairly standard, we focus discussion on the key identifying assumptions that identify the

structural parameters, and defer the discussion of estimation details to Appendix A.

The first moment—the covariance restriction—is that the demand and cost shocks are un-

correlated in expectation. The role of the moment in estimation is to address the endogeneity

of prices in the demand system, i.e, that firms adjust prices in response to unobserved demand

shocks. We construct the empirical analog of the moment condition by average across the

covariances that exist in each chain-region-quarter combination:

gCR(θ) =
1

T

∑
c,m,t

∆ξcmt(θ)
′∆ηmt(θ) (7)

where the ∆ξcmt(θ) and ∆ηmt(θ) terms are recovered for each candidate θ using standard

techniques, and T is the number of chain-region-quarter combinations for a given year.

As the application of covariance restrictions in demand estimation is somewhat novel, we

provide a discussion to build intuition. The key insight is that oligopoly models of price competi-

tion with differentiated products and constant marginal costs can be recast in terms of product-

specific residual demand and supply schedules, with equilibrium being the prices and quantities

that simultaneously equate demand and supply for each product (MacKay and Miller, 2019).

The slopes of these residual demand and supply curves are determined by the price parameter.

A price parameter that is more negative corresponds to flatter inverse demand schedules (i.e.,

more price sensitive consumers) and flatter inverse supply schedules (i.e., less market power).

Uncorrelated shifts in these curves generate more variation in quantity then price. With a price

parameter that is closer to zero, by contrast, uncorrelated shifts generate more variation in

price than quantity. Thus, the covariance restriction allows the relative variation in price and

quantity in the data to identify the price parameter.

Resolving price endogeneity in this manner is particularly helpful in scaling estimation over

so many different product modules. The main alternative is to construct instruments based on
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the product characteristics of competing products (e.g., Berry et al., 1995; Gandhi and Houde,

2020), based on the cost of inputs (e.g., Nevo, 2001), or both (e.g., Backus et al., 2021).

However, this is difficult to implement at scale because characteristics and input costs must

be extracted from Nielsen product descriptions or sourced from auxiliary datasets. Further,

care must be taken to confirm that the instruments satisfy the first-stage relevance condition in

each estimation sample, which is not ensured. By contrast, the covariance restriction does not

require auxiliary data and a first-stage relevance condition does not exist, as the variation in

the endogenous price and quantity data is exploited in estimation.

The validity of either approach—covariance restrictions or instruments—hinges on an or-

thogonality condition involving one or more unobserved structural error terms. We view our

assumption as reasonable for most consumer products. We address the most obvious threats

to validity with fixed effects. For example, higher quality products may be more expensive to

produce, but with product fixed effects this does not confound identification. Similarly, time

fixed effects address trends in quality and costs over time. The covariance restriction would be

violated if marginal costs vary with output, but we view the assumption of constant marginal

costs as reasonable for most consumer products; it is also commonly maintained in the litera-

ture (Nevo, 2001; Villas-Boas, 2007; Chevalier et al., 2003; Hendel and Nevo, 2013; Miller and

Weinberg, 2017; Backus et al., 2021). Finally, we compare the elasticities generated under the

covariance restriction to those reported elsewhere in the literature as an ex post check.10

The second set of moments—the micro-moments—serve to identify the demographic pa-

rameters (Π,Σ). We construct the micro-moments at the level of the product and demographic.

The element corresponding to product j and demographic k is

gMM
jk (θ) =

1

Tj

∑
c,m,t

(∑
i ωisijcmt(θ)Dik∑
i ωisjcmt(θ)

−Mjmk

)
(8)

where Tj is the number of chain-region-quarter combinations in which product j is sold, ωi is

the weight that we place on consumer i, sijcmt(θ) is the consumer-specific choice probability

implied by the candidate parameter vector, andMjmk is the mean demographic observed in the

data for brand and region. That is, we match the implied average demographic of consumers

for each product-chain-region-quarter to the average demographic observed in the data for the

corresponding product-region (allowing for differences across years and modules).11 In our

baseline specification, we use two observed demographic variables and at most 21 products, so

there can be up to 42 micro-moments.
10See Section 3.2.
11We allow the average observed demographics to vary by year and module. An alternative approach to the

micro-moments would match the implied chain-region demographics to chain-region data, rather than to region-
level data. The tradeoff is between the measurement error in the observed component versus the specificity of the
moments. However, parameters that fit one set of moments well should also fit the other well.
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3 Data and Sample Selection

3.1 Data Sources

Our primary sources of data are Retail Scanner Data and Consumer Panel Data maintained

by Kilts Nielsen. We have access to data spanning 2006-2019. The retail scanner dataset has

information on the total sales quantity and revenue at the level of the UPC code, store, and

week. The consumer panel dataset tracks the purchases of a smaller sample of consumers over

time, again at the UPC code, store, and week level, and provides demographic information on

income, age, and various other statistics. In both datasets, each UPC code is associated with a

specific module—such as “Mexican Tortillas,” “Vodka,” and “Paper Towels”—that also includes

other, similar UPC codes. The stores can be identified as belonging to a broader retail chain and

located inside a Designated Market Area (DMA).

The estimation samples we construct feature observations at the module-product-chain-

region-quarter-year level, where we define regions based on the DMAs. Aggregating to chains,

regions, and quarters is trivial given the structure of the data. We define a products at the

brand level, which consolidates the thousands of UPC codes into a more manageable set of

well-defined consumer choices. Each UPC code is associated with a “unit” that characterizes

its volume (e.g., liters), mass (e.g., ounces), or count (e.g., six-pack), and we weight the UPC

codes by unit when aggregating to the brand level. We define price as the ratio of revenue

to equivalent unit sales, following standard practice.(e.g., Nevo, 2001; Miller and Weinberg,

2017; Backus et al., 2021).12

We make a number of restrictions to the sample. First, we consider only region-year com-

binations with at least 500 consumers in the Consumer Panel Data. We observe 209 DMAs in

the data, although the number varies slightly across years, and in most years there are 205

DMAs. Our restriction focuses the empirical analysis on 22 DMAs that, collectively, account

for about half of the observed sales in the data.13 Second, we consider only stores listed as

food stores, drug stores, or mass merchandisers in the Retail Scanner Data.14 We exclude dol-

lar stores and convenience stores, among others. Third, we focus on the 200 largest modules

as measured by revenue over 2006-2016; of these 137 modules are for food items and 63

are for nonfood items.15 Within each module, we rank products by revenue and include the
12In a handful of modules, UPC codes differ in terms of whether size is reported in terms of volume, mass, or

some other metric. For those modules, we use only those UPC codes that have the most popular metric, and drop
the remaining products.

13Some of our estimation samples feature fewer than these 22 DMAs because the products are not sold by the
stores in our sample (e.g., with alcoholic beverages). However, for most modules the composition of DMAs is fixed
over time. The handful of exceptions are likely due to regulatory changes or seasonal product availability.

14Two large chains contribute to the Consumer Panel Data but not the Retail Scanner Data, and we remove them
to improve the comparability between the two datasets.

15We define food modules as belonging to the product departments “Dry Grocery,” “Frozen Foods,” “Dairy,” “Deli,”
“Packaged Meat,” “Fresh Produce,” and “Alcoholic Beverages.” Non-food modules belong to the product departments
“Health and Beauty Care,” “Non-food Grocery,” and “General Merchandise.”
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largest 20 in the estimation sample; most typically this includes the private label product. We

collapse all remaining products into a single composite “fringe” product. Finally, to mitigate

potential impacts of measurement error, we drop products that are extreme outliers in terms of

prices.16 The average number of chains per DMA is 9.3, and the average number of products

in a chain-region combination is 10.3.17 As estimation is conducted separately for each of the

200 modules and 14 years, there are 200× 14 = 2800 distinct estimation samples.

We generate consumer-specific demographic draws by sampling 2,000 consumers from the

Consumer Panel Data for each region and year. We sample with replacement and using the

projection weights provided by Nielsen. Among the available demographics, we select two that

we expect should influence demand for many of the consumer products in the data: household

income and an indicator for the presence of children in the household. Income is provided

in bins, and we impute income using the bin midpoint.18 We assume that log of income is

what enters demand through equation (3). We demean the demographics prior to estimation,

and also divide the income measure by its standard deviation. The unobserved demographic

is drawn from a unit normal distribution that independent from the observed demographics.

For the micro-moments, we also calculate the average values of the observed demographics for

each product, region, and year using the Consumer Panel Data.

Nielsen does not provide information about the ownership of the brands in the data. As the

joint ownership of multiple brands in the same product category affects the pricing incentives

of firms, it is potentially important to account for multi-brand firms when estimating markups.

Using a manual search, we identify the company that owns each product. Because multiple

company names could be associated with the same manufacturer when a conglomerate has

multiple subsidiary companies, we use Capital IQ to obtain the ultimate parent company for

each product. We assume that prices are chosen to maximize profits for the ultimate parent

company.19

Finally, price and incomes are in real dollars as of 2010:Q1.20 Whether it is appropriate to

adjust for inflation when examining market power trends is a matter to which we return later in

the paper. However, aside from scaling some of the structural parameters, this has little effect

the estimation step, especially given the time fixed effects.

16For each module-year, we drop all products that have a price below the 0.5% quantile or prices above the
0.995% quantile in any quarter.

17In most modules there are many brands, so the average number of products in a module-region is 18.9. The
smaller number of products in specific chain-region combinations reflects that not all stores sell all products.

18Thus, if the consumer’s household income is between $40,000 and $50,000, we impute an income of $45,000.
For the highest-income bin, we use the additional high-income bins available from 2006 to 2009 to estimate a
midpoint of $137,500.

19In practice, large conglomerates tend to have only a single subsidiary operating in each product category. For
our composite “fringe” products, we assume that prices are set by a single profit-maximizing firm, even though the
fringe may contain brands owned by firms selling a top-20 product.

20We deflate using the Consumer Price Index for All Urban Consumers: All Items Less Food and Energy in U.S.
City Average. The data are monthly and seasonally adjusted.
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Table 1: Estimation Results for RTE Cereals

Panel A: Point Estimates and Standard Errors

2006 2007 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019

Price -16.674 -6.634 -10.777 -6.665 -7.996 -8.265 -9.419 -10.301 -11.506 -11.918 -14.695 -16.833 -13.100 -15.022
(0.017) (0.022) (0.013) (0.006) (0.005) (0.021) (0.009) (0.014) (0.006) (0.012) (0.009) (0.016) (0.004) (0.025)

Demographic Interactions

Income×Price 0.808 1.271 1.167 0.570 0.321 0.760 0.794 1.242 0.893 0.630 0.686 0.872 0.502 0.276
(0.001) (0.044) (0.006) (0.005) (0.001) (0.003) (0.001) (0.001) (0.001) (0.001) (0.001) (0.001) (0.030) (0.024)

Income×Constant 0.433 0.007 0.249 0.003 0.015 -0.057 -0.102 -0.126 -0.099 -0.075 0.069 0.160 0.234 0.144
(0.001) (0.009) (0.002) (0.001) (0.000) (0.001) (0.000) (0.001) (0.000) (0.000) (0.000) (0.001) (0.014) (0.007)

Children×Price -0.463 -1.537 -0.772 1.225 1.677 2.822 3.471 2.435 2.443 2.489 3.054 2.990 2.737 2.430
(0.005) (0.108) (0.023) (0.031) (0.009) (0.043) (0.008) (0.004) (0.003) (0.003) (0.007) (0.007) (0.098) (0.142)

Children×Constant 4.940 2.174 3.423 0.523 0.416 0.218 0.065 0.415 0.187 0.981 2.018 2.281 4.119 2.526
(0.007) (0.040) (0.012) (0.005) (0.002) (0.009) (0.003) (0.006) (0.001) (0.009) (0.002) (0.003) (0.042) (0.043)

Random Coefficient

N(0,1)×Constant 10.504 3.746 7.400 0.026 0.003 0.185 0.157 1.358 0.063 3.220 6.378 7.623 12.049 8.128
(0.024) (0.029) (0.019) (0.226) (0.016) (0.126) (0.061) (0.023) (0.024) (0.025) (0.004) (0.009) (0.020) (0.008)

Panel B: Other Statistics

2006 2007 2008 2009 2010 2011 2012 2013 2014 2015 2016 2017 2018 2019

Observations 15,653 16,646 16,753 16,966 17,400 17,515 16,543 16,525 16,665 16,060 15,587 13,401 19,713 18,672

Median Own Elasticity -3.095 -1.277 -2.143 -1.347 -1.559 -1.605 -1.892 -2.025 -2.258 -2.242 -2.698 -3.041 -2.270 -2.647

MC<0 (in %) 0.179 30.632 1.647 13.669 4.374 3.112 0.218 0.048 0.000 0.031 0.006 0.045 0.913 0.118
Notes: The table summarizes the results of estimation for the RTE Cereals module for each year in the sample. Panel A provides the parameters and the standard errors, which are clustered at the
region level. Panel B provides the number of product-chain-region-quarter observations, the revenue-weighted median own price elasticity of demand, and the fraction of marginal costs that are
less than zero.

3.2 Case Study in RTE Cereal

As a validation exercise, we compare our modeling estimates to those obtained elsewhere in

the literature. In this section, we focus on ready-to-eat (RTE) cereal, which has been studied in

a number of articles (e.g., Nevo, 2001; Michel and Weiergraeber, 2018; Backus et al., 2021).

Table 1 provides parameter estimates and standard errors (panel A), along with the number

of observations, median own-price elasticity of demand, and the fraction of product-specific

marginal costs that are negative (panel B).

Overall, we estimate a mean own-price elasticity of −2.18. Our estimate is comparable,

though slighly less elastic, to the estimate of −2.67 in Backus et al. (2021). Our estimates

imply average price-cost markups of 0.57. We estimate some variation in the price coefficient

over time. The price coefficient interacted with income enters with the expected sign: higher

income generates less price sensitive consumers in every year of our sample.

Figure 1 plots the estimated markups over time. Overall, we find that markups for ready-

to-eat cereal are relatively constant over time, and perhaps declining slightly. Our data for this

category seem to be somewhat sensitive at the beginning of the period, as we have greater

variation in the period 2006–2009 and less plausible estimates in this period. For this category,

the estimates stabilize toward the end of the period.

Given that our main interest is in aggregate effects, we are not concerned with some vari-

ation in the estimated markups for an individual product category. Idiosyncratic changes in

markups–whether actual or due to data issues–will be smoothed out when we examine a

broader set of product categories. However, this example illustrates two important aspects

of our approach that will be useful for interpreting our overall results. First, on average, we can
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Figure 1: Lerner Index over Time for RTE Cereals
Notes: The figure plots the revenue-weighted median Lerner Index (solid line) for the product-chain-quarter ob-
servations in the RTE Cereals module, based on the model estimates. It also plots the weighted 25th and 75th
percentiles (dotted lines). The Lerner Index equals (p−mc)/p where p is the price and mc is the marginal coast.

obtain elasticity estimates that are close to other estimates that use more specific institutional

details (and are therefore less scalable). Second, there is nothing systematic in our estimation

strategy that delivers increasing markups over time. If anything, the estimated markups for

cereals appear to decline slightly.

3.3 Sample Selection

To measure aggregate markups, we estimate demand separately in each year for each of the

top 200 product categories by revenue in the Nielsen data.

Nielsen provides little information about product characteristics. In order to apply our

approach across a broad set of categories, we apply the same demand system to every category

and we do not attempt to fill in each category with supplemental information about product

characteristics. The downside to this approach is that not all categories are symmetric with

respect to within-category heterogeneity. For example, products in the “Vodka” category will

be close horizontal substitutes, with some vertical differentiation. The “Batteries” category, on

the other hand, will contain a mix of products that are close substitutes, such as Energizer and

Duracell AAA batteries, and products may not be substitutes at all, such as AAA and D batteries.

Our procedure works better when the within-category variation does not contain too many

distinct products, in other words, when the category definition is sufficiently narrow. In order

to get a sense of this variation, we examine the distribution of unit-adjusted prices across all

11



products within a category. We look for cases when the 99th percentile of per-unit prices is over

five times greater than the median per-unit price. We identify a category as being “too broad”

if it crosses this threshold in any year.

Applying this definition as a filter, we identify 133 categories that our sufficiently narrow.

For our main results, we present estimates only from these categories. In the Appendix, we also

include results using other samples, such as the full set of 200 categories, only food categories,

and only categories where we estimate reasonable markups. An advantage to our proposed

filter is that it can be constructed a priori without imposing any assumptions required in esti-

mation.

4 The Evolution of Markups in Consumer Products

In this section, we document the evolution of markups across a large set of consumer products

over time. We start by reporting median markups at the product module level before we discuss

how the distribution of markups has shifted. We then move the analysis to the product level

which allows us to distinguish between variation within and across products and to decompose

the evolution of markups into changes in prices and marginal costs.

4.1 Aggregate Trends

Figure 2 reports the development of markups over time. We compute the median markup with

each product module and year and then take the median across all modules. In Panels A to

C, we report the evolution of alternative measures including the Lerner index, defined as p−c
p ,

the additive markup, p − c, which is commonly used in the IO literature and a multiplicative

markup, pc , which is the standard measure in macroeconomics and international trade and has,

for instance, been used by De Loecker et al. (2020). All three measures indicate a substantial

increase in market power over time. For instance, the median Lerner index has increased from

about 0.5 in 2006 to more than 0.6 towards the end of our sample period.

Next, we analyze how the distribution of markups has shifted over time, focusing on the

Lerner index. For this purpose, we regress different percentiles of the markup distribution on

year dummies and document the coefficients and confidence intervals in Panel A of 3. We

use the year 2006, the first year of our estimation sample, as the base category. Hence, the

estimated coefficients can be interpreted as the change in markups in each year relative to

2006. The results indicate that while all quartiles of the distribution have increased over time,

the upper part of the markup distribution has changed by a higher amount, especially during

the second half of our sample period. This result is consistent with De Loecker et al. (2020) who

find that the increase in average firm-level markups over time is driven by the highest quartiles

12
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(b) Multiplicative Markup
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(c) Additive Markup

Figure 2: Markups Over Time Across Product Categories
Notes: The figure plots the median of alternative measures of markups at the product module level. Panel A shows
the Lerner Index, defined as (p − mc)/p where p is the price and mc is the marginal coast. Panel B plots the
multiplicative markup, defined as p/mc, and Panel C shows the additive markup, defined as p−mc.

of the distribution.21 However, while they find that the evolution of average markups is entirely

driven by the top half of the distribution, and that most firms do not raise their markups, our

results indicate that the whole distribution of markups at the product-level has shifted over

time. In Panel B, we repeat the exercise by using the log of the Lerner index, ln(p−cp ). The

results show that the relative increase in markups is in fact quite similar across the distribution.
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Figure 3: Changes in the Distribution of Markups
Notes: The figure shows coefficients and 95% confidence intervals of regressions of percentiles of the markup
distribution at the product module level on year dummies using the year 2006 as the base category. In Panel
A, outcomes are percentiles of the level of the Lerner index, (p − mc)/p, in Panel B, outcomes are measured in
logarithms.

To get a better understanding about the drivers of markups over time, we move the anal-

ysis from product modules to a more disaggregated level. Our unit of observation is a unique

product-chain-DMA-quarter-year combination. We regress the log of the Lerner index on quar-
21While they analyze a longer sample period, they document a particularly sharp rise in markups during the years

that coincide with our sample period.
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Figure 4: Product-Level Changes in Markups
Notes: The figure shows coefficients and 95% confidence intervals of a regression of the log of the Lerner index at
the product-chain-DMA-quarter-year level on year dummies controlling for quarter fixed effects, and using the year
2006 as the base category.

ter, year and product-chain-DMA fixed effects, using revenues as weights.22 The results of this

regression are documented in Figure 4. The estimates indicate an increase in markups of more

than 30% between 2006 and 2019 which is mainly driven by the second half of our sample

period. Note that due to the inclusion of product-chain-DMA fixed effects, year dummies only

capture variation within products and thus the estimated change over time is not affected by

entry and exit or a reallocation of market shares across products.

Table B.1 in the Appendix documents full results of this regression alongside alternative

specifications in which we replace year dummies with a linear time trend or drop brand-retailer-

DMA fixed effects or replace them with product module fixed effects. We obtain qualitatively

similar results across these specifications in which we estimate an average yearly increase in

average markups between 2.1% and 2.6%. This increase is mainly driven by years after 2012,

although we estimate the largest changes using the full set of fixed effects. This confirms that

in our sample, aggregate markups trends are mainly driven by changes within products over

time. In contrast, results on firm-level markups in De Loecker et al. (2020) are to a large extent

driven by reallocation with only minor changes of average markups within firms across years.

Table B.2 in the Appendix shows results using non-weighted regressions. The results are

again qualitatively similar although the magnitude of coefficients is somewhat smaller towards

the end of our sample period. This is consistent with consumers partly substituting away from

products with high increases in markups.

4.2 Decomposition of Effects

As our data contain information about product prices, we are able to decompose the increase

in markups into changes in marginal costs and prices. For this purpose, we regress logarithmic
22Revenue weights capture an average effect across a quantity-weighted bundle of products when when measuring

changes to log prices.
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(c) Marginal Costs (Deflated)
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Figure 5: Changes in Prices and Marginal Costs
Notes: The figure shows coefficients and 95% confidence intervals of a regression of logarithmic prices and marginal
costs at the product-chain-DMA-quarter-year level on year dummies controlling for quarter fixed effects and using
the year 2006 as the base category.

prices and marginal costs on the same set of fixed effects as in the previous subsection. Our

first specification uses real prices and marginal costs which we obtain by deflating prices with

the “Consumer Price Index for All Urban Consumers”.23 The second specification is based on

current nominal prices. Again, we use sales as weights in the regressions.

The results of these regressions are documented in Figure 5. Panel A shows that real prices

have been increasing at the beginning of our sample period, but have declined in later years.

Nominal prices, documented in Panel B, have been increasing steadily over the same time

period. As Panels C and D show, real marginal costs are relatively stable until 2012 but decline

significantly and sharply afterwards. Nominal prices increase in earlier years of our sample and

decline afterwards but the results are not statistically significant.

Rising markups in our sample are therefore driven by increasing nominal prices and rela-

tively constant nominal marginal costs. However, in most years, nominal prices of consumer

products change by a similar amount as prices in the rest of the economy. While the slight

increase in markups during the first half of our sample period (which is mostly statistically

insignificant) seems to be due to higher real prices, markups have primarily increased due to
23This index is based on all items less food and energy in U.S. cities- The data is obtained from https://fred.

stlouisfed.org/series/CPILFESL, accessed March 3, 2021.
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Figure 6: Product-Level Changes in Own-Price Elasticities
Notes: The figure shows coefficients and 95% confidence intervals of a regression of the log of absolute value of
the own-price elasticity at the product-chain-DMA-quarter-year level on year dummies controlling for quarter fixed
effects and using the year 2006 as the base category.

falling real costs—not rising real prices—during the second half of our sample period which

drives the overall time trend in our sample. As it is likely that nominal input prices and wages

have increased during our sample period, these results indicate that production efficiency has

increased over time. Our estimates suggest that decreases in real marginal costs have not been

passed on to consumers.

One potential explanation for the lack of pass-through of cost savings to prices is that con-

sumers became less price sensitive over time. To investigate this hypothesis further, we regress

the logarithm of the absolute value of own price elasticities at the product level on the same

set of fixed effects as in the markup regressions and document the results in Figure 6. The

displayed coefficients show that price elasticities have declined in magnitude, indicating that

consumers have become less price sensitive over time. Interestingly, the estimated changes are

concentrated in the same years as the changes in markups within products (see Figure 4) and

are quantitatively similar. Changes in consumer preferences are thus a potentially important

determinant of the evolution of markups over time.

5 Conclusion

This paper analyzes the evolution of market power in consumer products in the US between

2006 and 2019. For this purpose, we combine retail scanner data on quantities and prices

with consumer level data across more than 100 product categories. This approach allows us

to estimate demand with flexible consumer preferences and recover time-varying markups for

individual products under the assumption of profit maximization. Our results indicate that

markups increase by more than 25 percent during our sample period. In contrast to previ-

ous research on the evolution of market power, we estimate similar changes across different

quartiles of the markup distribution. In addition, we find similar increases in markups within
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product categories over time which implies that the results are not driven by a reallocation of

market shares towards products with higher markups. We decompose changes in markups into

changes in prices and changes in marginal costs. Overall, the nominal prices of products rise

at a similar but slightly slower rate than inflation during our sample period. Thus, real prices

remain almost constant, and the increase in markups we estimate is primarily due to falling

(real) marginal costs. Our results suggest that prices do not decrease along with marginal costs

because of changes in consumer preferences. Our estimates suggest that consumers became

about 30 percent less price sensitive over the sample period.
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Appendix

A Details on Estimation

This appendix provides details on the estimation procedure. The parameters for estimation are

θ = (α,Π,Σ). We use a two-step approach in which we first estimate θ2 = (Π,Σ) and then esti-

mate α. This separation is possible because our micro-moments identify θ2 but not α (Berry and

Haile, 2020), and the covariance restriction exactly identifies α given θ2 (MacKay and Miller,

2019). In principle, a single search could be used to estimate the parameters jointly, as is stan-

dard practice for applications that rely on instruments for identification (e.g. Berry et al., 1995;

Nevo, 2001; Miller and Weinberg, 2017; Backus et al., 2021). However, our approach has sub-

stantial computational benefits due to a complication that arises with covariance restrictions,

as we explain below. In the appendix, we focus on the implementation of the estimation steps,

and then discuss computational burden and the resources employed.

A.1 First Step

In the first step of estimation, we seek to recover θ2 = (Π,Σ). To determine the weighting

matrix, W , that appears in the GMM objective function (see equation (6)), we start with an

initial candidate parameter vector of θ(0)2 =
−→
0 , such that the model collapses to a logit. In this

special case, the own-price elasticity of demand for product j is given by:

εj = αpj(1− sj) (A.1)

We fix the price parameter at the level, α = α̃, such that equation (A.1) holds, on average across

the observations in the estimation sample, with unit demand elasticity (εj = −1). For any

candidate θ2, there is a unique vector of the mean product valuations that align the predicted

and observed shares. In the special case of θ(0)2 the mean valuations have a closed-form solution:

δjcmt

(
θ
(0)
2

)
≡ log(sjcmt)− log(s0cmt) (A.2)

With δjcmt
(
θ
(0)
2

)
and α̃, we calculate the micro-moments, gMM

(
θ
(0)
2

)
, from equation (8).

We construct the weighting matrix as follows. We set the first element—the weight placed

on the covariance restrictions—at 1e-8. The remaining diagonal elements weight the micro-

moments according to their contribution, such that the total sums to 100. Specifically, elements

k = 2, . . . ,K along the diagonal element are given by

wk = 100

(
gMM
k−1

(
θ
(0)
2

))2
∑

n

(
gMM
n

(
θ
(0)
2

))2
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We set all non-diagonal elements in the weighting matrix to zero.

We then proceed to estimate θ2 based on equation (6), with nearly all of the weight being

placed on the micro-moments, and with the price parameter still fixed at α̃. For each candidate

θ2, we recover the mean valuations, δjcmt (θ2), using the contraction mapping of Berry et al.

(1995) with a numerical tolerance of 1e-9. We then calculate the micro-moments with δjcmt (θ2)

and α̃. It is still necessary to evaluate the covariance of unobserved shocks, even though the

covariance restriction receives almost zero weight in the first-step objective function. To do

so, we recover ∆ξjcmt(θ2) as the residual from the OLS regression of (δjcmt(θ2)− α̃pjcmt) on

the fixed effects. We also obtain marginal costs from using equation (4), looping over the

chain-region-quarter combinations, and then recover ∆ηjcmt(θ2) as the residual from the OLS

regression of marginal costs on the fixed effects. We are then able to calculate the loss function,

update the candidate θ2, and repeat to convergence.

A.2 Second Step

In the second step, we estimate α taking as given the estimates of θ2 obtained in the first step. In

doing so, we change the first diagonal element of the weighting matrix from 1e-8 to 100, so that

the covariance restriction receives the same weight as all of the micro-moments combined. This

effectively estimates the α based on the covariance restriction alone because micro-moments

do not identify the mean price parameter (Berry and Haile, 2020).24 We evaluate moments

using the same procedure outlined for the first step estimation, and iterate to convergence

constraining the search to negative values of α. The constraint imposes downward-sloping

demand for a consumer with the mean income level.

A complication is that there are typically two values for α that satisfy the covariance re-

striction, with the smaller (more negative) value being the true price parameter under sensible

conditions (MacKay and Miller, 2019). Care must then be taken to ensure that the estima-

tor converges to the smaller value. Figure B.1 illustrates this in the context of ready-to-each

cereals. Each panel traces out the contribution of the covariance restriction to the objective

function for different values of α. In two years—2006 and 2018—there is a unique negative

α that satisfies the covariance restriction, and the constraint we place on the parameter space

(α < 0) is sufficient to recover the correct estimate. In other years, both possible solutions are

negative, and thus could be obtained from estimation, even though the larger (less negative)

value is implausibly close to zero.25

We proceed by selecting starting values of α(0) = φα̃ where α̃ is as defined for the first

step of estimation, and φ = (2, 4, 6, 8, 10, 12). Thus, for each year-module, we estimate with

24We confirm in ex post checks that the value of α matters little for the micro-moments.
25The larger values imply that firms are pricing in the inelastic portion of their residual demand curves. A related

complication is that the numerical stability of the moment tends to deteriorate as the candidate α approaches the
higher solution, which can lead to convergence issues if the estimator considers parameters near the higher solution.
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six different starting values. As these starting values are quite negative, the estimator tends

to converge on the more negative value of the price parameter that satisfies the covariance

restrictions. In the module-years for which where the estimator finds both solutions, we select

the more negative solution as our estimate of α. This appears to be a robust solution given

the θ2 we estimate. However, it is computationally-intensive and also can break down for

unreasonable candidate θ2 parameters (which are inevitably considered in estimation). Thus,

our two-step approach to estimation conveys both speed and numerical stability, both of which

are important given the scale of the empirical exercise.

A.3 Computation Notes

Our code builds on the BLPestimatoR package for R (Brunner et al., 2020).26 In early experi-

ments, we replicated our results for some modules using the PyBLP package for Python (Conlon

and Gortmaker, 2020).27 We ultimately selected the R package because the micro-moments im-

plementation was substantially faster. In estimation, we use BFGS with a numerical gradient.

We estimate each module-year combination in parallel using the HILBERT computational clus-

ter at the University of Düsseldorf. There are 2800 estimation routines (200 modules and 14

years). Each routine requires one CPU core and up to 12GB of memory. The longest runs

take slightly more than 72 hours and most finish in less than 24 hours. The entire estimation

procedure takes around one week.

B Appendix Figures and Tables

26https://github.com/cran/BLPestimatoR, last accessed March 26, 2021
27https://github.com/jeffgortmaker/pyblp, last accessed March 26, 2021.
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Figure B.1: Contribution of Covariance Restriction to Objective Function with RTE Cereals
Notes: The figure plots the contribution of the covariance restriction to the objective function, scaled by ten thou-
sand, for different candidate price parameters over the range [−30, 0]. Other parameters are held fixed at the levels
obtained in the first step of estimation.
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Table B.1: Markups at the product level over time, sales-weighted
(1) (2) (3) (4) (5) (6)

log(markup) log(markup) log(markup) log(markup) log(markup) log(markup)
trend 0.021*** 0.021*** 0.026***

(0.005) (0.005) (0.005)

Year 2007 0.033 0.035 0.038
(0.041) (0.041) (0.041)

Year 2008 0.055 0.057 0.056
(0.035) (0.035) (0.035)

Year 2009 0.044 0.045 0.039
(0.052) (0.051) (0.052)

Year 2010 0.057 0.057 0.053
(0.053) (0.052) (0.053)

Year 2011 0.111 0.112 0.112
(0.070) (0.069) (0.070)

Year 2012 0.056 0.054 0.059
(0.060) (0.058) (0.059)

Year 2013 0.112** 0.107** 0.114**
(0.049) (0.048) (0.048)

Year 2014 0.170*** 0.166*** 0.181***
(0.051) (0.050) (0.050)

Year 2015 0.226*** 0.221*** 0.250***
(0.050) (0.048) (0.049)

Year 2016 0.200*** 0.194*** 0.233***
(0.048) (0.046) (0.047)

Year 2017 0.230*** 0.223*** 0.269***
(0.053) (0.050) (0.052)

Year 2018 0.242*** 0.256*** 0.301***
(0.065) (0.064) (0.065)

Year 2019 0.283*** 0.288*** 0.339***
(0.087) (0.091) (0.092)

Quarter FE yes yes yes yes yes yes
Module, Retailer, DMA FE no no yes yes no no
Brand*Retailer*DMA FE no no no no yes yes
N 14525685 14525685 14525685 14525685 14525685 14525685
R2 0.016 0.018 0.376 0.378 0.699 0.701

The dependent variable is the log of the Lerner index.
Standard errors, clustered by product module, in parentheses
* p < 0.1, ** p < 0.05, *** p < 0.01
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Table B.2: Markups at the product level over time, unweighted regressions
(1) (2) (3) (4) (5) (6)

log(markup) log(markup) log(markup) log(markup) log(markup) log(markup)
trend 0.021*** 0.023*** 0.025***

(0.004) (0.003) (0.004)

Year 2007 0.023 0.022 0.029
(0.041) (0.041) (0.041)

Year 2008 0.061 0.060 0.075*
(0.039) (0.039) (0.039)

Year 2009 0.025 0.023 0.042
(0.050) (0.049) (0.050)

Year 2010 0.061 0.060 0.080
(0.050) (0.049) (0.050)

Year 2011 0.091* 0.091* 0.114**
(0.050) (0.050) (0.050)

Year 2012 0.051 0.056 0.082
(0.057) (0.056) (0.056)

Year 2013 0.101** 0.105** 0.129***
(0.045) (0.044) (0.045)

Year 2014 0.182*** 0.189*** 0.216***
(0.054) (0.052) (0.053)

Year 2015 0.244*** 0.259*** 0.290***
(0.060) (0.057) (0.059)

Year 2016 0.194*** 0.208*** 0.241***
(0.048) (0.046) (0.048)

Year 2017 0.216*** 0.224*** 0.258***
(0.047) (0.047) (0.048)

Year 2018 0.256*** 0.286*** 0.318***
(0.055) (0.054) (0.054)

Year 2019 0.235*** 0.259*** 0.292***
(0.055) (0.058) (0.058)

Quarter FE yes yes yes yes yes yes
Module, Retailer, DMA FE no no yes yes no no
Brand*Retailer*DMA FE no no no no yes yes
N 14525685 14525685 14525685 14525685 14525685 14525685
R2 0.013 0.015 0.348 0.351 0.682 0.684

The dependent variable is the log of the Lerner index.
Standard errors, clustered by product module, in parentheses
* p < 0.1, ** p < 0.05, *** p < 0.01
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